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Abstract

Computational models of biology typically incorporate a number of parameters that can significantly impact the
model’s behaviour. Due to both real and computational time limits, the values for these parameters are often
determined manually through ad hoc trial and error. There are two good reasons for exploring parameter space more
systematically. First, optimal values may lie outside the range tested. Second, there may be interesting interactions
between parameters that can provide insight into both the model’s behaviour and the underlying biological system.

This paper describes Dsweep, an easy to use and practical method for visually comparing pairs of parameters
in arbitrary models, without a priori knowledge of the expected output. Since each experiment is an independent
work unit, parameter sweeps are an “embarrassingly parallel” problem, and simulations are sent to worker machines
to dramatically improve performance. The executables generated by Dsweep are completely self-contained, so no
configuration of worker machines is required. The benefits of this method of parameter analysis are illustrated with
a σ70-promoter model of Bacillus subtilis for transcription start site prediction.
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1. Introduction

Computational modeling has become an integral
tool for biological studies (Foster, 2006). One of
the strengths of computational modeling over other
modeling methods is that its implementation re-
quires all variables to be made explicit. However,
this often leads to models that include a number of
parameters whose values are chosen in an often ad
hoc manner. To find the optimal values for these pa-
rameters, and to better understand their impact on
the model’s behaviour, a more systematic approach
is preferable.

Heat maps are a useful method for overviewing
landscapes such as parameter spaces, since they uti-
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lize our visual system’s pattern-recognition abilities
to aid large-scale comprehension of results. While
heat maps can reveal trends and interactions in pa-
rameter space, they generally require many simu-
lation runs to be informative. Consequently, this
kind of systematic analysis is often omitted due to
the prohibitive computational requirements. Fortu-
nately, in a typical parameter sweep, each simula-
tion is independent of the others, so the task is “em-
barrassingly parallel”, and simulation time can be
dramatically reduced by increasing the number of
processors utilized (Reyes et al., 2007).

Supercomputer facilities provide one avenue for
speeding up parameter sweeps. However, distribut-
ing the workload among available commodity hard-
ware can often provide a superior solution, since
many biological models are developed and tested on
desktop computers, and there can be lengthy wait-
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ing times for shared supercomputing facilities. The
ubiquity of desktop computing and networking has
resulted in many research teams having access to
cheap distributed computing infrastructure. Such
facilities range from idle computing time on local
machines (for example, computers of colleagues or
student laboratories), to dedicated clusters of com-
modity hardware and grid computing (Foster and
Kesselman, 1999).

A number of excellent software platforms are now
freely available which can leverage these resources
for parameter sweeps. Two notable projects are
Nimrod 1 (Abramson et al., 2002; Peachey et al.,
2006), and the Berkeley Open Infrastructure for
Network Computing (BOINC) 2 (Anderson, 2004).

Nimrod is a parametric modeling system that
is ideally suited to parameter sweeps. It admin-
isters the scheduling and platform-specific details
of running arbitrary simulations on heterogeneous
systems. To use Nimrod, the user must configure,
or have access to, a PostgreSQL database and grid-
middleware services.

BOINC is a platform for utilizing public re-
sources such as personal computers, and is used for
well-known projects that include Climatepredic-
tion.net 3 and SETI@home. 4 Distributing a biolog-
ical model can be achieved by setting up a BOINC
server, creating a custom project, and either call-
ing the BOINC C++ programming interface from
within the model, or configuring a wrapper around
an existing simulation.

Both Nimrod and BOINC are mature projects
that provide state of the art facilities for large-scale
distributed computing. However, the initial startup
costs of using grid services, or administering servers
and databases, can be prohibitive for small teams of
biological modelers. Many biological modelers lack
the time or financial resources required for under-
standing and maintaining such distributed comput-
ing infrastructure, and computationally demanding
tasks such as parameter sweeps may only be required
occasionally.

This paper describes Dsweep, a lightweight
method of distributing parameter sweeps of arbi-
trary simulations across available computers, which
removes the overhead of administering or compiling
against full-featured distributed computing plat-

1 http://www.csse.monash.edu.au/∼davida/nimrod/
2 http://boinc.berkeley.edu/
3 http://climateprediction.net/
4 http://setiathome.berkeley.edu/

forms. The method is completely self-contained,
and no additional services or software infrastruc-
ture need to be configured for worker machines. 5

It is not a replacement for the platforms described
above, but rather has proven itself as a practical
tool for quickly performing parameter sweeps that
would otherwise not have been done.

The following section illustrates the benefit of
this approach with a preliminary analysis of a σ70-
promoter model of Bacillus subtilis for transcription
start site prediction. Section 3 describes Dsweep
in detail.

2. Analysis of a promoter model

To demonstrate the benefits of Dsweep we ex-
plored the parameter space of a σ70-promoter model
in Bacillus subtilis for transcription start site pre-
diction, utilizing existing modeling software named
Beagle 6 (Maetschke et al., 2006).

Bacterial promoters are recognized by RNA poly-
merase via an associated sigma factor that binds to
specific sites within the promoter region. The canon-
ical model of a σ70-promoter consists of two con-
served hexamers TTGACA (-35 element) and TATAAT
(-10 element), separated by a variable gap (spacer)
with a typical length of 15 to 21 base pairs (Huerta
and Collado-Vides, 2003). The transcription start
site (TSS) is usually located 4 to 13 base pairs (dis-
criminator) downstream of the -10 element. Figure 1
displays the arrangement of binding sites and gaps.

Fig. 1. Canonical σ70-promoter model.

Beagle describes the canonical model by two
PWMs for the binding sites of the transcription
factor, and two weight vectors for the length distri-
butions of the spacer and the discriminator gap.

Starting from PWMs initialized with weights that
represent the hexamers and uniform weight distri-
butions for the gap lengths, the model is iteratively
refined on training data until no further increase
in information content can be achieved (Maetschke

5 If they are running Windows NT 4.0, 2000, XP, Server 2003
or Vista. Remote access via tools such as SSH is required
for Unix-based systems.
6 http://eresearch.fit.qut.edu.au/Beagle/
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et al., 2006). The trained model is then used to pre-
dict transcription start sites. To this purpose the up-
stream regions of genes are scanned with the model
and the location with the best match determines the
promoter site and consequently the TSS.

The generic structure of a promoter model in Bea-
gle is defined via a model description string of the
form:

TTGACA (s_min,s_max,s_imp) TATAAT (d_min,
d_max,d_imp) TSS

where the model parameters s min and s max spec-
ify the length interval of the spacer, and d min and
d max specify the length interval of the discrimina-
tor. The impact factors s imp and d imp are in the
interval [0..1] and control the influence of the spacer
or discriminator length on the overall match score of
the model. For instance, an impact factor of 0.1 for
the spacer states that the match score for the spacer
contributes only to 10% to the summed match score
over all other model components.

To study model parameters, such as gap lengths
and impact factors, the prediction accuracy for tran-
scription start sites was evaluated in ten-fold cross-
validation runs for different parameter settings on
a data set with confirmed promoter sites. 7 Details
are described in Maetschke et al. (2006).

While the typical gap length intervals for σ70-
promoters in E. Coli are well established (Huerta
and Collado-Vides, 2003), current promoter mod-
els do not use weighted gaps with impact factors,
and appropriate settings have to be determined. In
a first step we therefore searched for optimal impact
factors, utilizing the following model:

TTGACA (15,21,s_imp) TATAAT (4,12,d_imp) TSS

Figure 2 displays the prediction accuracy of this pro-
moter model in dependency of impact factors for the
spacer s imp and the discriminator d imp within the
interval [0..1] and a step size of 0.03.

The results show a peak performance for impact
factors of 0.12 for the spacer and 0.09 for the dis-
criminator (marked). The prediction performance of
the model is thereby clearly more sensitive to an ap-
propriate impact factor for the spacer than for the
discriminator. Suitable impact factors for the spacer
range from 0.09 to 0.33 (dark vertical bar). Figure 2
also indicates a very weak correlation between the
two impact factors (diagonal line).

7 DBTBS database:
http://dbtbs.hgc.jp/COG/tfac/SigA.html

Fig. 2. Prediction accuracy depended on impact factors for
spacer s imp and discriminator d imp. Dark colors indicate
high prediction accuracies.

We were also interested in the optimal lengths and
length intervals of spacer and discriminator, when
the impact factors are the same as those described in
Maetschke et al. (2006). Thus, the following model
was constructed:

TTGACA (s,s,0.2) TATAAT (d,d,0.2) TSS

Figure 3 displays the prediction accuracy of this pro-
moter model with respect to variations in spacer
length s and discriminator length d. The length of
spacer and discriminator was varied from 0bp to
25bp.

The highest prediction accuracy of 62.2% was
achieved for a spacer length of 17 and a discrim-
inator length of 7 (marked), which is in agree-
ment of the known, preferred gap lengths of σ70-
promoters (Harley and Reynolds, 1987). For a dis-
criminator length of 7, small variations in spacer
length ([16..19]) are allowed and cause only a small
decrease in prediction performance.

The standard length intervals of [15..21] for the
spacer and [4..13] for the discriminator are derived
from σ70-promoters in E. Coli (marked in Figure 3).
These are a reasonable choice, but Figure 3 indi-
cates that for B. subtilis longer and slightly shifted
intervals of [13..22] for the spacer, and [1..11] for the
discriminator, are more suitable.

Figure 3 furthermore reveals a strong, inverse cor-
relation between spacer and discriminator length
(see diagonal line in upper left corner), which re-
cently has also been observed by Rhodius et al.
(2006) for σE-promoters in E. Coli.
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Fig. 3. Prediction accuracy depended on spacer length s and
discriminator length d. Dark colors indicate high prediction
accuracies.

Another interesting finding which can be derived
from Figure 3 is that, for very short spacer and dis-
criminator gaps of 5..3bp, reasonably high predic-
tion accuracies are achieved. It is currently unknown
if this effect has any biological interpretation and
further investigation is required.

In summary, the automated, exhaustive explo-
ration of the parameter space and its representation
via Dsweep has provided interesting insights in the
behavior of the promoter model.

3. Dsweep methodology

Dsweep is a network-event-driven system for
generating heat map visualizations of the parameter
space of arbitrary simulations. It is written in the
Python 8 programming language. The main inter-
face, shown in Figure 5, provides a central location
from which experiments and worker machines are
controlled. Communication between workers and
the controller is performed by messages sent across
TCP/IP connections. Two parameters can be com-
pared at once, with individual simulation runs sent
to idle workers. Workers return a list of results
for each request. As results are returned for each
parameter pair (x,y), a heat map for each result
type is generated by setting the transparency at
the (x,y) position according to its respective value.

8 http://www.python.org/

The currently-displayed heat map is set by user
interaction. Figure 4 summarizes the design of the
software.

As previously mentioned, parameter sweeps are
a highly parallel class of problems, so significant
speed-ups are achieved by increasing the number of
worker machines. Multiple workers can be run on
the same machine, which results in a further perfor-
mance boost when using multi-core systems. The
most under-utilized computing resource available to
our group is idle student laboratory machines. These
machines are re-imaged on reboot, so Dsweep
initializes workers by copying a stand-alone 9 exe-
cutable file to each idle machine, then running the
copied files. Upon execution, these worker programs
unpack themselves into temporary space, and then
connect back to the controller, notifying it of their
idle status. This process is described in more de-
tail in Section 3.2. When the connection is closed,
workers remove themselves and all the temporary
files they created.

Dsweep lacks the scheduling and fault-tolerance
of more mature tools such as Nimrod and BOINC.
Currently, if a worker fails, its result does not ap-
pear on the heat map. To compensate for this, right-
clicking a region of the heat map re-sends the asso-
ciated work unit to an idle worker.

3.1. Defining Workers

To use Dsweep with a given simulation, an in-
terface must be defined by deriving from the base
worker class. The controller implementation is com-
pletely independent of workers. To achieve this, a
specific worker class must override two methods:

init (): Defines the axis labels, the suggested
parameter values, the description of each result
type (e.g., Error, Time), and a colour for each
result type. This method is also used to initialize
the simulation. For example, Beagle is a Java
program that requires a collection of files to run.
The worker bundle includes a compressed archive
of the Beagle simulation, which is extracted into
temporary space by the init () method if re-
quired.

run(x,y): Creates a system command according to
the (x,y) position given, runs the simulation, and

9 i.e., free of any dependencies.
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Fig. 4. The design of Dsweep. The system is intended to be as lightweight and flexible as possible. It will work with any
simulation that takes parameters on the command line and prints results to standard output. Workers contain the configuration
of an experiment, which allows the controller and worker implementations can be totally separate, and results in only two
methods in the worker class needing to be overridden for a given simulation. The actual connection between workers and
the controller is initiated by the workers, so if firewalls are in place on worker machines, step 1 can be omitted and workers
started manually (typical firewalls allow outgoing connections). Both the controller and the workers are bundled as stand-alone
executables that can run on any standard Linux or Windows installation.

returns its results. As an example, the command
line for the simulations shown in Figure 3 was:
java -jar BeagleParameters.jar "TTGACA (x,x,0.2)

TATAAT (y,y,0.2) TSS"

Results are returned as a collection of result type
/ value pairs.

See Figure 6 for an example of how to configure
Dsweep for a given simulation.

3.2. Controlling Workers

Workers can be started locally on each worker
machine, which means that machines behind fire-
walls can be used to run simulations. However, for
large parameter sweeps, many worker machines
are preferable and starting each worker manually
quickly becomes tedious.

To automatically start workers from a list of avail-
able machines, a self-contained worker bundled was
created using the PyInstaller 10 program. Copying
across worker bundles and remote initialization can
be achieved on Linux-based workers using tools
such as SSH (this requires an SSH server on each
worker machine). The computing resources avail-
able to the authors were laboratories of idle student
workstations running Windows XP, so the free tool
PsExec 11 was used to copy the worker bundle to
idle machines and run the workers with limited user
privileges and a low priority. Note that the network
administrators had to change the firewall policy to
enable connections to these machines.

10http://pyinstaller.python-hosting.com/
11http://www.microsoft.com/technet/sysinternals/

ProcessesAndThreads/PsExec.mspx
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Fig. 5. Dsweep user interface. Upon startup, a local worker is started and queried for valid result types, axis labels, and
default values. The ‘start’ button creates a work unit for each parameter combination, and these work units are sent to workers
as they become idle. The heat map is updated as workers return results, and the drop-down menu above it switches between
the available heat maps. Left-clicking a result on the heat map displays its value, while right-clicking re-sends that work unit
to an idle worker. The ‘start workers’ buttons copies across and then initiates a worker on each computer listed in the text box
above it. The ‘stop workers’ button forcibly stops workers on the machines listed. Closing the interface closes all connected
worker processes. Results can be saved as comma-separated values for further analysis in tools such as Matlab and Excel.

4. Conclusions

This paper introduces Dsweep, a lightweight and
practical tool for performing distributed parame-
ter sweeps of arbitrary simulations. A preliminary
parameter sweep of the σ70-promoter model Bea-
gle was presented, illustrating the usefulness of this
approach for typical biological models. Parameter
sweeps are highly parallel computational tasks, and
we have obtained significant reductions in simula-
tion time by distributing simulations across avail-

able machines.
Dsweep is not a replacement for more advanced

platforms such as Nimrod or BOINC. If the re-
sources are available to use these systems, we en-
courage modelers to consider them for distributing
computational tasks. They have superior schedul-
ing, are more scalable, and are more versatile than
the method described here.

However, many computational biologists do not
take advantage of distributed computing because of
the effort required to technically understand, then
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deploy, and then maintain, the necessary infrastruc-
ture. This is unfortunate, since many potentially
useful results are never generated due to their large
computational requirements. We believe that shar-
ing simple and practical techniques such as Dsweep
will help rectify this situation.

Heat map visualizations of parameter spaces are
a simple yet powerful path to understanding model
behaviour, and the technique presented in this pa-
per has proven to be sufficient for our small team in
leveraging available computing resources. The sim-
plicity of Dsweep provides several useful qualities:
stand-alone binaries that run on any Linux or Win-
dows machine – operating systems that supervise
much of the world’s idle computing time. Dsweep
does not require system administrator privileges be-
yond network access to the worker machines, and
permission to run software on those machines. This
results in ease of implementation, and no extra in-
frastructural work such as the installation of services
or distributed computing frameworks. We anticipate
that other small research teams will benefit from
Dsweep, and it is our hope that once seen, biolog-
ical modelers will consider such techniques an obvi-
ous and useful addition to the modeling toolkit. 12

5. Further work

The current implementation of Dsweep has
proven to be an effective and practical tool for
quickly performing parameter sweeps. There is cer-
tainly room for improvement, however, and current
work is focused on work unit scheduling and the
automatic handling of worker failure. Dsweep has
only been tested with a relatively small number of
computers (up to 150), and further work is required
to assess how it scales to larger environments. More
detailed and exhaustive parameter analyses are
planned for the promoter model. Comparisons of
the parameter spaces of B. Coli and B. subtilis
promoter models would also be of interest.
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Fig. 6. An example Beagle worker class, that illustrates how to use Dsweep with a given simulation.
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