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ABSTRACT
During their synthesis, a large fraction of proteins are directed to the secretory pathway. There are several models that aim to distinguish

between different destinations along this pathway, however they rarely distinguish between known stages of this translocation process.
This paper presents a translocation probability function which models the protein SRP-recruitment process – the first stage of the secretory

pathway. It unifies groups of proteins with distinct final destinations, allowing more specific sorting to be done in due course, mirroring the
hierarchical nature of secretory translocation.

We apply Conditional Random Fields to evaluate the prediction accuracy of a full sequence model. Introducing the translocation function
improves substantially compared to a model based on properties that are relevant to the subsequent stages and final destinations only. For the
discrimination of secretory, signal peptide-equipped proteins and non-secretory proteins a correlation coefficient of 0.98 is achieved – a level of
performance that is only met by specialized signal peptide predictors. Transmembrane proteins cause considerable confusion in signal peptide
predictors, but fit naturally into our transparent design and reduce the performance of the translocation function only slightly.

The proposed function and model assist efforts to uncover localization and function for the growing numbers of protein sequence data.
Applying our model we estimate with high confidence that about 27% of the human and 29% of the mouse proteins are associated with the
secretory pathway.

1 INTRODUCTION
After translocation, most proteins lead their lives in a morphologically well defined area inside or outside the cell. For euka-
ryotic cells one can distinguish between organellar destinations (e.g. mitochondria, nucleus, peroxisome), the extracellular
space and the membranes separating these areas. This organisation of protein content forms the basis of the cell’s functional
modularization.

A wealth of models have been developed to classify the destination of proteins from their primary structure, i.e. the sequence
of amino acids [2, 21, 9]. The value of such methods is enormous as they allow the protein landscape of complete genomes
to be laid out without resorting to costly experimentation. However, methods that do not explicitly recognize the temporally
and spatially extended nature of trafficking pathways are inherently limited in their ability to faithfully reproduce or predict
behaviors of the underlying biological mechanisms.

This paper computationally explores the secretory pathway, traveled by a large fraction of all proteins of any organism. By
breaking down the process into distinct steps, we design a sorting model that implements a hierarchy of decisions explicitly
representing the temporal nature of the initial stages of the secretory pathway. In particular, the very first molecular interaction
with the signal recognition particle (SRP) is modeled using a novel function that acts like a feature in the larger model. The
function is carefully tuned from selected data to make a binary call on all proteins irrespective of their pending final destination.
With this function in place we are able to perform a range of analyzes, shedding light on the SRP interface and the features
essential to this first cut, without introducing biases caused by the finer-grained sorting that proteins are subjected to later in
their lives.

1.1 The secretory pathway
The mechanism underlying much of protein trafficking involves so-called targeting signals. These are short segments of the
amino acid sequence, causing the protein to translocate into a particular compartment or membrane, often involving multiple
temporally and spatially distinct steps.

SRP-dependent protein translocation is initiated during translation of the protein (see Figure 1.1, Stage 1/a). Rapoport et
al. [22] suggest that the ribosome, while recognizing a signal near the N-terminus of the nascent amino acid chain, recruits the
SRP (1/b) [23]. The SRP binds to the nascent chain and the ribosome pauses the translation process. The complex then transfers
to the translocon (1/c), another complex that forms a pore through the membrane of the endoplasmic reticulum (ER). Here, the
complex aggregates with translocon, placing the nascent chain at the entry of the pore (1/d). The SRP then disassociates and
the translation continues (1/e-f). A segment of the targeting signal, consisting predominantly of hydrophobic amino acids, is
inserted into the membrane keeping one adjacent part of the segment in the cytosol while the opposite part is translocated to
the other side (Figure 1.1, Stage 2).
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Fig. 1. Stage 1) SRP-dependent protein translocation. The currently translated protein is targeted to the translocon complex due to a signal that initiates
SRP-recruitment. Stage 2) Depending on the composition of the hydrophobic segment and its terminal parts as well as the existence of a signal peptidase
cleavage motif the protein is anchored in the membrane (left) or secreted (right).

If the targeting signal is a so-called signal peptide (SP), it contains a cleavage motif immediately downstream of the hydro-
phobic core of the signal sequence. The motif is recognized by the signal peptidase (SPase), an enzyme associated with the
translocon, which cleaves the nascent chain right after the cleavage motif. In contrast, if the targeting signal is a signal anchor
(SA), the cleavage motif is lacking and the entire, uncleaved protein is anchored in the membrane.

In this study, we ignore alternative pathways for protein secretion and focus on the dominant secretory pathway, and the
initiation of the translocation process in particular. We will refer to “transit peptide” as a signal responsible for post-translational
translocation to other compartments (e.g. mitochondria and plastids).

1.2 Models of protein translocation
A number of methods have been developed to predict signal peptides. To identify signal peptides most methods utilize a sliding
window approach to collect features along the sequence. Others exploit global sequence features and some methods incorporate
elements of both approaches [2]. From a machine learning point of view the methods can be divided into discriminative methods
such as neural networks [19, 2] or generative/probabilistic models such as Hidden Markov Models (HMMs) [20, 11].

Predictors focusing on the secretory pathway usually model the entire translocation process at once and do not distinguish
between the different phases such as SRP recruitment, protein translocation and peptide cleavage.

Considering the known mechanisms involved in the translocation process it is unlikely that the cleavage motif is involved in
the SRP association phase, especially since there are many proteins that are not cleaved but anchored in the membrane [27].
Conversely, physically and temporally separated, it is not obvious that the signal peptidase is sensitive to the same features that
recruit the SRP (see [22] for detailed reviews).

As with most (if not all) cellular processes, protein trafficking is subject to stochastic influences and we thus adopt a proba-
bilistic modeling framework. To model the translocation process more accurately and transparently, we propose a composite
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protein translocation probability function (PTPF) that intentionally avoids exploiting features related to stages beyond trans-
locon association. The purpose of the PTPF is to consider the co-translational association between the ribosome and the SRP
based on the amino acids of the nascent protein, and to evaluate the probability of the protein being inserted into the translocon.
Several types of proteins appear to utilize the same mechanism of associating with the SRP, including proteins with a signal
peptide or proteins with a signal anchor.

In the context of an extended model of protein secretion, which incorporates subsequent stages of the pathway, the PTPF is
expected to increase the overall accuracy of recognizing different destinations of proteins. Each subsequent stage can assume
that the overall sorting is correct and focus on the features essential to them.

Membrane bound proteins such as signal anchors are notoriously difficult to crystallize which means that such data is sparse.
The PTPF provides us with a tool to leverage the much larger inventory of signal peptides, indirectly improving our ability to
associate signal anchors with the secretory pathway.

The PTPF treats both signal peptides and signal anchors equally but distinguish them from proteins that are not destined for
the secretory pathway. In view of a complete model of protein secretion, we provide a number of feature functions that allow
the identification of markers uniquely associated with signal peptides.

1.3 Features and scales
A significant amount of research has been devoted to the design of propensity scales to describe preferred amino acids in
membrane spanning segments [13, 7, 10, 6, 8, 29]. Mostly hydrophobic in nature, these scales can be applied to scan sequences
for putative transmembrane domains.

The sequence features effecting translocation of the ribosome-complex might be subtly different from those effecting mem-
brane insertion of the nascent protein chain and those effecting its cleavage. For use in the composite PTPF, we initially explore
several transmembrane propensity scales and then derive a novel scale, which is specifically tuned to recognize SRP-interfaces.

To identify SRP-interfaces we follow the common strategy and employ a sliding window approach. However, since SRP-
interfaces can not be assumed to be of similar length as transmembrane domains, we identify a suitable window function and
optimize its settings.

Furthermore, it is understood that SRP-interaction is only effective close to the N-terminus of the nascent chain. The PTPF
therefore includes a penalty for putative SRP-association signals distant from the N-terminus.

2 METHODS
2.1 Data
Currently there is no sequence data available that explicitly distinguishes between SRP-binding and subsequent stages of the
translocation process. We therefore rely on complementary resources such as signal peptide and transmembrane protein data
to develop the PTPF and to study SRP-binding features. In this study, we use proteins from eukaryotic cells only.

The existence of signal peptides is often indicated in sequence records. Additionally, signal peptide-records are often
annotated with cleavage site sequence position.

Transmembrane proteins are available in limited numbers via specialized databases, e.g. TopDB [25], where membrane-
spanning regions are marked. Most transmembrane proteins are assumed to be inserted into the membrane co-translationally
via the translocon and thus interact with the SRP. Accordingly, we extract a set of signal anchor-equipped proteins from TopDB.

The set of negative samples (all sequences that do not associate with the SRP) consists of soluble proteins known to have
alternative destinations, excluding compartments along the secretory pathway. We also use membrane proteins that are known
to associate with membranes of other organelles.

Two data sets D1 and D2 are extracted from UniProt [1] (in the fashion described in [19]) and TopDB respectively, containing
sequences sharing at most 30% sequence similarity (see Table 1). The transmembrane proteins are divided into four groups:
sequences annotated as having a signal peptide, having a transit peptide, as being tail anchored, or containing signal anchors.
Tail anchored proteins are defined as having their first transmembrane domain appearing within 85 residues from the C-terminal
end of the sequence [4]. In order to get a balanced data set, 381 secretory proteins and 762 non-secretory proteins from D1 are
added to D2.

Models are trained using either D1 or D2, never both. Before training commences, these data sets are split internally into
training and test data. This test data is used to make a first call on accuracy and to evaluate settings of several parameters. To
assess the true generalization performance we use two holdout sets, referred to as HO1 ⊂ D1 and HO2 ⊂ D2. The holdout
sets are designed to contain samples that are not used for either training or testing, i.e. we use HO1 when D2 is used for
training and similarly HO2 when D1 is used. This design is particularly useful to assess the ability of the PTPF to generalize
from signal peptides (as in D1) to signal anchors (as in HO2) and to understand the overlap of their respective properties.

For the PTPF, secretory proteins and transmembrane proteins with either a signal peptide or a signal anchor form the positive
class (D+), while transmembrane proteins containing transit peptides and non-secretory (soluble) proteins form the negative
class (D−). Tail-anchored proteins are excluded from the set of training data, since they are believed to utilize different
mechanisms of translocation [3, 28].
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secretory transmembrane soluble
Signal Signal Signal Tail- Transit

train & test peptide anchor peptide anchored peptide

D1 1163 - - - - 1178
D2 381 192 189 32 25 762

holdout
HO1 782 - - - - 416
HO2 - 192 189 32 25 -

class ︸ ︷︷ ︸
D+

︸ ︷︷ ︸
∅

︸ ︷︷ ︸
D−

Table 1. Composition of the data sets. D+ contains the positive samples and D− the negative samples. Tail-anchored transmembrane proteins can not
confidently be assigned to either of the classes and thus not used for training or testing.

2.2 Conditional random fields
Using the specifically tailored data sets described above, we derive a probability function for SRP-association and evaluate
its impact on prediction accuracy within the framework of a larger model. Based on Conditional Random Fields (CRFs [14]),
this larger model explicitly recognizes subsequent translocation steps. CRFs flexibly allow the explicit modeling of sequential
components and associated features to illustrate the impact of distinguishing between signal recognition and signal cleavage.

Similar to Hidden Markov Models, CRFs are probabilistic models composed of states and state transitions but maximize the
conditional probability instead of the joint probability, which enables a richer set of sequence features to exploit.

Let D =
{
(x(i), y(i))

}
be a data set of sequence tuples with amino acid sequences x = (x1, x2, . . . , xT ) and label sequences

y = (y1, y2, . . . , yT ). The conditional probability p(y|x) for a CRF is then defined as the product over an exponential family
of weighted feature functions fk:

p(y|x) =
1

Z(x)

T∏
t=1

exp

(
K∑

k=1

λkfk(yt−1, yt, x, t)

)
, (1)

with λk is the weight of the k-th feature function and Z(x) is a sequence dependent normalization factor that ensures that the
product becomes a valid probability distribution.

The model utilized in our experiments consists of four states and four feature functions (see Figure 2.2). Start and end are
the start and end states of the model. The s-state represents the signal peptide section of a protein sequence and the m-state
models the remaining residues.

s

m

f1

f2,f3,f4f1

start end

Fig. 2. Architecture of the CRF. Circles represent states, edges represent transitions and feature functions are labeled f1 . . . f4.

2.3 Feature functions
In this study, we limit the exploration to feature functions that have been shown to be highly predictive for hydrophobicity
and cleavage sites in signal peptides [2, 17] and associate them with transitions between states only. CRFs are capable of
representing arbitrary features, associated with either states and transitions, but a broader exploration is beyond the scope of
this paper.

Feature function f1 is the protein translocation probability function. This paper explores settings of this composite function
to improve our ability to view all SRP associated proteins as one group. The remaining feature functions aim to recognize
properties unique to signal peptides when viewed within the group of SRP-associated proteins, i.e. after SRP-association
has been determined. f2 is a feature function based on a position weight matrix (PWM), with a dimension of 20 residues
upstream and 5 residues downstream. Its weights are derived from signal peptide sequences aligned at their cleavage sites.
The resulting function thus models the amino acid distributions characteristic for the signal peptide region. Similarly, feature
function f4 is utilizing a PWM but of smaller size, designed to incorporate the (-3,-1)-rule [26]. The (-3,-1)-rule implements an
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experimentally known preference of SPase for small, non-polar amino acids at positions -3 and -1 relative to the actual cleavage
site. Feature function f3 is a discrete probability distribution over cleavage site locations to describe positional propensities of
cleavage sites. The last three feature functions are described in detail in our previous work [5].

The composite PTPF is defined (in part) by a window function that is slid across and weighting the sequence (as described
in detail below). Two symmetric, normalized sigmoid functions – arranged in ways resembling a smoothed rectangular or
trapezoidal shape – form the window function (Equation 2). The parameters a and b specify the position and slope of the
window boundaries, respectively.

w(i) = tanh
(

i + a

b

)
− tanh

(
i− a

b

)
(2)

ŵ(i) is a normalized weight, that represents the contribution of each position i within the window to an overall score (Equa-
tion 3). For practical purposes an effective window size of Equation 2 is determined. As the window function asymptotically
approaches zero, the window boundaries are defined by the point the window function contributes less than 1% (ŵ(i) < 0.01).

ŵ(i) =
w(i)

maxi w(i)
, i = 1, . . . , |w| (3)

In line with experimental observations, the penalty function (see Equation 4) favors putative signals close to the N-terminal
as opposed to signals appearing close to the C-terminus. It is defined as a sigmoid function over residue positions i. The
parameters e and f describe offset and slope of the sigmoid.

p(i) =
1

1 + exp−f ·(i−e)
(4)

The overall score s(x) for a sequence x is derived from a combination of the window function ŵ(i), penalty function p(i)
and an amino acid propensity scale h(xi). Let Tx = |x| − |w| be the number of windows of size |w| then s(x) is calculated as

s(x) = max


t+|w|∑
i=t

(ŵ(i− t) · h(xi) + p(i))

 ,∀t = 1, . . . , Tx

 (5)

Rather than assigning a single class label c ∈ {−1, 1} based on the sequence score s(x) we fit another sigmoid function,
which approximates a posterior class probability, using Equation 6 [16].

PTPF(x) =
1

1 + exp−d·s(x)−c
(6)

From the definitions above it is apparent that the composite PTPF is completely described by six parameters and an amino
acid propensity scale (with 20 weights). To optimize the model parameters we employ Simulated Annealing (SA) [12]. SA is a
stochastic optimization method that strives to avoid local optima by resembling a random walk through parameter space. The
acceptance probability of candidate solutions follows the Boltzmann distribution e∆E/T , where ∆E is the change in the object
function E(p) and T a successively lowered temperature parameter. The objective function in our model is defined as follows

E(p) =
∑

x∈D+

PTPFp(x) +
∑

x∈D−

(1− PTPFp(x)), (7)

with (D+) being the positive sample set, (D−) being the negative sample set and p being the parameter set of the PTPF to be
optimized.

3 RESULTS
In our previous work we evaluated a range of different scales to score SRP-binding regions [5]. The Transmembrane Tendency
(TMT) scale [29] generally performed best. To explore the optimal parameter settings for the PTPF we initially apply SA using
D1 with the scale fixed to use TMT. The data set is randomly divided in two sets of equal size. One set serves as training set
and the other as test set. The optimal parameter settings and prediction accuracies of this first experiment (E1) are shown in
Table 2. The upper panel of Figure 3 displays the corresponding sample distribution histograms for the test portion of D1 and
the holdout set HO2 (TopDB). Figure 3 also shows the penalty scale, obtained through the optimization process.

The prediction accuracy of the function is measured by correlation coefficient (cc) [18], which is defined as

cc =
tp · tn− fp · fn√

(tp + fn)(tp + fp)(tn + fp)(tn + fn)
, (8)

where tp, tn, fp and fn is the number of true positives, true negatives, false positives and false negatives, respectively. A
prediction is true if the known class (as specified by our data set) agrees with the predicted class. A positive prediction needs
to exceed 0.5, otherwise it counts as a negative.
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Experiment Data set Parameter settings Accuracy LocateDB
Ex Dx a b c d e f scale cc(Dx) cc(HOx) Mouse Human
E1 D1 5.11 3.77 -101.3 54.2 110.0 0.055 TMT 0.97 0.39 28.94% 27.20%
E2 D2 6.58 1.05 -25.5 26.3 110.0 0.055 TMT 0.86 0.97 28.96% 27.23%
E3 D2 6.58 1.05 -22.4 21.7 110.0 0.055 custom 0.86 0.97 29.06% 27.33%
E4 D2 7.07 0.04 -19.5 22.9 110.0 0.055 custom 0.86 0.97 29.21% 27.40%

Table 2. Parameter settings and prediction accuracies (cc) of the PTPF optimized in four different experiments (E1-E4). Sequences with a predicted trans-
location probability below 0.5 are considered negatives and positives otherwise. Estimates of fraction of positives in the human and mouse genomes are
provided.

The penalty scale is reasonably close to the N-terminus, rendering the discrimination between secretory proteins (signal
peptides) and non-secretory proteins close to perfect. However, in view of the holdout set (with a significant portion of signal
anchors) a large fraction of signal anchor proteins (35%) have low SRP-based translocation probability. Hence a function
trained on D1 appears not to favor the working hypothesis that signal anchor-equipped sequences are translocated via the same
SRP pathway. We explore instead the possibility that the parameter setting of E1 is biased toward signal peptides.

We run SA in a second experiment (E2) using the D2 data set, which contains both signal peptides and signal anchors in the
positive class. This time, only the window parameters and the posterior probability parameters are allowed to vary (parameters
a-d), while the penalty function (parameters e and f ) is fixed to the values obtained by the previous run. The results of this
experiment are reported in Table 2.

Figure 3 (lower panel) shows that signal peptides and non-secretory proteins are still well discriminated, while the number
of signal anchor proteins with a predicted translocation probability smaller than 25% reduces from 73 to 39.
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Fig. 3. Upper panel) Optimization of the window and penalty parameters on data set D1. Lower panel) Optimization of the window parameters on data set
D2.
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On closer inspection, 17 of these 39 misclassified signal anchor proteins are channel or transporter proteins, with most of
them forming trimeric or tetrameric complexes. It has been shown in computational simulations, that these protein complexes
could assemble into the membrane by different, non-SRP-based mechanisms [15].

Another eight transmembrane proteins are localized in other compartments such as mitochondria, chloroplast, thylakoid,
peroxisome and inner nuclear membrane. While three of them have annotated transit peptides, some lack any N-terminal
annotation. Thus at least three of these proteins should actually be considered as true negatives.

Six signal anchors could be covered by the PTPF when shifting the penalty function slightly toward the C-terminus. The
penalty function was optimized on data set D1 only and fixed for later experiments. We kept the penalty function in this setting
to avoid wrongly incorporating highly hydrophobic regions found in multi-spanning transmembrane proteins.

Four transmembrane proteins have their first transmembrane domain in proximity to the C-terminus but not within the 85
residues threshold that has has been shown to allow membrane insertion without using the translocation pathway [4]. A slightly
larger threshold would shift the target classification of these four proteins on the boundary.

In the third experiment (E3) we allow the 20 weights of the amino acid propensity scale to be varied, while in the fourth
experiment (E4), the weights for the scale, the window and the posterior probability parameters are optimized together, resulting
in 24 values being optimized. Table 2 contains the results for all four experiments.

The performance of the PTPF does not improve when changing the scale, indicating that that hydrophobicity is the domina-
ting property of signals involved in SRP recruitment (see Figure 3). However, allowing the scale to be optimized also, results
in a different window function, which adopts a pronounced rectangular shape (see Figure 3). This shape mirrors the longer
hydrophobic core of signal anchors.

The scale is optimized in experiments E3 and E4 but is highly correlated with the original TMT scale (see Figure 3).
The TMT scale was derived from transmembrane proteins only, while the translocation scale takes into account the hydro-

phobic core of signal peptides as well. The deviations from the diagonal for certain residues can therefore be explained by the
variations in amino acid propensity between signal peptides and signal anchors.

For instance, we observe a lower weight for Glycine (G) and Proline (P), which as helix breaking residues are common
within transmembrane domains but appear less frequently in the hydrophobic core of signal peptides. Similarly, Tyrosine (Y)
and Asparagine (N) are not uncommon within transmembrane regions but hardly occur in signal peptides. Cysteine (C) on the
other hand, is frequently seen close to the cleavage region of signal peptides (but still within the hydrophobic core), while this
is less the case within transmembrane domains.

Arginine (R) and Lysine (K) are abundant in the cytosolic cap regions of transmembrane domains and within the (also cytoso-
lic) N-terminal tail adjacent to the hydrophobic core of signal peptides. Interestingly, we observe a difference for Arginine (R)
but not for Lysine (K). The reason for this effect is unknown and warrants further investigation.

We applied the PTPFs from each experiment to screen all proteins from both the human and the mouse genomes, as provided
by LocateDB [24]. According to LocateDB, the mouse proteome has an estimated 39,809 soluble, cytoplasmic proteins, 4,231
secretory ones and 14,088 transmembrane proteins. The human proteome comprises 45,611 soluble, cytosolic proteins, 4,418
secretory ones and 14,608 transmembrane proteins. Table 2 shows the PTPF estimates are on target by predicting approximately
28% of the proteins to associate with the SRP with a probability of ≥ 0.5. Thus nearly all secretory proteins and transmembrane
proteins (31.5% of the mouse proteome and 29.4% of the human proteome) are SRP-dependently translocated.

To further evaluate the PTPF we train and test a CRF with and without the PTPF as a feature function (f1) on data set D1.
The CRF lacking feature f1 results in a correlation coefficient of 0.75 and a cleavage site accuracy of 70% (Table 3). In our

previous work, we systematically studied different combinations of the input features used in the current work. We found that
each of the features f2, f3 and f4 contributes to the prediction accuracy of the model. More detailed analysis confirmed that f2

is crucial for the detection of signal peptides, while f3 and f4 are important to localize the cleavage site [5]. By adding any of
the computed PTPF (see E1 to E4 in Table 2) as a feature function to the CRF the correlation coefficient increases up to 0.98
while the signal cleavage accuracy remains at the same level.

The results indicate that the CRF successfully mimics the ability of the SRP to distinguish between translocation and cleavage
site recognition. The performance of the CRF equipped with PTPF-E1 derived from the UniProt data set is in particular
comparable to any of the PTPF derived from the TopDB data set. Hence, tuning the PTPF in favor of signal anchors does not
compromise its ability to discriminate between secretory and non-secretory proteins.

feature functions PTPF cc cleavage site accuracy
f2, f3, f4 - 0.75 70%

f1, f2, f3, f4 E1 0.97 69%
f1, f2, f3, f4 E2 0.98 69%
f1, f2, f3, f4 E3 0.98 68%
f1, f2, f3, f4 E4 0.97 70%

Table 3. Translocation accuracies (cc) and cleavage site prediction accuracies of the CRF model for differently optimized PTPFs and without PTPF.
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Fig. 4. Correlation analysis of the optimized translocation scale and the transmembrane tendency scale. Left: Correlation diagram for experiment E3 Right:
Correlation diagram for experiment E4.

The neural network-based, signal peptide-specialized predictor SignalP-NN v3 [2] has a reported correlation coefficient of
0.98 for discrimination between proteins with and without a signal peptide. This predictor is seen as representing the current
state-of-the-art. The authors credit the high accuracy on a rigorously curated data set. In comparison, we are using a much less
refined data set but our staged model nevertheless achieves the same accuracy. The reason for this is at least partially due to the
introduction of the PTPF.

The main purpose of the paper is to demonstrate a detailed and more transparent model of the secretory pathway than seen
previously. The objective is to discriminate between secretory and non-secretory proteins. The features used in our model are
chosen and optimized accordingly and are not necessarily optimal for cleavage site prediction. It is therefore not surprising
that in terms of cleavage site prediction accuracy, SignalP outperforms our method by 9%. It is, however, possible to construct
CRFs for cleavage site prediction that achieve accuracies on par with that of Signal-P. Maetschke trains a CRF specifically to
recognize cleavage sites, using a stack of size optimized PWMs as state features [17].

SignalP is not designed to specifically handle signal anchors. Notably, in an attempt to rectify the problem of SignalP,
Phobius [11] aims to explicitly distinguish between the two classes but does so at the expense of overall accuracy. In its HMM,
Phobius has two separate states for the classes but does not explicitly recognize the shared first cut – that of associating with
the SRP. In contrast, the PTPF makes a first call regarding a protein’s translocation, essentially leaving an easier problem (now
dealing with SRP-positives only) to the signal peptide specific feature functions of the CRF. Future work will explore how to
best use the PTPF in a large-scale CRF that incorporates the signal anchor as another possible classification.

4 CONCLUSION
We present a computational model to discriminate between proteins of the secretory pathway and non-secretory proteins. Our
proposed approach is not only a natural and transparent representation of the secretory translocation process but also illustrates
the contribution of the temporally and spatially distinct, initial stages in protein translocation.

Our model is based on a novel translocation probability function that describes the first stage of the secretory pathway, the
SRP-recruitment.

First and foremost, the probability function enables the recognition of both signal peptides and signal anchors, and the
discrimination of both groups from non-secretory proteins. Applying our model we estimate with high confidence that about
27% of the human and 29% of the mouse proteins are associated with the secretory pathway – either by a signal peptide or a
signal anchor.

Second, a CRF equipped with features from the initial SRP-recruitment, the membrane insertion and the signal cleavage
stage performs at least on par with state-of-the-art specialized signal peptide predictors. While its prediction accuracy for
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discriminating between secretory, signal-peptide proteins and non-secretory proteins is close to perfect, cleavage sites are
correctly predicted in 70% of cases leaving some space for further improvement.

As more experimental data of the translocation process become available, more specific features can be developed and
incorporated in our model.
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