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Abstract

Transmembrane proteins are proteins that are inserted into the membranes of the cell and its

organelles. They perform a variety of essential functions as channels, pumps, receptors and

energy transducers, and are therefore a major target for drug development. It is estimated

that about 20%-30% of a proteome are transmembrane proteins but structure and function

have been identified for only a fraction of them.

Proteins are distributed to their specific subcellular locations within the cell by highly

complex sorting machinery. A crucial first step in revealing the function of a protein is

therefore the determination of its subcellular localization.

Experimental localization techniques are time consuming and expensive and cannot keep

pace with the exponentially growing number of protein sequences. Consequently, compu-

tational techniques for subcellular localization prediction have been developed. The vast

majority of these prediction algorithms are designed for soluble proteins however, and ignore

the characteristic topology of transmembrane proteins.

In this thesis, topological models of transmembrane proteins for subcellular localization

prediction are constructed and studied, utilizing three different machine learning techniques:

Support Vector Machines, Hidden Markov Models and Conditional Random Fields.

The objectives of the thesis are: Firstly, to evaluate whether topological models achieve

higher prediction accuracies than non-topological models. Secondly, to examine methods to

model the topological regions of transmembrane proteins. Thirdly, to study the relationship

between topological regions and protein localization. And fourthly, to compare different ma-

chine learning techniques in the context of transmembrane protein modeling and subcellular

localization prediction.

The prediction performances of the constructed models are evaluated on two datasets.

The first one is a subset of the mouse proteome, containing transmembrane proteins with

experimentally confirmed subcellular localizations. The second one is a selection of eukaryotic

transmembrane proteins, extracted from the Swiss-Prot database.
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Chapter 1

Introduction

It’s not denial I’m just very selective about the reality I accept.

Bill Watterson, ”Calvin and Hobbes”

This chapter provides an overview of the thesis and introduces the research problem studied.

The chapter is divided into the following sections: Section 1.1 describes the background and

the motivation of the thesis. Section 1.2 introduces the main hypotheses and the associated

questions. Section 1.3 lists the major contributions of this work. Section 1.4 provides an

overview of the thesis chapters and Section 1.5 a reading guide.

1.1 Motivation

Transmembrane proteins – in contrast to soluble proteins which reside in the cytosol or

lumen of cell compartments – are inserted into the membranes of cell organelles and the

cell membrane itself. They perform a variety of essential functions as channels, pumps,

receptors, and energy transducers, and are therefore a major target for drug development [55].

Approximately 50%-75% of all proteins involved in drug development are transmembrane

proteins [391], and while 20%-30% of the proteins of a proteome [207, 130] belong to this

class, only for a small fraction of them is detailed information such as the tertiary structure

or function available [422].

A key characteristic, and a first stepping stone in revealing the function of a protein is

its subcellular localization within the cell. Since protein interaction is restricted to common

organelles or membranes, knowledge about the subcellular localization is also a precondition

for deciphering the regulatory network a protein is involved in. Furthermore, deficiencies in

the sorting machinery have been proven to be the key event behind diseases such as cancer

and Alzheimer’s disease [140, 369, 43]. Identification of the influential factors that control

3



1.2. HYPOTHESIS AND ASSOCIATED QUESTIONS CHAPTER 1. INTRODUCTION

protein targeting can contribute to the development of highly effective drugs.

But, while large-scale genome sequencing projects generate protein data with an expo-

nential rate, the gap between the number of sequences and their functional annotations is

continuously widening [270]. Since in vivo or in vitro analysis of sequences is expensive and

time consuming, in silico methods have become an indispensable means for protein analysis

and annotation. This is even more the case for transmembrane proteins which are difficult to

obtain structural information for. Only about 0.5% of the proteins within the PDB protein

data bank [23, 22] are membrane proteins [422].

Consequently, the vast majority of computational prediction methods for protein subcel-

lular localization focus on soluble proteins and achieve only low prediction accuracies when

applied to transmembrane proteins, in particular in eukaryotes. A potential reason for the

inferior performance is that current localization predictors ignore the specific topology of

transmembrane proteins with their characteristic membrane spanning regions. The purpose

of this thesis is to explore whether improved predictors for subcellular localization can be

constructed by utilizing topological models of transmembrane proteins, and to identify the

regions and signals that are important for localization prediction of transmembrane proteins.

1.2 Hypothesis and associated questions

Current prediction algorithms for protein localization are predominately designed for soluble

proteins. They utilize proteins models that are largely based on global features of the protein

sequence, such as the overall amino acid composition for instance. Transmembrane proteins

however, display a unique topology, with membrane spanning, cap and loop regions that

are characterized by specific physicochemical properties. An interesting question to ask is,

whether higher prediction accuracies can be achieved by explicitly modeling and exploiting

topological regions of transmembrane proteins, instead of evaluating non-topological, global

features. To answer this question, the following main hypothesis is formulated:

Main Hypothesis: Topological models of transmembrane proteins achieve

higher accuracies for subcellular localization prediction than non-topological

models.

The hypotheses will be tested by constructing different topological and non-topological models

of transmembrane proteins and evaluating their prediction performance on selected data sets.

To this purpose three closely related questions must be addressed:

4



CHAPTER 1. INTRODUCTION 1.2. HYPOTHESIS AND ASSOCIATED QUESTIONS

First Question: How to model topological regions of transmembrane

proteins?

Modeling the topological regions of transmembrane proteins involves two major design de-

cisions. First, the regions to consider, has to be decided upon. Possible regions include the

terminal regions, cytosolic or luminal regions, the transmembrane domain and its cap regions.

Some of these regions are of variable, but known lengths, while for others suitable dimensions

must be determined. Second, a representation of the region contents, suitable to apply ma-

chine learning techniques, must be found. For instance, regions can be described by their

amino acid composition or physicochemical properties such as hydrophobicity or charge.

Second Question: What is the relationship between topological regions

and subcellular localization?

Protein localization within the cell is controlled by a complex sorting machinery. Little is

known about the relationship between topological regions and how they determine or influence

the localization of transmembrane proteins.

Topological models of transmembrane proteins provide a means to identify regions and

region properties that are strongly correlated with specific subcellular localizations of the

protein, and the computational analysis of region contents can reveal novel targeting signals.

Third Question: Which machine learning algorithms are suitable for

localization prediction?

Proteins are synthesized by a process called polymerization that step-by-step, chains together

the amino acids of a protein sequence. Consequently, protein data are inherently sequential

by nature. Machine learning algorithms on the other hand can be differentiated into meth-

ods designed to model sequential data, or methods that exploit a fixed set of features for

classification.

In this thesis three different machine learning techniques are evaluated. Hidden Markov

Models, as a frequently used method to model the topology of transmembrane proteins.

Support Vector Machines, as a popular classification method, which is often employed for

localization prediction. And Conditional Random Fields, a recently developed method that

combines properties of Hidden Markov Models and Support Vector Machines.

5



1.3. CONTRIBUTIONS CHAPTER 1. INTRODUCTION

1.3 Contributions

This section points out the major contributions of this thesis. A more detailed description of

these contributions can be found in the thesis review in Section 7.1 on page 209.

Review of prediction techniques: Chapter 3 of the thesis provides a comprehensive re-

view of the techniques currently employed in prediction algorithms for protein local-

ization. It describes the state-of-the-art and fosters the development of new, improved

prediction methods.

Compilation of known sorting signals: Section 2.3 of the thesis contains a compilation

and description of known sorting signals for transmembrane proteins. This compilation

provides useful information for the construction of localization predictors for transmem-

brane proteins.

Identification of novel sorting signals: Chapter 5 identifies features of topological re-

gions, such as amino acids, di-peptides, k-mers and physicochemical properties, with

high predictive power for subcellular localization. A list of promising targets for in

vitro verification of potential sorting signals is given in Table 5.22.

Identification of important regions: In Sections 6.1.4 and 6.1.5 the predictive power of

individual topological regions such as the signal peptide, the terminal, the cap and

the membrane spanning regions is determined. The analysis of the regions revealed

significant differences in the predictive power, depending on the subcellular location to

predict.

Superiority of topological models: Section 6.1.6 evaluates different models of transmem-

brane proteins for localization prediction and the results show clearly that topological

models are superior in prediction performance to non-topological models.

Novel localization predictor: Based on topological protein models, a novel predictor for

the subcellular localization of transmembrane proteins has been developed. The pre-

dictor is available at http://pprowler.itee.uq.edu.au/TMPHMMLoc.

Novel Hidden Markov Models: Section 6.2 of the thesis presents novel Hidden Markov

Models of transmembrane proteins for the prediction of signal peptides, transmembrane

domains and subcellular localization. The models achieved state-of-the-art performance

and showed interesting differences in architecture and training to other models described

in the literature, which might lead to the improvement of current implementations.

6
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CHAPTER 1. INTRODUCTION 1.4. OVERVIEW

Novel application of Conditional Random Fields: Section 6.3 of the thesis describes a

novel application of Conditional Random Fields for transmembrane protein modeling

and localization prediction. The application includes novel protein models for cleavage

site prediction in signal peptides and prediction of transmembrane domains. The in-

sights gained from the construction of these models, can facilitate the development of

improved predictors based on Conditional Random Fields.

Comparisons of machine learning techniques : Section 6.4 of the thesis contains a

stringent comparison of Support Vector Machines, Hidden Markov Models and Con-

ditional Random Fields applied to localization prediction, cleavage site prediction and

transmembrane domain prediction. The comparison points out the specific advantages

and disadvantages of the different methods and can serve as a guideline for similar

applications.

Compilation of benchmark data sets: To assess the prediction performance of the dif-

ferent models in this thesis, two benchmark data sets for localization prediction of

transmembrane proteins were compiled from existing sequence databases that can be

utilized for further evaluations of localization predictors.

1.4 Overview

This section provides an overview of the chapters and sections of the thesis. Note that

the electronic version of this document (PDF format) provides hyperlink functionality for

all references such as chapters, sections, figures, tables, URLs, and entries of the index and

contents page. Citations are also hyperlinked and multiple references are cited in chronological

order. Hyperlinks are marked as dark blue text within the document.

Chapter 1 - Introduction contains the introduction of the thesis. Section 1.1 describes

the background and the motivation of the thesis. Section 1.2 introduces the main

hypotheses and the associated questions. Section 1.3 lists the major contributions.

Section 1.4 provides an overview of the thesis chapters and Section 1.5 a reading guide.

Chapter 2 - Biological Background provides the biological background. Section 2.1 in-

troduces the topological and physicochemical properties of transmembrane proteins.

Section 2.2 gives an overview of the secretory pathway and its subcellular localizations.

Section 2.3 describes the sorting signals that control the flow of transmembrane proteins.

Section 2.4 summarizes and discusses the biological background.

7



1.5. READING GUIDE CHAPTER 1. INTRODUCTION

Chapter 3 - Technical Background provides the technical background of prediction al-

gorithms for protein subcellular localization. Section 3.1 reviews the common technical

principles utilized by prediction algorithms and Section 3.2 gives an overview of current

localization predictors.

Chapter 4 - Methods describes the methodology applied to test the main hypotheses and

to address the associated questions. Section 4.1 explains the algorithmic details of

the three machine learning techniques utilized for localization prediction. Section 4.2

introduces the data sets employed for training and evaluation of the different protein

models.

Chapter 5 - Data Analysis contains a data analysis that was performed to study the prop-

erties of topological regions, to identify promising sorting signals and to asses the predic-

tive power of different protein regions. Section 5.1 studies entire sequences. Section 5.2

analyzes signal peptides. Section 5.3 studies the membrane spanning regions and Sec-

tion 5.4 the cap regions. The terminal regions are examined in Section 5.5. The results

are summarized and discussed in Section 5.6.

Chapter 6 - Model evaluation evaluates various protein models to test the main hypothe-

ses and to answer the associated questions. Section 6.1 evaluates SVM based models,

Section 6.2 evaluates HMM based models, and Section 6.3 evaluates CRF based models.

In Section 6.4 the three machine learning techniques are compared.

Chapter 7 - Conclusions summarizes and discusses the conducted work. Section 7.1 re-

views the thesis. The implications of the work are pointed out in Section 7.2. The

limitations are outlined in Section 7.3 and Section 7.4 suggests further directions of

research.

Chapter 7.4 - Appendix A contains the appendix.

1.5 Reading guide

To direct readers of different interests through this thesis, a reading guide is provided in

Table 1.1. The reading guide differentiates between a fast, medium and slow track. The fast

track encompasses only the introduction, the methodology description and the conclusions

of the thesis. The medium speed track is limited to the discussion sections of the chapters,

and the slow track contains all introduction and discussion sections of all thesis chapters.

Table 1.1 lists the section and page numbers of the three tracks. Note that section and page

numbers function as hyperlinks.
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CHAPTER 1. INTRODUCTION 1.5. READING GUIDE

Fast Medium Slow

Section 1 → (3) Section 1 → (3) Section 1 → (3)

Section 4 → (57) Section 2.4 → (28) Section 2.1 → (12)

Section 7 → (209) Section 3.2.5 → (54) Section 2.2 → (15)

Section 4 → (57) Section 2.4 → (28)

Section 5.6 → (115) Section 3.1 → (31)

Section 6.4 → (199) Section 3.2.5 → (54)

Section 7 → (209) Section 4 → (57)

Section 5.6 → (115)

Section 6.1.7 → (145)

Section 6.2.6 → (170)

Section 6.3.5 → (197)

Section 6.4 → (199)

Section 7 → (209)

Table 1.1: Reading guide with fast, medium and slow track. Page numbers are in brackets.
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Chapter 2

Biological Background

I have yet to see any problem, however complicated, which, when you looked at

it in the right way, did not become still more complicated.

Poul Anderson (1926 - )

The objective of this chapter is to provide the biological background required to construct

topological models of transmembrane proteins for localization prediction. The chapter is

divided into four sections. Section 2.1 introduces the topological and physicochemical prop-

erties of transmembrane proteins that guided the design of the protein models developed in

this thesis. Section 2.2 gives an overview of the secretory pathway and describes the specific

subcellular localizations to predict. Section 2.3 presents the sorting signals that control the

flow of transmembrane proteins along the secretory pathway. In Section 2.4 the biological

aspects of the prediction problem are summarized and discussed from a machine learning

point of view.

11



2.1. TRANSMEMBRANE PROTEINS CHAPTER 2. BIOLOGICAL BACKGROUND

2.1 Transmembrane proteins

To construct realistic models of transmembrane proteins for subcellular localization predic-

tion, the relevant biological features of transmembrane proteins must be extracted and mod-

eled. This section describes important topological and physicochemical aspects of transmem-

brane proteins.

Figure 2.1: Tree of protein classes.

Transmembrane proteins are a sub-class of membrane proteins (see Figure 2.1). In con-

trast to soluble proteins which reside in the cytosol or lumen of compartments, membrane

proteins are associated with the lipid bilayer that forms the membranes around organelles

(see Figure 2.2) [2].

Figure 2.2: Soluble and membrane proteins.

The class of membrane proteins can be further divided into peripheral and integral mem-
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brane proteins. Peripheral membrane proteins are only attached to the surface of the mem-

brane by non-covalent interactions with other membrane proteins, while are integral mem-

brane proteins integrated into the lipid bilayer. Integral membrane proteins can be covalently

anchored to a mono-layer of the lipid bilayer (anchored membrane proteins), or they can

be fully integrated into the membrane, passing the membrane completely (transmembrane

proteins) (see Figure 2.2) [232, 2].

Transmembrane proteins adopt an α-helical [424, 320, 104] or β-barrel [419] conformation

within the lipid bilayer. Since the latter type is only found in bacterial outer membranes [202]

and little data is available for peripheral and anchored membrane proteins, the scope of this

thesis is on transmembrane proteins with α-helical transmembrane domains only.

Figure 2.3: Types of transmembrane proteins. Type-I proteins display a leading N-terminal

signal peptide sequence which is cleaved when the protein is inserted into the membrane. The

C-terminus of Type-I and Type-III proteins is on the cytoplasmic and the N-terminus is on the

luminal side of the membrane. Type-II proteins show a reversed orientation. Multi-spanning

transmembrane proteins pass the membrane several times.

Four different types of transmembrane proteins can be distinguished [298, 148] (see Fig-

ure 2.3)1. Type-I, Type-II and Type-III transmembrane proteins are single-spanning proteins

which cross the membrane only once. Multi-spanning transmembrane proteins (Type-IV) pass

the membrane several times. Type-I proteins possess a N-terminal signal peptide sequence

which is cleaved when the protein is inserted into the membrane [408]. The N-terminus of

the mature protein is at the luminal or extracellular side and the C-terminus at the cyto-

plasmic side of the membrane. Type-II and Type-III proteins lack this signal peptide. The

orientation of Type-III proteins within the membrane is the same as Type-I proteins, whereas

Type-II proteins show a reversed orientation, with the N-terminus resting in the cytoplasm.

1Note that this is a simple classification scheme that ignores important, but less frequent subtypes, such as

proteins with reentrant loops [401], half-TM’s [84] or flip-flopping topology [36].
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Multi-spanning proteins can take up all possible orientations, with the sequence termini on

either side of the membrane [126, 328, 86].

The orientation of membrane spanning α-helices relative to the membrane and therefore

the protein type, is determined by multiple factors [328]. Most prominent is the charge

difference between the residues flanking the transmembrane domains. The so called positive-

inside rule states that the more positively charged helix-end is on the cytosolic side of the

membrane (see Figure 2.3) [406, 139]. Other contributing factors are length [127] and overall

hydrophobicity [344, 413, 335] of the transmembrane domain. A long and hydrophobic domain

can override the positive-inside rule, resulting in an reversed orientation [127]. Recently,

Higy et al. [147] established that the position of bulky amino acids also influences orientation.

Domains with bulky residues at their ends favor a Type-III orientation. In multi-spanning

proteins, the orientation of the first transmembrane domains is determined by the same factors

and subsequent domains assume an alternating orientation [420].

Membrane spanning segments of transmembrane proteins are typically 17-20 residues

long [41, 264]. They are composed of predominantly hydrophobic amino acids that inter-

act with the fatty phospholipids forming the lipid bilayer and thus anchoring the protein

within the membrane. Three major regions within the lipid bilayer can be distinguished: the

hydrocarbon core, the interfacial region and the aqueous region (see Figure 2.4) [35].

Figure 2.4: Composition of the lipid bilayer with its three major regions.

Recent studies [146, 397] have revealed that the amino acid distribution within the trans-

membrane domains reflects this structure and shows positional preferences of specific amino

acids, according to their physicochemical properties. The interfacial regions are dominated

by small amino acids (Gly, Ala, Ser, Pro) and the core region by hydrophobic residues (Leu,

Ile, Val, Ala). Tryptophan (Trp) and tyrosine (Tyr) are favored at both termini of the trans-

membrane helix while Proline (Pro) often appears at the N-terminus. Positively charged

residues (Arg, Lys) are more frequently found at the cytosolic terminus of the transmem-
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brane domain [146, 397] — as stated by the positive-inside rule. Other factors that influence

transmembrane domain composition are inter-helical residue interactions [1, 333], helix-helix

interactions in helix bundles [170, 363, 1, 341, 362, 124] and interactions with the translo-

con [146, 423].

Figure 2.5 shows a sequence logo2 of 328 transmembrane domains of proteins targeted to

the plasma membrane3. The domains were aligned along the domain centers and oriented

with the cytosolic terminus at the left side of the diagram.

Figure 2.5: Sequence logo of transmembrane domains aligned along their domain centers and

uniquely oriented (right side is the cytosolic side). The core of the transmembrane domain,

with predominantly hydrophobic amino acids (L,F,I,V,A), is clearly to see. Logo created

with WebLogo: http://weblogo.berkeley.edu.

2.2 Secretory pathway

One outcome of this thesis is a classifier that predicts the subcellular localization of transmem-

brane proteins. This section introduces the locations (classes) to be recognized. The focus is

on organelles of the secretory pathway, which has an especially complex sorting machinery.

It requires most proteins to travel through several stations until they reach their final desti-

nation [399]. Current predictors therefore achieve comparatively low accuracies for locations

of the secretory pathway [303, 82, 359]. Note that transmembrane proteins are inserted into

the membrane of the target organelle while soluble proteins are transferred into the lumen.

2A sequence logo plots the relative frequencies of amino acids at a position as a stacked bar of letters of

different size. The height of the bar represents the information content in bits.
3Protein data from TMPDB: http://bioinfo.si.hirosaki-u.ac.jp/~TMPDB/
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Eukaryotic cells are divided into several functionally and structurally different, membrane-

bound, organelles which are essential for the metabolism of the cell [232, 2] (see Figure 2.6).

Each organelle consists of a unique set of proteins and lipids. A highly specialized transport

and sorting machinery is required to maintain its structural and compositional integrity [85].

Figure 2.6: Schematic diagram of a eukaryotic cell.

Communication and protein transport between organelles follows mainly the secretory

and endocytic pathways, which comprise the Endoplasmic Reticulum (ER), the Golgi appa-

ratus (GO), the late and early Endosome (EN), the Lysosome (LY) and the Plasma Mem-

brane (PM) [399] (see Figure 2.7).

Figure 2.7: Schema of the secretory and endocytic pathways. Figure adapted from [2].
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The secretory pathway transports proteins from the cytosol to all organelles along the

path to the cell exterior. The reversed direction of transport, where proteins are internalized

from the outside of the cell, is called the endocytic pathway [252]. Proteins can be mediated

to the interior of an organelle (soluble proteins) or reside in the membrane of a compartment

(membrane proteins).

The entry station for all proteins to the secretory pathway is the endoplasmic reticulum.

Proteins targeted to the secretory pathway carry a signal sequence which is recognized by

the Signal Recognition Particle (SRP). The SRP binds to the signal sequence during the

synthesis of the nascent polypeptide chain, as it emerges from free cytosolic ribosomes. The

translation is paused until the SRP is recognized by an SRP receptor at the ER membrane

and the complex (consisting of the RNA, nascent chain, ribosome and SRP) is docked to a

translocon[327, 399].

Figure 2.8: 3D volume model of the translocon, a protein conducting channel within the ER

membrane. Pictures from OPM database [234].

The translocon is an ER bound protein complex that serves as a channel through the

ER membrane (see Figure 2.8 [398]). It identifies membrane spanning regions of transmem-

brane proteins, moves them laterally into the membrane and thus inserts the protein into

the membrane. Soluble proteins on the other hand, are completely translocated into the ER

lumen. The translocation machinery is complex and fundamental details have been revealed

only recently [328, 74, 431, 3, 297, 146, 423].

Transport of proteins from the ER to the Golgi apparatus is mediated by COPII4 vesicles

which bud from the ER membrane, fuse in the ER-Golgi-Intermediate-Compartment (ER-

GIC) and eventually form cis-Golgi sections. The Golgi apparatus consists of a sequence of

flattened membrane cisternae which build the Golgi stack (see Figure 2.9). Proteins coming

from the ER enter the Golgi stack at the cis-Golgi Network (CGN), pass through the stacks

and leave the Golgi complex at the trans-Golgi Network (TGN) [399].

Presently there are two different models to explain the transport of proteins through the

4Coat proteins (COP) are cage-like structures which serve as transport container for cargo proteins.
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Golgi stack. The stable compartment model proposes that the cisternae are static com-

partments. Cargo is transported by vesicles budding from one cisterna and fusing with the

next. Another model is the cisternal progression model where the cisternae are assumed

to be dynamic elements, formed by fusion of ER-derived membrane structures at the CGN,

which move progressively through the stack. There is evidence for both models and transport

seems to occur both ways with a preference for larger proteins to be transported by cisternal

progression.

Figure 2.9: Golgi apparatus: comprised of the cis-Golgi network (CGN), the Golgi stack and

the trans-Golgi network (TGN).

At the TGN proteins are packed into different types of coated vesicles and transported

to the plasma membrane or the early endosome. Most proteins destined for delivery to the

plasma membrane leave the TGN in a steady, non-selective stream, called the constitutive

secretory pathway or the default pathway . Some cell types however have a second regulated

secretory pathway in which proteins are stored in secretory granules and release their cargo

only in response to extracellular signals [399].

Proteins with an ER retrieval signal are collected in COPI vesicles and transported back

to the ER. Clathrin coated vesicles move material to the early and late endosome and from

there to the lysosomes. Also an indirect route exists, where proteins are first exocytosed and

then internalized again, following the endocytic pathway (see Figure 2.7) [252, 399].

2.3 Sorting signals

The objective of this section is to identify the sorting signals that control the flow of transmem-

brane proteins along the secretory and endocytic pathway. Identification of reliable sorting

signals is a precondition for the development of accurate prediction algorithms for subcellular

localization and influences the architecture of the models presented in Chapter 6. While the

locations of the secretory pathway represent the classes to predict, sorting signals are the
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sequence features that can be exploited to derive a subcellular localization for a protein.

In the following, a sorting signal will be defined as any sequence feature, contained in the

primary structure of a protein that influences its subcellular localization. Four different types

of sorting signal can be distinguished [32]:

• Targeting signals, which direct proteins to their destination.

• Retention signals, which keep proteins at the their destination.

• Retrieval signals, which retrieve wrongly sorted proteins.

• Avoidance signals, which block the transport of proteins to particular targets.

Depending on destination and type, a protein can contain all these signal types or only a

subset. A single signal can fulfill multiple functions, or several identical copies of a signal, with

different functions may exist. Signals can overlap, be of different priority or even conflicting.

Furthermore, the meaning of a signal can change according to its context or the current

environment of the protein. Some signals allow for multiple targets and some proteins cycle

between different locations [52, 399, 32]. Apparently, the sorting machinery in the cell is

highly complex and only a small fraction of the sorting signals are known.

The remainder of the text is organized as follows. Section 2.3.1 presents sorting signals

for proteins targeted to the endoplasmic reticulum. Section 2.3.2 presents sorting signals

for Golgi proteins. Endosomal and lysosomal sorting signals are described in Section 2.3.3.

Sorting signals for plasma membrane proteins are discussed in Section 2.3.4.

2.3.1 Endoplasmic reticulum

Proteins targeted to the secretory pathway display a stretch of hydrophobic residues that

guides them to the ER. Three different types of hydrophobic segments can be distinguished:

• Signal anchors

• Stop-transfer sequences

• Signal peptides

Signal anchors (SA) are single transmembrane segments close to the sequence N-terminal.

They consist of around 20 mainly hydrophobic amino acids, preceded or followed by a few

positively charged flanking residues (see Figure 2.10). The position (upstream or downstream)

of the flanking residues is the dominant factor that determines the orientation of the segment
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relative to the membrane and results in Type-II or Type-III transmembrane proteins (positive-

inside rule).

Figure 2.10: Schema of two signal anchor proteins with different orientations.

Stop-transfer sequences are structurally similar to signal anchors but appear distant from

the N-terminus and contain positive and negative (or less positive) flanking signals. According

to the positive-inside rule, the more positive end of the transmembrane segment tends to rest

in the cytosol (see Figure 2.11). Other factors that influence orientation are the length and

the hydrophobicity of the segment [127].

Figure 2.11: Schema of a stop-transfer sequence.

Stop-transfer sequences can be preceded by a Signal peptide (SP) which is cleaved shortly

after the peptide has entered the translocon. Signal peptides have a tripartite structure

with a short N-terminal region of 2-5 positively charged residues (K,R), a 7-15 residues long

hydrophobic region (L,A) and a polar cleavage region with small and neutral amino acids

(A,S,G) which is around 3-7 residues long [404, 405, 407, 408] (see Figure 2.12).

Figure 2.12: Schema of a signal peptide sequence.

The hydrophobic region is shorter than the usual transmembrane segment. Interestingly,

a signal peptide can be converted into an (uncleaved) signal anchor merely by lengthening the

hydrophobic region [287]. The hydrophobic region typically contains one or more glycines (G)

around the center and glycine or proline (P) residues between the hydrophobic and the cleavage

region. Signal peptidase (SPase) cleaves the signal peptide after the consensus motif AXA. The
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(-3,-1) rule states that the residues at positions -3 and -1, relative to the cleavage site, are

small and neutral whereas the residue at position -2 is usually aromatic, charged or polar [404].

Figure 2.13 shows a sequence logo of the first 30 residues of eukaryotic signal peptides aligned

along their cleavage site.

Figure 2.13: Sequence logo of the first 30 residues of eukaryotic signal peptides aligned along

their cleavage sites. The cleavage site is between position -1 and 1. The AXA motif and the

hydrophobic region, rich on lysine (L) and alanine (A), are easy to identify. The positively

charged residues (K,R) in the N-terminal region are difficult to detect in the logo due to their

variable position. Logo created with WebLogo: http://weblogo.berkeley.edu.

The presence of a signal peptide causes the N-terminus of the mature transmembrane

protein to reside on the non-cytosolic side of the membrane [184], resulting in a Type-I protein

if there is only a single transmembrane region. As a consequence Type-II transmembrane

proteins cannot arise from the cleavage of a signal peptide sequence. The following list

summarizes the relationship between protein types and signal sequence types:

• Type-I

- Cleaved signal peptide and one stop-transfer sequence

- Single transmembrane domain

- N-terminal on the non-cytosolic side, large non-cytosolic domain

• Type-II

- Signal anchor

- Single transmembrane domain

- N-terminal on the cytosolic side, large non-cytosolic domain
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• Type-III

- Signal anchor

- Single transmembrane domain

- N-terminal on the non-cytosolic side, large cytosolic domain

• Type-IV

- Signal anchor or signal peptide and several stop-start-transfer sequences

- Several transmembrane domains

- N-terminal on the cytosolic side if there is a signal peptide otherwise undetermined

Targeting of transmembrane proteins to the ER is in all cases initiated by the hydrophobic

domain of a signal peptide or a signal anchor sequence, which is recognized by the SRP. The

amino acid composition of the transmembrane domain serves as a retention and targeting

signal. For instance, insertion of hydrophilic amino acids in the transmembrane domain of a

specific Type-I protein, normally secreted, is sufficient to cause its retention at the ER. The

more hydrophilic and the closer toward the center of the domain the hydrophilic residues are

located, the stronger is the effect [31].

In addition to the amino acid composition, the length of the transmembrane domain is

important for retention. The lipid-mediated sorting model [41] is based on the observation

that transmembrane domains of Golgi proteins are generally shorter than those of the plasma

membrane.

Another prominent retention and retrieval signal for membrane proteins escaped to the

Golgi complex, is a di-lysine K(X)KXX motif at the carboxy-terminus of the sequence [78]

(see Figure 2.14). The K(X)KXX signal recruits COPI membranes within the cis-Golgi net-

work [111], causes COPI vesicle formation [40] and retrograde transport back from the Golgi

to the endoplasmic reticulum [169]. The signal is necessary and sufficient for retrieval but

flanking residues influence its efficiency and a minimum distance of 5 residues to the trans-

membrane domain must be kept [390].

Figure 2.14: Type-I transmembrane protein with signal anchor and K(X)KXX retention signal

at the C-terminus.

Some Type-II transmembrane proteins contain a di-arginine retention signal R(X)R in 0-3

residues distance from the N-terminal (see Figure 2.15). Adding this signal to a cell surface

Type-II protein results in targeting to the ER [358]. However many ER resident membrane
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proteins do not contain di-lysine or di-arginine signals and additional, currently unknown

retention mechanisms or motifs must exist [390].

Figure 2.15: Type-II transmembrane protein with R(X)R retention signal close to the C-

terminus.

2.3.2 Golgi complex

Despite intensive research, little is known about the sorting mechanisms and signals control-

ling the targeting of transmembrane proteins to the Golgi complex. Considering the great

diversity of different protein types resident in the Golgi it is probable that a variety of different

mechanisms and signals are involved.

One model to explain the localization of transmembrane proteins to the Golgi is the lipid

bilayer sorting model proposed by Bretscher und Munro [41]. The thickness of the compart-

ment membranes increases outwards along the secretory pathway due to a gradient in choles-

terol concentration between endoplasmic reticulum and plasma membrane [280]. Proteins

resident in the Golgi therefore tend to have shorter transmembrane domains than plasma

membrane proteins [264] and the overall hydrophobicity of their transmembrane domains

is significantly lower [444]. Shortening the transmembrane domain of a plasma membrane

protein reduces trafficking to the cell surface and results in accumulation in the Golgi com-

plex [265]. However, other studies indicate that the properties of the transmembrane domain

alone do not fully explain Golgi localization [263, 45, 129, 254].

For some proteins or protein families specific sorting signals are known. For instance,

TGN38, a Type-I transmembrane protein that cycles between the TGN and the plasma mem-

brane, contains a tyrosine-based motif SDYQRL in the cytoplasmic domain that is necessary

for internalization from the plasma membrane and transport to the TGN [33, 160, 430]. The

transmembrane domain of TGN38 can also act as a Golgi sorting signal and may function in

Golgi retention [318].

Endoprotease furin has two separate signals within its cytoplasmic tail: one for retrieval

from the plasma membrane and one for retention at the Golgi. A tyrosine-based motif YKGL

is necessary for endocytosis, while an acidic cluster containing two serine residues is necessary

for TGN localization [384].

The Menkes P-type ATPase copper transporter is a multi-membrane spanning protein

where the third transmembrane domain acts as TGN sorting signal and a di-leucine motif

near the C-terminal serves as a retention signal [313].
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Glycosyltransferases are a well studied class of Type-II membrane proteins which are lo-

cated across the Golgi stack [325]. Many studies have attempted to identify specific targeting

motifs in glycosyltransferases which are responsible for transport to the Golgi but were un-

able to do so [399]. Glycosyltransferases consist of a short N-terminal cytoplasmic tail, a

transmembrane domain and a luminal domain [307]. There is evidence that the transmem-

brane domain contains a sorting signal, though contributions of the luminal domain and the

cytoplasmic tail have been shown as well [125].

In general, it seems that the length and amino acid composition of the transmembrane

domain are the dominant factors in Golgi localization. For certain proteins however, other

parts of the sequence and specific motifs are important as well.

2.3.3 Endosome and lysosome

Endosomes and lysosomes can be accessed via the secretory or the endocytic pathway. In

the first case, the protein is transported along an intracellular route from the TGN over late

and early endosome to the lysosome. In the latter case, the protein is first exocytosed and

then internalized again, following the endocytic pathway. Internalization requires specific

internalization signals in addition to endosomal and lysosomal targeting signals. Sorting is

mediated through coated transport vesicles that recognize the targeting motifs.

Signal Sorting function

NPXY Internalization

YXX∅ Internalization, lysosome, basolateral plasma membrane

[DE]XXXL[LI] Internalization, lysosome, basolateral plasma membrane

DXXLL TGN to endosome

Acidic cluster Endosome to TGN

Ubiquitin Internalization, lysosome

Table 2.1: Sorting signals for endosomal and lysosomal targeting and internalization. Table

adapted from [32].

Most endosomal and lysosomal sorting signals known today are in the cytosolic domains

of the transmembrane protein. Typically the signals are four to seven residues long with two

or three of them often critical for the function. Critical amino acids are usually hydrophobic,

bulky or charged [32]. In some cases sorting is based on the folded structure and the signal

24



CHAPTER 2. BIOLOGICAL BACKGROUND 2.3. SORTING SIGNALS

does not appear as a consecutive stretch of residues [296].

Two major classes of motifs can be distinguished. Tyrosine-based motifs contain a single

tyrosine (Y) residue that is most important for the function of the signal. Dileucine-based

signals on the other hand are characterized by a pair of consecutive leucine (L) residues.

Table 2.1 provides an overview of specific targeting signals of these classes.

The NPXY signal causes internalization of a subset of Type-I transmembrane proteins. NPXY

is the minimal motif shared by all proteins with this signal but alone may not be sufficient

for internalization. Longer motifs are [FY]XNPXY [61] and GYENPTY [311]. The substitution

of tyrosine (Y) residues by Phenylalanine (F) is possible. These observations suggest that

the most complete and effective signal is the motif [FY]XNPXY. The motif is located in the

cytosolic part of the protein, typically 40-200 residues from the transmembrane segment but

never closer than 10 residues (see Figure 2.16).

Figure 2.16: Type-I transmembrane protein with [FY]XNPXY internalization signal in the

cytosolic domain.

The YXX∅ tetrapeptide is more widely involved in sorting than the NPXY motif. ∅ represents

bulky residues and the actual residue influences the properties of the signal [128, 339]. The

signal is essential for rapid internalization but also for targeting transmembrane proteins to

lysosomes and lysosome-related organelles [426, 138, 241, 128]. A subset of membrane proteins

is targeted to the basolateral plasma membrane by this signal [162, 326]. The multiple roles

of the signal imply that it is also recognized at other sorting stations such as the TGN and

the endosomes.

YXX∅ motifs frequently occur in the large cytosolic domains of signal receptors and in

cytosolic proteins as well. However, most of these signals are not likely to be active because

they are folded within the structure of the protein and therefore not accessible to the sorting

machinery [32].

The YXX∅ motif is the minimal motif required for sorting. The tyrosine (Y) residue is crucial

for the function of the signal, however the X residues and flanking residues also contribute

to the strength and specificity of the signal. The X residues are highly variable but tend to

be acidic for lysosomal targeting or hydrophobic for endocytosis. A glycine (G) preceding the

tyrosine (Y) and acidic residues (D,E) at the X positions are typical for lysosomal targeting [339].

The YXX∅ motif can be found in all types of transmembrane proteins and its position rela-

tive to the transmembrane domain is important for lysosomal and endosomal targeting [334].
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The motif appears 6-9 residues from the transmembrane domain at the carboxy-terminus.

An additional residue after the bulky residue (∅) is possible (see Figure 2.17). The strong

positional restriction for the motif indicates that it is recognized at the TGN or the endosomes.

Figure 2.17: Transmembrane protein with a YXX∅(X) targeting signal.

Proteins targeted for internalization show the YXX∅ at different positions. The signal is

typically situated 10-40 residues from the transmembrane domain and not at the carboxyl-

terminus (see Figure 2.18).

Figure 2.18: Transmembrane protein with a YXX∅ signal for internalization.

The [DE]XXXL[LI] motif plays an important role in the sorting of transmembrane proteins

of all types to lysosomes and endosomes and also participates in basolateral targeting [248,

255]). The leucine (L) residues are essential and typically preceded by a cluster of acidic

amino acids. An acidic residue at position -4 from the first leucine seems to be important

for targeting to late endosomes or lysosomes but not for internalization [317, 346]. The first

leucine is usually invariant whereas the second can be replaced by isoleucine (I) without

loss of activity [224]. In some cases another acidic amino acid or a serine (S) preceding the

signal improves efficiency. Some signals have arginine instead of acidic residues and the actual

content of the XXX part controls the strength of the signal. Substitution of either of the critical

leucines disables the [DE]XXXL[LI] signal [224].

Furthermore, the position of the signal relative to the transmembrane segment and the

peptide terminal appear to influence the activity. Proteins targeted to the lysosome or endo-

some display the signal close to the transmembrane domain (6-11 residues). Late endosomal

proteins tend to contain their signals close to the peptide terminal (see Figure 2.19).

Figure 2.19: Transmembrane protein with a [DE]XXXL[LI] signal for lysosomal and endoso-

mal targeting.

The dileucine DXXLL motif seems to initiate incorporation into clathrin-coated vesicles
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that bud from the TGN for transport to the endosomal system [173, 32, 92, 323]. The D

residue is crucial for the signal function and does not even tolerate isoelectric or isosteric

substitutions [58]. The XX residues typically form an acidic cluster. Frequently one or more

serine (S) residues appear upstream of the acidic cluster. Most DXXLL signals are separated

by one or two variable residues from the C-terminal. The distance from the transmembrane

domain is longer and more variable (see Figure 2.20).

Figure 2.20: Transmembrane protein with a DXXLL signal and upstream serine residue for

endosomal targeting.

Acidic clusters, short stretches of 10 to 20 amino acids with mainly glutamic acid (E)

and aspartic acid (D) residues, are frequently found in transmembrane proteins targeted to

the TGN. They may also play a role in the retrieval of proteins from the endosomes to the

TGN [32].

Finally a more indirect mechanism based on ubiquitination mediates endocytosis and

lysosomal targeting of transmembrane proteins. Ubiquitin is a 76 amino acid long polypeptide

and its carboxyl-terminal glycine (G) residue can be conjugated by an isopeptide linkage to a

lysine (K) side chain in a transmembrane protein. A single ubiquitinated lysine is sufficient

for internalization, however at a slow rate [32].

2.3.4 Plasma membrane

The plasma membrane seems to be the default location for all proteins without specific sort-

ing signals. However, the length of the transmembrane domains typically must match the

width of the plasma membrane. For single-spanning proteins, the function of the plasma

membrane as a default location is confirmed in several studies [264, 265, 309, 329, 418, 39].

For multi-spanning proteins however, the situation seems to be more complex and trans-

membrane domains of appropriate length alone are not sufficient for targeting to the plasma

membrane [377, 218].

The plasma membrane of polarized epithelial cells is divided into an apical and basolat-

eral section. Both section have a membrane specific protein and lipid composition, essential

for the function. A number of sorting signals have been identified that direct proteins to ei-

ther the apical or the basolateral plasma membrane [279]. Transport to apical or basolateral

membranes appears to be hierarchical with basolateral signals having precedence over apical

signals and apical transport occurs only in the absence of basolateral signals [248]. Basolat-
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eral sorting signals are luminal tyrosine and di-leucine motifs [161, 255, 30] which serve as

internalization signals as well (See Table 2.1). Apical sorting signals are less well defined and

can reside in the luminal or the transmembrane domain of the protein. In particular, N- and

O-linked oligosaccharides can act as sorting signals [191, 218].

2.4 Discussion

This section provides a summary and discussion of the biological aspects of protein sorting

reviewed in this chapter. The sorting signals described above are of great diversity. Ranging

from the length of a transmembrane segment, over its amino acid composition and flanking

signals, to distinct motifs at specific positions in the sequence, it becomes apparent that

almost anything can act as a sorting signal. Even when neglecting contextual dependencies

and interaction between signals, the sorting process is obviously complex and the signal

patterns are highly variable.

Due to the multitude, diversity and variability of sorting signals, a rule based approach

to identify and exploit specific motifs and signals seems not very promising.5 For the same

reasons, the explicit modeling and recognition of all relevant signals, e.g. by constructing

Profile-HMMs [94], to derive subcellular localization does not appear applicable. On the other

hand, simple stochastic models of the overall amino acid distribution have shown reasonably

good prediction accuracies for soluble proteins (see Section 3.2).

This indicates that a model, whose complexity lies between a model that explicitly de-

scribes all sorting signals, and a simplistic model that exploits overall amino acid composition

only, is a promising approach. First attempts in this direction have already been made. Since

targeting motifs play an essential role within the sorting process, modeling the residue order

or calculating higher order amino acid distributions is an obvious improvement over the simple

amino acid distribution and has been successfully applied by various prediction algorithms.

See Section 3.2 for an extensive discussion of the current approaches.

However, current predictors still ignore the topology of transmembrane proteins and are

therefore not able to model important sorting signals, such as the amino acid distribution of

the transmembrane domain or targeting motifs at specific sequence positions, accurately. For

instance, protein localization to the Golgi complex or the plasma membrane is apparently

controlled by the composition of the transmembrane domain. And several targeting motifs,

such as the ER retention signal KKXX or the lysosomal YXX∅ targeting signal, are located at

5It is worth noting however that PSORT [276], one of the first predictors for subcellular localization, followed

this strategy. But the rule-based system was later replaced by a k-nearest neighbor classifier in the successor

software PSORT II [154] and recent predictors achieve much higher accuracies than the classical PSORT.
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fixed positions relative to the N-terminus or the transmembrane domain, respectively.

While the overall amino acid composition of a sequence obviously models sorting signals

to a certain degree, more specific, shorter signals are likely to be buried under noise. It is

therefore to expect that a topological protein model, which distinguishes between transmem-

brane and terminal regions for instance, should lead to an improved signal-to-noise ratio and

consequently to an increase in prediction accuracy. This expectation motivates the thesis and

is concretized in the main hypothesis of the thesis described in Section 1.2.

Which topological regions of a transmembrane protein to distinguish and which features

or signals from these regions to extract, are open questions related to the main hypotheses

that are addressed in detail in Chapter 5 and Chapter 6. The following chapter describes the

current algorithms and the different approaches they employ to predict protein subcellular

localization.
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Chapter 3

Technical Background

Always read stuff that will make you look good if you die in the middle of it.

P.J.ORourke

This chapter provides the technical background for the prediction algorithms developed in

this thesis. A plethora of methods have been developed to predict the subcellular localization

of proteins. The vast majority is designed for soluble proteins but not for transmembrane

proteins, however. Nevertheless, facing localization predictors for soluble and transmembrane

proteins similar technical problems and prediction algorithms for soluble proteins are usually

applicable to transmembrane proteins. The following text therefore discusses localization

prediction algorithms regardless of protein type or predicted locations.

Due to the large number of methods available, the chapter is divided into two sections. A

review section that discusses the techniques commonly utilized by localization predictors (Sec-

tion 3.1), and an overview section that briefly describes the various predictors (Section 3.2).

3.1 Technical principles

The objective of this section is to identify and discuss the technical principles used by pre-

diction algorithms for subcellular localization and transmembrane protein topology. Three

different classes of technical principles predictors are based on can be distinguished and will

be discussed separately:

• based on amino acid composition

• based on sorting signals

• based on annotation or homology
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Due to the small number of transmembrane proteins with known structure or function, an-

notation or homology based methods are currently less promising approaches for localization

prediction of transmembrane proteins and will be covered in less detail. Since the localiza-

tion predictors in this thesis utilize topological models, methods to predict the topology of

transmembrane proteins will be briefly discussed in addition.

This remaining text is divided into the following five sections. Section 3.1.1 reviews

prediction methods based on amino acid composition. Section 3.1.2 discusses techniques

that exploit sorting signals. Section 3.1.3 describes annotation based methods and topology

prediction methods are introduced in Section 3.1.4. Section 3.1.5 summarizes and discusses

the various techniques.

3.1.1 Amino acid composition

The development of predictors based on amino acid composition was driven by the early ob-

servation of Nakashima and Nishikawa [291, 292, 278] that the overall amino acid distribution

of protein sequences differs significantly between proteins of different subcellular localizations.

Many variations of this idea have been implemented since then. The following methods will

be discussed here:

• Overall amino acid composition

• Higher order amino acid composition

• Gapped amino acid composition

• Autocorrelation functions

• Sequence segmentation

The overall amino acid composition of a sequence s = (r1, r2, ..., rN ) with residues ri is

defined as the relative frequencies fα over the amino acid alphabet Λ = {A,R, . . . ,V}:

fα =
1

N
|{ri|ri = α}| with α ∈ Λ, (3.1)

and a protein sequence is modeled as a tuple of 20 amino acid frequencies:

s 7→ (fA, fR, . . . , fV ). (3.2)

This simple model of a sequence has several useful properties. First, the amino acid

composition can be easily and efficiently computed. Second, proteins of varying lengths are

represented as fixed length feature vector, which allows the straight forward application of the
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majority of machine learning algorithms. And third, the amino acid composition is robust to

errors in the amino acid sequence which frequently occur at the N-terminal region1 [157].

The major disadvantage of representing a sequence by its amino acid composition is that

any information about the residue order is lost. The sequence is reduced to a ’bag of amino

acids’ and short targeting motifs cannot be detected anymore. The amino acid composition

is furthermore not constant across organisms [351], which reduces the discriminative power

of the approach. A detailed study by Andrade [6] showed that proteins adapt to their physic-

ochemical environment, so that targeting signals are mainly based on surface residues and

therefore only indirectly correlate with the overall amino acid composition. However exper-

iments by Nair and Rost [271] found that amino acid composition solely based on surface

residues were only slightly beneficial to the overall amino acid composition, with respect to

subcellular localization prediction.

While classifiers based on amino acid composition achieve attractive prediction accura-

cies of 80-90% for prokaryotes, the performance is significantly lower for eukaryotic proteins

(around 15% on Reinhardt’s dataset [332]) [157, 132]. Some authors have incorporated higher

order compositions of amino acids, e.g. amino acid pairs (= di-peptides) in their prediction

algorithms and were able to narrow this performance gap between prokaryotes and eukaryotes

to around 5% [133, 247]. In general, higher prediction accuracies have been achieved with

algorithms that exploit the di-peptide composition than the mono amino acid composition

– most likely due to the fact that higher order compositions preserve the residue order to

a limited degree. The disadvantage of higher order compositions is that the corresponding

feature vectors become large quickly — e.g. 20 × 20 = 400 elements to describe a di-peptide

composition — and sufficient data or robust classifiers2 are required to avoid over-fitting.

Inspired by the success of higher order amino acid compositions, several methods have

been devised to better model the residue order of the sequence, while avoiding prohibitively

high orders. Amino acid compositions of order n cannot recognize dependencies between

residues more than n amino acids apart. One way to circumvent this problem is to work with

gapped amino acid distributions. The frequency distribution fα,β(δ) for gapped amino acid

pairs can be defined as

fα,β(δ) =
1

N
|{ri|ri = α ∧ ri+δ+1 = β}| with α, β ∈ Λ, (3.3)

where δ is the gap size.

1Reinhardt and Hubbard [332] estimated that the percentage of correctly identified start codons is lower

than 70%.
2For instance, max-margin classifiers such as Support Vector Machines are designed to handle high-

dimensional and sparse data in a robust way.
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Park et al. [303] compared frequency distributions of gapped and ungapped amino acid

pairs but achieved better results using ungapped pairs. More recently however, Guo et al. [133]

were successful with the residue-coupling model. Sequences are represented by a spectrum

of gapped di-peptide compositions with gap sizes from one up to eight. The model showed

excellent performance but the resulting feature vectors are high dimensional (up to 8 × 20 ×
20 = 3200 elements), and Support Vector Machines were applied to deal with the sparsity of

the data. The residue-coupling model has the advantage that it allows to detect long range

dependencies and therefore signal patches3.

Feng et al. [109] applied autocorrelation functions and modeled amino acid sequences by

m autocorrelation factors ak as elements of a feature vector:

ak =
1

N − k

N−k∑

i=1

c(ri, ri+k), k = 1, . . . ,m, (3.4)

with c(ri, rj) = H(ri) H(rj) and H is the normalized hydrophobicity index by Hopp and

Woods [152], and N is the length of the sequence.

Chou et al. [66] used a similar technique and described sequences by a so-called pseudo-

amino acid composition. There, the correlation c(ri, rj) between two residues ri and rj is

defined as the sum over the squared differences of three physicochemical indices:

c(ri, rj) =
1

3

(
(T (ri) − T (rj))

2 + (H(ri) −H(rj))
2 + (M(ri) −M(rj))

2
)
, (3.5)

with T is the normalized hydrophobicity index by Tanford [385], H is defined as above and

M is the normalized mass index. The autocorrelation factors ak were calculated as before

(see Equation 3.4).

Pan et al. [301] calculated the Discrete Fourier Transform (DFT) to extract the frequency

spectrum Xk of a protein, based on the hydrophobicity values H(ri) of its amino acids:

Xk =
m∑

i=1

H(ri)e
−j 2π(k−1)( i−1

m
) with k = 1, . . . ,m. (3.6)

The three correlation methods by Feng, Chou and Pan et al. [109, 66, 301] described above,

predominantly evaluate sequence hydrophobicity to derive subcellular localization. While

hydrophobicity is usually the most important physicochemical property of a protein, this is

not necessarily true for localization prediction. The methods achieved reasonable prediction

accuracies but seem not to surpass predictors based on overall amino acid composition in

general.

3A signal patch is composed of residues that are distant from another within the linear amino acid sequence

but form a patch on the surface of the folded protein.
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While higher order or gapped amino acid compositions and autocorrelation methods are

able to capture dependencies between residues, they cannot model absolute positional infor-

mation. Many targeting signal however, appear at specific locations within the sequence.

N-terminal signal peptides or C-terminal retention signals are an example. Some prediction

algorithms try to take these positional constraints for sorting signals into account by divid-

ing the sequence into segments and calculating amino acid compositions or physicochemical

properties for each of the segments [371, 440, 247].

While segment models have achieved high prediction accuracies, the segmentation is

mostly arbitrary in the sense that segment borders are not aligned with topological proper-

ties of the sequence. For soluble proteins, topology is difficult to predict but transmembrane

domains, cap and loop regions of transmembrane proteins are comparatively easy to detect.

One would expect — and this is the main hypothesis of this thesis — that topological models

of transmembrane proteins achieve higher accuracies for subcellular localization prediction

than models that ignore topology.

3.1.2 Sorting signals

In 1999 the Nobel prize in Medicine was awarded to Günter Blobel for the discovery that

”... proteins have intrinsic signals that govern their transport and localization in the cell”.

Many sorting signals appear as short stretches of more or less conserved residues. For instance,

proteins targeted to the peroxisome carry a well conserved SKL motif at the carboxyl-end [414].

Signal based prediction algorithms focus on these short and specific signals, instead of overall

sequence properties, to infer the subcellular localization of a protein. The standard approach

is to scan a sequence for signals and to predict the subcellular localization from the number

or distribution of occurrences. The signals of interest can be modeled in various ways:

• List of motifs

• Regular expression

• Position weight matrix

• Markov Chain

• (Profile) HMM

• Machine learning model

In the most simple case, sorting signals are described by lists of motifs4. PredictNLS [76]

is a successful example of this strategy. The methods searches for over 200 specific motifs,

4A motif of length N can be defined as a specific tuple of residues m = (r1, r2, . . . , rN ).
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to predict proteins that are targeted to the nucleus. This approach works well for highly

conserved signals, but weakly conserved signals, or signals of variable length are difficult to

identify.

Regular Expressions or similar pattern descriptions, such as PROSITE patterns [159], al-

low to search for signals with a certain flexibility in length or composition. For instance, the

regular expression ’K.?K..$’ captures the C-terminal ER retention signal K(X)KXX. NucPred [144]

is another predictor for nuclear proteins that utilizes regular expressions. The main disadvan-

tage of regular expressions is that they do not account for the importance of specific residues

of a motif. While it is possible to have alternative amino acids at a motif position, each of the

alternatives has the same weight. Many targeting motifs however, have strong preferences for

certain amino acids, while others are accepted but reduce the effectiveness of the signal.

Position Weight Matrices (PWM) [353] are a method to model residue preferences in

signals. Each weight wα,i of the matrix is the log-odds ratio that amino acid α appears at

position i in a set of aligned motifs:

wα,i = log2

(
fα,i

fα

)

, (3.7)

where fα,i is the position-dependent frequency of α at position i and fα is the position-

independent frequency. Provided that the residues at different positions in a signal are inde-

pendent5, a PWM is maximum-likelihood estimator [75]. PWMs however, can only describe

motifs of fixed length.

A model which can capture signals of variable length is the Markov chain model [192].

Under this model the probability P (m) that a motif m = (r1, r2, . . . , rN ) occurs, is defined

as the product of the conditional probabilities P (ri|ri−1):

P (m) = P (r1) · P (r2|r1) · P (r3|r2) . . . P (rN |rN−1), (3.8)

and the P (ri|ri−1) are estimated from a set of motifs that describe the searched signals. Since

the probabilities depend only on the predecessor residues ri−1 this model is called a first order

Markov chain model and if this assumption is valid the model is also a maximum-likelihood

estimator. Note however that the probabilities P (ri|ri−1) are position independent and two

motifs AABA and ABAA that could be distinguished with a PWM, are equally probable under

a first order Markov chain model.

Hidden Markov models (HMMs) [324] address this difficulty, and combine PWMs and

Markov chains by utilizing state-dependent residue probabilities and transition probabilities

5This assumption is usually an oversimplification but PWMs can be easily extended to capture higher order

dependencies as well [445].
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between states. The probability P (m) that a motif m = (r1, r2, . . . , rN ) is observed under

this model is

P (m) = P (r1|s1)P (s2|s1)P (r2|s2)P (s3|s2) . . . P (sN |sN−1)P (rN |sN ) (3.9)

whereas the si are the states of the model. HMMs are described in detail in Section 4.1.2. One

common instantiation of HMMs are Profile-HMMs [94] that are used by pattern databases

such as PROSITE [159] to define and store biologically interesting patterns.

In the context of subcellular localization prediction, PWMs and HMMs have been applied

to predict signal peptides [407, 286, 180] and Yuan et al. [441] utilized Markov chain models.

The disadvantage of theses techniques is that lower order models cannot capture long range

dependencies between residues. The parameters for higher order models however, are difficult

to estimate reliably.

Some predictors rely on machine learning algorithms to model sorting signals and their

inter-residue dependencies [283, 284, 101, 100]. The most common approach utilizes a sliding

window to extract fixed length sequence sections that contain targeting signals. These section

build the positive training set. Usually a second, negative training set is required that is com-

prised of sequence section that does not contain any targeting signals. Since most classifiers

cannot process amino acid sequences directly, sequence sections are typically converted into

numerical feature vectors by encoding the amino acid letters. Frequently an orthonormal

encoding is chosen but other encodings, such as encodings based on sub-alphabets or physic-

ochemical properties, have been used as well [417, 238]. Having a positive and a negative set

of feature vectors, a classifier can be trained in the usual way.

The main problem of the sliding window method is that the window size is fixed and

therefore only signals with small variations in length, can be recognized reliably. Recurrent

neural networks are a machine learning technique that eliminates the constraint of fixed size

input windows, and has been successfully applied for subcellular localization prediction [331,

29]. The disadvantage is that recurrent neural networks are typically time consuming to train.
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3.1.3 Annotation or homology

Annotation or homology based prediction algorithms infer the subcellular localization of a

protein by searching databases for similar proteins with known subcellular localization. To

find similar proteins, three different types of information are usually evaluated:

• Amino acid sequence

• Textual annotation

• Domain annotation

Deriving protein localization from its similarity to another protein (with known localiza-

tion), is centered around the idea of homology. Homologous proteins have a common ancestor

and typically show similar amino acid sequences, functions and localization. Homology based

methods utilize search tools such as BLAST [4] or FASTA [308] to extract homologous pro-

teins and their annotations from a protein database. Provided that the sequence similarity

is sufficiently high and the subcellular localization is annotated, the query sequence can be

localized. However, to predict the subcellular localization from sequence similarity, more than

70% of identical residues are required to achieve an accuracy of 90% [270]. If no homologs

with localization annotation can be found, the subcellular localization cannot be predicted.

To achieve higher coverage an intermediate step can be performed. Textual annotations

for proteins with known subcellular location — preferably experimentally confirmed — are

selected and keywords are extracted. Then a classifier is trained to associate a given set of

a keywords with a specific subcellular localization. To predict the localization of a query

sequence, the protein is matched against a protein database to find homologs. Creating a

keyword list from the annotations of the homologous sequences allows then to predict the

subcellular location, using the trained classifier, even if the localization information is not

explicitly contained in the annotation. Most proteins in the Swiss-Prot database [13] lack an-

notation of subcellular localization and this method increases the coverage significantly [270].

If the subcellular localization of a protein is unknown, but a sufficient amount of tex-

tual annotation is available, localization can be derived from textual information only. For

instance, Stapley et al. [375] exploited Medline6 abstracts to generate lists of keywords asso-

ciated with specific proteins and subcellular localizations. While this technique circumvents

the difficulties related to the the search for homologs, it is not applicable to novel proteins,

where no annotation is available.

Another way to alleviate the difficulties connected with the search for homologous pro-

teins, is to base the similarity between sequences on domain co-occurrences. Domains are

6http://www.ncbi.nlm.nih.gov/entrez/query.fcg
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sections of the amino acid sequence that act as modular units, proteins are composed of [2].

Sequences that share particular domains also often share the same subcellular location [261].

Protein domains are stored in domain databases such as PFAM7 [16, 113], SCOP8 [268, 7]

or SMART [357]. They can be exploited to train a classifier to predict the subcellular lo-

calization of a sequence for a given set of domains. This approach usually achieves a higher

coverage than the search for homologs and is less time consuming.

To summarize, homology and annotation based prediction methods rely on comprehensive

sequence or text databases with localization annotation, to determine the subcellular local-

ization of proteins. For transmembrane proteins this technique is difficult to apply, since data

for transmembrane proteins with experimentally confirmed localization is sparse.

3.1.4 Topology

Topology prediction in transmembrane proteins is predominantly concerned with the de-

tection of membrane spanning regions. And while more advanced methods identify signal

peptides as well, none of them have been utilized for subcellular localization prediction. It

is the main objective of this thesis to examine if topological models can improve localization

prediction. The following basic techniques for transmembrane protein topology prediction

can be distinguished:

• Hydropathy analysis

• Hidden Markov Models

• Consensus methods

Early methods [210, 201, 103, 73, 149] for the detection of transmembrane domains were

driven by the observation that membrane spanning regions are mostly composed of hydropho-

bic amino acids, and therefore significantly more hydrophobic than cytoplasmic or luminal

sections of the sequence. To localize transmembrane segments, a hydropathy plot is gener-

ated. A window slides over the sequence, and the mean hydrophobicity of the window residues

is calculated for each sequence positions. Transmembrane segments can then be derived from

the peaks of the plot (see Figure 3.1).

7http://www.sanger.ac.uk/Software/Pfam/
8http://scop.mrc-lmb.cam.ac.uk/scop/
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Figure 3.1: Hydropathy plot of a transmembrane protein with three transmembrane domains

(shaded).

Typical window sizes range from 17-22 amino acids and most frequently the hydropathy

scale of Kyte-Doolittle [210] is utilized. Improved methods exploit other scales and additional

physicochemical properties, such as amphipathicity [181, 73, 149, 306, 89, 171]. While hy-

dropathy analysis produces reasonable predictions, the results are less accurate than those

of more advanced methods, especially for long proteins [56]. Furthermore, hydropathy plots

cannot reliably distinguish between signal peptides and signal anchors.

Frequently, the topology derived from a hydropathy plot is ambiguous. Depending on

the threshold, predicted membrane segments merge or disintegrate, resulting in a different

topology. To refine predicted segments and to find the globally best arrangement of segments,

some authors have applied dynamic programming [177, 336, 337, 342, 106]. A related approach

utilizes multiple sequence alignments to predict or to refine predicted membrane-spanning

segments [312, 178]. While these improved methods usually achieve higher accuracies than

simple hydropathy plots, the problematic confusion of signal peptides with signal anchors

persists.

From dynamic programming and multiple alignment techniques it is a small step to Hidden

Markov models (HMMs). HMMs are probabilistic state machines, where each state represents

a specific topological region (e.g. helix core, cap region, ...), which is described by its amino

acid distribution. States are linked together by transition probabilities, and the most probable

path of an amino acid sequence through the state graph can be evaluated to predict its
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topology9.

Current HMM based topology predictors are first-order models, with states representing

the helix core, the cap or tail regions and the loop regions of transmembrane proteins [395,

396, 450, 183]. Refined models also differentiate between long and short loops and include

globular domains [373, 207, 184].

However, details in the amino acid composition of transmembrane domains, such as po-

sitional preferences for specific amino acids [393], are currently not modeled in HMMs for

topology prediction. Furthermore, due to the independence assumption between states, stan-

dard HMMs cannot capture the long range dependencies that occur in helix-helix interaction

motifs [363, 230] or the amphiphilic face of transmembrane helices [345, 219], for instance.

Conditional Random Fields (CRFs) are a technique that relaxes the strong independence

assumptions of HMMs and allows the evaluation of long range dependencies between sequences

residues. Currently, there is only one CRF based topology predictor for transmembrane

proteins by Lukov et. al [236] . However, their prediction model evaluates only local features

such as individual amino acids and physicochemical classes of amino acids. The model is

described in detail in Section 6.3.2 on page 178.

Numerous benchmark and review papers [165, 258, 56, 163, 243, 55, 54, 215, 251, 193, 84]

have shown that HMM models are usually superior to methods based on hydropathy analysis

but that the latter achieve surprisingly high accuracies. To improve prediction accuracies fur-

ther, several authors have consequently combined different predictor to determine a consensus

topology [288, 163, 434, 9, 197, 86]. The results are promising and indicate that consensus or

ensemble methods indeed perform better than individual predictors. Other recent approaches

utilize functional domains [24, 217, 436] or sequence profiles [242, 400, 185, 176] to improve

prediction accuracies.

Beside the main stream, techniques such as the Dense Alignment surface method [81],

Wavelets [226, 114, 319], Neural Networks trained on sequence profiles [176] and amino acid

encodings in connection with Support Vector Machines [443, 156] have been applied. However,

none of them seem to perform significantly better than present HMMs or consensus methods.

It is to be noted that current topology predictors are based on the simple protein topology

model described by the protein types I-IV and the strict grammar of alternating orientations of

membrane spanning regions , and with a few exceptions [347, 401, 130], ignore more complex

cases [411], such as proteins with reentrant loops [203, 233], half-TM’s [84], flip-flopping

topologies [36], kinked helices [438] or helices parallel to the membrane [437].

9HMMs are explained in detail in Section 4.1.2.
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3.1.5 Discussion

This section summarizes and discusses the techniques utilized by prediction algorithms for

subcellular localization and transmembrane protein topology. Algorithms for localization

prediction can be differentiated into three technical principles such as based on amino acid

composition, on sorting signals, or on annotation and homology.

Amino acid composition based methods are simple, efficient and robust against sequencing

errors. The disadvantage of these methods is that the order of sequence residues is ignored

or only partially modeled. Longer motifs or position dependent sorting signals are difficult

to detect with composition based methods. Higher order methods, which utilize pairs or k-

mers of amino acids, tend to perform better than methods that exploit the mono amino acid

composition only, but require machine learning algorithms that can handle the resulting high

dimensional and sparse feature vectors. An alternative method to take the sequential order

within a protein sequence into account, is to break the sequence into segments and compute

amino acid compositions for the individual segments. Current predictors however ignore the

topological structure of proteins, and typically split the sequences in sections of equal length.

Signal based methods generally seem to achieve higher prediction accuracies than purely

amino acid composition based methods. A review and evaluation of six different prediction

algorithms by Emanuelsson et. al [102] concluded that ”... the methods looking for the actual

localization motifs are advantageous to those relying solely on amino acid composition.”

Signal based methods range from the search for simple motifs and regular expressions

to the application of HMMs or other machine learning techniques that allow to model very

complex and variable signals. They require however a detailed knowledge of the sorting

machinery to be effective and the variability in the length and composition of some patterns

pose a problem if sliding windows are used. For transmembrane proteins only a limited

number of sorting signals is known, which renders a strictly signal based approach infeasible.

Furthermore, since N-terminal signals are important targeting signals for several compart-

ments10, signal based methods are sensitive to sequencing errors at the 5’-terminus11.

Annotation or homology based methods exploit the textual annotation of protein se-

quences or rely on protein databases. A significant advantage of this approach is that the

prediction results are self-explanatory. Localization is simply inferred from similarly anno-

tated proteins or proteins with a similar amino acid sequence, which makes the deduction

process very transparent. Homology based methods however usually achieve only low cover-

10Probably more than 25% of nuclear encoded proteins of multicellular eukaryotes are targted to membrane-

bound compartments by N-terminal targeting signals [371].
11Methods such as NetStart [282] and SecretomeP [20] have been developed to overcome this disadvantge,

but require more information than the amino acid sequence only.
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age, since the level of sequence similarity required to infer the subcellular localization is much

higher than that required for conservation of structure [6]. Less than 22% of the proteins in

Swiss-Prot [13] can be classified by homology into one of three classes (intra-cellular, extra-

cellular, membrane associated) [97]. Purely annotation based methods on the other hand,

require extensive annotation and novel proteins can therefore not be localized.

Hybrid techniques strive to combine the advantages of different approaches and aggregate

specialized modules to form a prediction system. Since the modules of the system have to

be trained separately and are frequently trained on different data sets with different formats,

the update of such a system can be time consuming. Furthermore, balancing the predictions

of the various modules might be difficult and can impair the robustness of the system.

Early methods for topology prediction of transmembrane proteins relied on hydropathy

analysis to identify the membrane spanning regions. The vast majority of present prediction

algorithms utilize HMMs of similar architecture to model transmembrane proteins. A typical

model consists of sub-models that represent cap, loop and membrane spanning regions, where

the length of regions is modeled by state chains.

Topology predictor are designed to identify membrane spanning regions and have not

been utilized for localization prediction. They consequently ignore the terminal regions of

the protein - apart from signal peptide sequences. The terminal regions however are known

to contain important signals [371] for localization prediction. The hypothesis of this thesis

is that extended topological models similar to those employed in topology predictors, can be

utilized for subcellular localization prediction and achieve higher prediction accuracies than

models that ignore the topology of transmembrane proteins.

3.2 Localization predictors

This section gives an overview of algorithms for subcellular localization prediction in chrono-

logical order with the objective to identify common properties of successful predictors. It

furthermore establishes the lack of localization predictors for transmembrane proteins in eu-

karyotes and therefore provides the motivation for this thesis.

The focus of the overview is on the sequence features exploited and the machine learning

techniques utilized by the various localization predictors. Furthermore, the range of achieved

prediction accuracies, the data sets utilized, and the locations predicted are of interest. While

every attempt was made to extract the relevant information from the literature not all infor-

mation was available in a all cases. The degree of detail in the descriptions of the predictors

varies therefore. Other recent reviews of predictors for subcellular localization can be found

in [102, 351, 91, 119].
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The remainder of the text is organized as follows. Section 3.2.1 describes predictors that

exploit the amino acid composition for localization prediction. Section 3.2.2 describes predic-

tors that rely on specific sorting signals. Section 3.2.3 describes methods based on sequence

annotation or sequence homology and Section 3.2.4 covers hybrid techniques. Section 3.2.5

finally summarizes and discusses the the general picture gained from the overview.

3.2.1 Amino acid composition

Based on Nakashimas study [278], which revealed that the amino acid composition between

intracellular and extracellular proteins differs, Cedano et al. [51] conducted an extended study

and was able to show that extracellular, membrane integral, membrane intracellular and

nuclear proteins can be discriminated. A predictor (ProtLock) was implemented, utilizing the

least Mahalanobis distance algorithm to classify proteins according to these five subcellular

locations. A prediction accuracy of 76% on a test set was reported.

Reinhardt et al. [332] found that the classification based on the Mahalanobis distance did

not yield satisfying results, and employed the Stuttgarter Neuronale Netze Simulator (SNNS)

to construct two multilayer perceptrons as predictors — one for prokaryotes and one for eu-

karyotes. Both networks had one hidden layer with three and four hidden units respectively.

His predictor, named NNPSL, discriminated between three locations (cytoplasm, extracellu-

lar, periplasm) for prokaryotes and four locations (cytoplasm, extracellular, mitochondrial,

nuclear) for eukaryotes and the reported 6-fold cross-validation accuracies were 81% and 66%,

respectively.

In 1998 Chou et al. [64] applied a modification of the least Mahalanobis distance algorithm,

the covariant-discriminant algorithm [174], to predict the prokaryotic locations in Reinhardt’s

dataset [332]. An improved prediction accuracy of 87% based on a jackknife test was reported.

In a comparison with Cedano’s [51] ProtLock predictor, the covariant-discriminant algorithm

achieved better results for several newly constructed data sets [71]. For one of the datasets

with 12 subcellular locations, a jackknife accuracy of around 68% could be reached. All results

were based on the evaluation of the mono amino acid composition only.

The covariant-discriminant algorithm was also utilized to predict the subcellular localiza-

tion of membrane proteins [70]. A dataset derived from Swiss-Prot (release 35) with 2105

membrane proteins from nine locations (chloroplast, ER, Golgi, lysosome, mitochondria, per-

oxisome, plasma membrane, nucleus and vacuole) was extracted. Based on amino acid com-

position only, an overall jackknife accuracy of 65.9% was achieved. When used to distinguish

between the six types of membrane proteins (Type-I, Type-II, Multipass, Lipid-chain, GPI-

anchored) in the dataset, the method reached a jackknife accuracy of 76.4%.

A further improvement was achieved by introducing the pseudo-amino acid composi-
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tion [65], which is an autocorrelation-based approach to take the sequence order into account.

On Reinhardt’s dataset [332] the algorithm achieved a a jackknife accuracy of 73%

SubLoc [157] is a predictor based on amino acid composition but employs a Support

Vector Machine to assign prokaryotic proteins to the cytoplasmic, periplasmic, or extracellular

sites, and eukaryotic proteins to the cytoplasmic, mitochondrial, nuclear, or extracellular

sites. The best jackknife results on Reinhardt’s dataset [332] of 91% for prokaryotes and

79% for eukaryotes were achieved with an RBF kernel. This is a substantial improvement,

compared to the 86% jackknife accuracy Chou [65] reported for the prokaryotic class of this

dataset. A modified version of SubLoc is integrated in PSORT-B v.1.1 to differentiate between

cytoplasmic and non-cytoplasmic proteins.

Feng et al. [109] described a predictor for three prokaryotic locations: cytoplasmic, ex-

tracellular, and periplasmic. In addition to the amino acid composition, and similar to

Chou’s [65] pseudo-amino acid composition, he calculated the coefficients of an autocorre-

lation function based on Hopp and Woods hydrophobicity scale [152]. The classification was

performed with a Bayes discriminant function [228] and resulted in a jackknife accuracy of

over 90% for the prokaryotic subset of Reinhardt’s dataset. In 2002 the same author [110] in-

troduced the Zp curve and exploited the so called Zp parameters in addition to the amino acid

composition to predict the same three prokaryotic locations. However, the performance of

this approach was slightly inferior to the aforementioned algorithm, with a jackknife accuracy

of only 89.6% on Reinhardt’s dataset [332].

Pan et al. [302] applied digital signal processing methods to the problem of subcellular

prediction. He transformed an amino acid sequence into a signal, simply by replacing the

amino acid letters by numerical values according to their alphabetical order. Then five nu-

merical features (means, variance, standard deviation, low- and high-pass Butterworth filters)

were calculated. Vectors containing those five features and the amino acid composition were

given as input to the covariant-discriminant algorithm [71]. An improved jackknife accuracy

of 67.7%, compared to 44.3% for Cedano’s [51] ProtLoc predictor, was observed (on a different

data set).

Pan et. al [301] developed a more advanced version of the above predictor in 2005. Amino

acid sequences were described by their amino acid composition and additional features such

as hydrophobicity profiles and frequency spectrum parameters. By applying the covariance-

discriminant algorithm, based on amino acid composition and 40 extracted features, this

method was able to distinguish between 10 subcellular locations with a jackknife accuracy of

74%. Evaluation of the amino acid composition alone limited the performance to 57.9%.

PLOC [303] is a predictor constructed of 12 support vector machines and uses a jury

decision to discriminate between 12 subcellular locations. The input features are the single
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and the pair amino acid composition and the best result was achieved with an RBF-kernel.

The reported 5-fold cross-validation accuracy for a newly created dataset was 78%, which was

compared to the jackknife accuracy of 75% achived by Cai [48] (However, this was a smaller

dataset). Park examined gapped amino acid pairs as well but the results were inferior to the

ungapped pair composition.

Esub8 [82] is designed to predict subcellular localization for eukaryotic proteins using

Support Vector Machines. The following locations were distinguished: chloroplast, cytoplasm,

extracellular, Golgi, lysosome, mitochondria, nucleus and peroxisome. Based on the amino

acid composition, Esub8 takes the sequence order into account by splitting the sequences in

two halves and generating feature vectors which contain the amino acid composition for the

first and the second part of the proteins. This algorithm, applied to Reinhardt’s dataset [332],

achieved a total jackknife accuracy of 92.9% for the three prokaryotic, and 84.1% for the four

eukaryotic locations.

The CELLO software [440] characterizes proteins by four different amino acid compo-

sitions: single amino acids, amino acid pairs, amino acid triplets over a sub-alphabet and

compositions for sections of the sequence. The system consists of 40 support vector machines

with RBF kernels and predicts locations in Gram-negative bacteria only. A prediction ac-

curacy of 89% over five locations (cytoplasm, inner membrane, periplasm, outer membrane,

extracellular) was reported.

Huang et al. [158] proposed a fuzzy k-nearest neighbor method — which is basically a

weighted k-nearest neighbor algorithm — to distinguish between 11 subcellular locations of

a new dataset. On Reinhardt’s eukaryotic dataset [332] this method reached a jackknife

accuracy of 85%. The algorithm evaluates the frequencies of amino acid pairs to generate

feature vectors for the classifier.

Based solely on amino acid composition, Guo et al. [132] applied probabilistic neural

networks and AdaBoost to predict eight subcellular localizations. He reported a 5-fold cross-

validation accuracy of 92.8% for the prokaryotic and 81.4% for the eukaryotic subset of Rein-

hardt’s dataset [332].

The residue-coupling model [133] encodes sequences by compositions of gapped amino

acids pairs over a spectrum of gap sizes. A support vector machine with an RBF kernel was

applied. Prediction accuracies of 92% for prokaryotes and for 87% eukaryotes on Reinhardt’s

dataset [332] were reported.

Matsuda’s et al. [247] method splits the amino acid sequence into an N-terminal, middle

and C-terminal part. Then the amino acid composition, the pair amino acid composition and

a frequency distribution over distances between amino acids with similar physicochemical

properties (basic, hydrophobic and other) are calculated for the individual parts. He applied
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Support Vector Machines with RBF kernels and reported prediction accuracies similar to

Guo’s [133] approach (91% for prokaryotes, 87% for eukaryotes on Reinhardt’s dataset [332]).

3.2.2 Sorting signals

The SignalP [283, 284] software predicts signal peptides and cleavage sites in Gram-positive

bacteria, Gram-negative bacteria and eukaryotic proteins. It consists of two feed-forward net-

works with one hidden layer of up to four hidden neurons. Each network has a sliding window

to read the orthonormal encoded input sequence. The first network uses an asymmetric input

window and predicts a cleavage score. The second network with a symmetric input window

calculates a signal peptide score for each residue of the sequence. The final prediction for the

cleavage site is the geometric average of both scores. The discrimination between signal pep-

tides and non-signal peptides is based on the mean signal score calculated from position one to

the predicted cleavage site. The 5-fold cross-validated Mathews correlation coefficient (MCC)

over all data sets was 0.88 for Gram-negative bacteria, 0.96 for Gram-positive bacteria and

0.97 for eukaryotes.

SignalP-HMM [286, 282] is a SignalP version that utilizes hidden Markov models (HMM)

instead of neural networks. It was mainly developed to distinguish between signal peptides,

signal anchors and non-secretory proteins. Each sequence type is modeled by a specific

sub-model and the architecture of the sub-models reflect the characteristic properties of the

sequence types. The signal peptide model has states for the n-, h- and c-region, whereas the

signal anchor model only has states for the n- and the h-region. The states of the regions

are partly tied to reduce the number of parameters to estimate. Non-secretory proteins are

represented by a null model. SignalP-HMM performed similarly to SignalP, regarding the

discrimination of signal peptides and non-secretory proteins, but achieved a much higher

5-fold MCC in the classification of signal anchors (SignalP: 0.39, SignalP-HMM: 0.74).

In 2004 Nielsen and colleagues [21] presented an improved version of SignalP by adding

amino acid composition and the position of the sliding windows to the network inputs. Trained

on an extended and error-corrected dataset, a 5-fold cross-validation MCC of 0.97 was reached.

SignalP-HMM trained on the same data set achieved an MCC of 0.95. These are the highest

accuracies reported so far and SignalP is the most frequently used tool for signal peptide

recognition and cleavage site prediction.

ChloroP [101] is a predictor for chloroplast transit peptides and their cleavage sites. It

consists of two one-hidden-layer neural networks arranged in a hierarchical order. The first

network, with two hidden units, uses a sliding window of length 51 to classify each residue of

the sequence as being part of a chloroplast targeting peptide or not. Amino acids of the input

sequence were encoded as orthonormal vectors. The second network has 10 hidden units and
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a sliding input window of size 100. It reads and integrates the output of the first network to

predict the occurrence of N-terminal chloroplast targeting signals. An overall MCC over five

test sets of 0.76 was reported.

An extended and improved version of ChloroP is TargetP which predicts the presence of

signal peptides, chloroplast transit peptides, and mitochondrial targeting peptides for plant

proteins, and the presence of signal peptides and mitochondrial targeting peptides for eukary-

otic proteins [100]. It consists of two layers of neural networks where the first layer contains

a set of parallel neural networks (one for each target class). The networks of the first layer

generate a target prediction for each residue of the sequence and the second layer network

integrates these predictions to calculate an overall prediction for the input sequence. Tar-

getP uses orthonormal encoded amino acids as input features. For two data sets, plant and

non-plant, accuracies of 85.3% and 90.0% respectively were achieved.

Yuan [441] applied Markov chain models to predict four subcellular locations in eukaryotes

and three in prokaryotes. He examined first to eighth order Markov models and achieved the

best performance for fourth order models. A jackknife accuracy of 89.1% for the prokaryotic

and 73.0% for the eukaryotic subset of Reinhardt’s dataset [332] was reached.

PredictNLS [76] searches over 200 nuclear localization signal motifs to predict whether a

protein is localized to the nucleus or not. Starting with an initial set of 91 experimentally

confirmed signals an ”in silico mutatogenesis” approach was performed to increase the number

of discriminating motifs.

PCLR [350] used principal component analysis and stepwise logistic regression to recognize

sequences targeted to the chloroplasts. The logistic regression was based on the first 12 eigen-

vectors, identified through principal component analysis. A query sequence was mapped into

the principal component space to generate prediction results. In comparison with ChloroP the

PCLR method performed slightly worse but allowed a better interpretation of the prediction.

PeroxiP discriminates between peroxisomal and non-peroxisomal proteins [99]. The soft-

ware is hierarchically organized. The first level applies TargetP and TMHMM to filter out

secreted or transmembrane proteins. The second level rejects proteins lacking the C-terminal

PTS1 motif and the third level contains a neural network and a support vector machine which

analyze the 9mer adjacent to the PTS1 motif. The union of the results of both classifiers are

evaluated for the final prediction. In a comparison with PSORT II the PeroxiP predictor was

superior with an MCC of 0.5 compared to an MCC of 0.44 for PSORT.

In 2005 Wakabayashi and colleagues presented a simplified and improved version of Per-

oxiP [414]. The TargetP and TMHMM modules in the first level were replaced by PProwler cite-

Boden2004 (discussed below) and the neural network in the third layer was removed. Fur-

thermore the complete C-terminal 12mer — including the PTS1 motif — was evaluated by a
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support vector machine with a polynomial kernel. The reported 5-fold cross-validation MCC

on a new data set was 0.66.

LipoP [180] is a Hidden Markov model which discriminates between lipoproteins, signal

peptides, cytoplasmic proteins and transmembrane proteins in Gram-negative bacteria. The

structure of the hidden Markov model is essentially a combination of the models introduced

in SignalP and TMHMM [207]. An accuracy of 96.8% for a data set with lipoproteins was

achieved.

NucPred [144] is a predictor for proteins targeted to the nucleus. It is based on the

detection of nuclear localization signals, described by regular expressions. A novelty is the

application of a genetic programming algorithm to construct these regular expressions. A

comparison with PSORT II and PredictNLS showed similar prediction accuracies.

P(rotein) Prowler [29] is a system with an architecture similar to TargetP but instead

of feed forward networks, the first layer of networks is built of bidirectional recurrent neural

networks. The networks in the first layer predict for each orthonormal encoded residue of the

input sequence if it belongs to one of the target classes or not. The integrating feed forward

network of the second layer reads the output data of the recurrent networks in the first layer

and performs the final decision about the sequence localization. On the TargetP data set, a

significant performance increase was observed.

Locfind [330] is another predictor based on a bidirectional recurrent neural network, how-

ever the architecture of the system is simpler than PProwler since only one network is used.

The recurrent network has output units for each of the target classes and the activation is

calculated for every residue of the input sequence. For the final prediction the average over

all target specific output activations is calculated and compared against a threshold. The

resulting 5-fold cross-validation accuracy of 91.3% was slightly higher than the corresponding

accuracy of 90.0% achieved by TargetP.

3.2.3 Annotation or homology

Meta-A(nnotator) [97, 98] was the first approach to predict the subcellular location of a

protein from its annotation or from the annotation of homologous sequences. Meta-A is a

rule based system of 1100 manually generated rules which derives the subcellular location from

annotation keywords in the Swiss-Prot database [13]. No prediction accuracy was reported

but the coverage over all Swiss-Prot entries reached 88%.

In 2002 Mott et al. [261] examined functional domains, stored in the SMART database [357],

as a means for subcellular localization prediction. By defining a distance metric, based on

the probability of domain co-occurrence in eukaryotic proteins, he was able to project the

distance structure between domains to a two-dimensional space using metric scaling. Three
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clusters (nuclear, secreted, cytoplasmic) could be identified. The method, applied to eukary-

otic proteins from Swiss-Prot, achieved an accuracy of 92%.

LOCKey [270] is a homology-based predictor for 10 subcellular localizations. A data set

of proteins with experimentally confirmed locations is used to extract subcellular locations

specific keywords from Swiss-Prot. By merging homologs, and representing proteins as binary

vectors of keyword compositions, a set of trusted vectors is generated. To predict the location

of a given sequence, the sequence is match against the Swiss-Prot database using BLAST [4].

For the homologs found, binary keyword composition vectors are generated and compared

with the set of trusted vectors. The best matching vector of the trusted set is selected and

determines the prediction for the subcellular localization of the query sequence. At 25%

coverage the system reached a 5-fold cross-validation accuracy of 87%.

A similar approach, known as the functional domain composition was introduced by

Chou [67]. A query sequence is matched against the domain database SBASE-A [267] using

BLASTP [4]. Based on the result of the comparison, a binary feature vector is created. Each

of the vector elements states the presence of one of 2005 domains in the protein. A Sup-

port Vector Machine with an RBF kernel is used to evaluate the domain feature vectors. 12

subcellular localizations were predicted and a jackknife accuracy of 66.7% was achieved.

Stapley et al. [375] presented a system that predicts subcellular localizations, exploiting

textual information only and skips the difficult step of finding homologs. Using Medline12

abstracts as a source of keywords, a variant of the inverse document frequency is calculated

to generate feature vectors. Each vector element is a weight which describes the associational

strength of a certain keyword with the protein name. A support vector machine was trained

to predict the subcellular localization of a protein evaluating the corresponding feature vector.

Proteome analyst (PA) [235] utilizes BLAST to match a protein sequence against the

Swiss-Prot database and extracts keywords from homologous sequences. After a feature

reduction step, binary keyword compositions vectors are generated and serve as input to a

Naive Bayes classifier, which predicts the subcellular location of the amino acid sequence. The

system has five separately trained classifiers for animal, plant, fungi, Gram-negative bacteria

and Gram-positive bacteria and distinguishes up to 12 different locations. An accuracy of

86.9% on the PSORT-B (see Page 51) test set was achieved.

PSLT (Protein subcellular localization tool) predicts nine subcellular localization for pro-

teins, based on the presence of InterPro motifs in their amino acid sequence, using a Bayesian

network approach [360]. During training, sequences are scanned for motifs with InterProScan

and dynamic programming is utilized to find the maximal motif set for each compartment.

Applying Bayes’ rule, the probability that a sequence is targeted to a certain organelle given

12http://www.ncbi.nlm.nih.gov/entrez/query.fcgi
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a motif set can be calculated. The required prior probabilities are estimated by evaluating

the annotation for human proteins in Swiss-Prot, LIFEdb and the Human Protein Reference

Database. A 10-fold cross-validation accuracy of 78% with 74% coverage on the Hera human

data set was reported.

LOCSVMPSI [435] is a eukaryotic localization prediction method that exploits evolu-

tionary information for its predictions. The method uses PSI-BLAST and Support Vector

Machines to generate predictions for up to 12 locations.

3.2.4 Hybrids

One of the first hybrid predictors for subcellular localization was PSORT [276]. PSORT was

designed as an expert system with manually constructed rules that exploited sequence features

calculated by numerous other predictors. The method achieved a prediction accuracy of 83%

for four subcellular locations in Gram-negative bacteria.

PSORT II [154] is an improved version of PSORT that applies a k-nearest-neighbor clas-

sifier instead of a rule based system. The input features for the classifier are identified by

an expert [153]. Nakao [277] improved PSORT II further by replacing the k-nearest-neighbor

classifier with a Support Vector Machine, using an RBF kernel and extended the input features

with prediction results for signal peptides from iPSORT (discussed below) [15].

PSORT-B [121] is an updated version of PSORT and predicts the subcellular localization

for five location sites of Gram-negative bacteria. It consists of six sub-modules and combines

their results using a Bayesian network. The SCL-BLAST module performs a BLAST search

against a protein database with location information. The Motifs module exploits a list of

motifs to predict a location. The HMMTOP module is a Hidden Markov Model for the

detection of transmembrane domains. An outer membrane protein motif module recognizes

β-barrel proteins. The SubLocC module contains a SVM trained on overall amino acid

composition and the signal peptide module identifies signal peptide cleavage sites, applying

an HMM. An extended and slightly modified version of PSORT-B for Gram-negative and

Gram-positive bacteria which predicts 11 locations, is PSORTb v.2.0 [120].

iPSORT [15] is a rule extraction system which constructs rules based on on amino acid

indices of the AAIndex database [189, 188] and amino acid sub-alphabets. The Kyte-Doolittle

index [210] to express hydropathity and the isoelectric point index [451] to measure amino acid

charge, proved to be the most useful indices. The system predicts the subcellular localization

for sequences targeted to the chloroplast, the mitochondria or other not further specified

locations. The performance was comparable or slightly inferior to the TargetP [100] predictor.

Drawid and Gerstein [93] developed a probabilistic system exploiting a diverse set of

features, ranging from specific motifs, over all sequence properties such as surface composition
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to whole genome data. The prediction of the subcellular localization of a query sequence was

performed by applying Bayes’ rule. A 7-fold cross-validation test on a data set with five

classes achieved an accuracy of 75%.

MitoProt II [62, 63] predicts mitochondrial localization of sequences by calculating 47 phys-

iochemical parameters of the N-terminal part of the sequence and computing a linear discrim-

inant function. A jackknife accuracy of 94.69% was achieved.

SortPred [118] discriminates the same four categories as TargetP [100]. For each category

a feed forward network and a HMM are used to calculate a score that determines the predicted

subcellular localization. A query sequence is split into a set of N-terminal fragments of growing

length. These N-terminal prefixes are filtered by the neural network, based on the amino acid

composition, to find a set of presequence candidates. The HMM is then applied to find the

highest scoring presequence candidates for each category. The topology of the HMM and

the number of hidden neurons for the neural networks were automatically determined, using

constructive learning algorithms. On the TargetP data set this system achieved an improved

prediction accuracy of 86.4% for the plant dataset and 91.3% for the non-plant dataset.

Nair et al. [269] presented a system based on evolutionary profiles and the amino acid

composition of surface residues. A hierarchical structure of feed forward networks was used.

The first level contains networks for each target, trained on the amino acid composition of

the whole sequence, the N-terminal part and the surface residues. The outputs of the first

level networks are then integrated by a network in the second level. Trained on proteins of

known structure from the PDP protein database, the system reached a 4-fold cross-validation

accuracy of 80%.

Marcotte [240] introduced the application of protein phylogenetic profiles to predict pro-

teins targeted to the mitochondria. A sequence was encoded as a tuple of similarities, describ-

ing the best match between the query protein and its homologs, in a given set of genomes.

This approach is based on the observation that proteins with the same subcellular localiza-

tion often have similar phylogenetic profiles. A linear discrimination function was used to

distinguish between mitochondrial and non-mitochondrial sequence profiles.

LOC3D [273] is a hybrid system composed of four different prediction modules such as

PredictNLS, LOChom, LOCkey and LOC3Dini. PredictNLS [76] is a predictor for nuclear

proteins, based on nuclear localization motifs. LOChom [271] infers the localization through

sequence homology, using BLAST and PSI-BLAST to match a protein against a database of

proteins with known localization. LOCkey [270] exploits keyword entries in Swiss-Prot and

LOC3Dini predicts the subcellular localization from primary, secondary and tertiary structure

information using neural networks. The final prediction of LOC3D is taken from the most

reliable prediction amongst the four individual methods. No overall prediction accuracies
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were reported. An updated version named LOCTarget was presented in 2004 [274].

ESLPred [27] exploits physicochemical features, the amino acid composition, dipeptide

composition and sequence homology, using PSI-BLAST to predict four subcellular locations

of eukaryotic proteins. The resulting feature vector contained 458 elements (400 for dipeptide

composition + 20 for amino acid composition + 30 for physicochemical features + 5 from

PSI-BLAST) and was evaluated by a Support Vector Machine with an RBF-kernel. A 5-fold

cross-validation accuracy of 88% was achieved. PSLPred [26] is version of ESLPred, trained

to predict five subcellular locations in Gram-negative bacteria, and reached a predicition

accuracy of 91.2%.

Predotar [371] was designed to predict the presence of mitochondrial and plastid targeting

peptides in plant sequences, based on the N-terminal region of the sequence. It is constructed

as a three-layer feed forward network with the following inputs: amino acid composition

over positions 2..20, charge for the positions 2..21, hydrophobicity for positions 2..21 and the

amino acid composition over the positions 21..40/60(plastid). For each target class a separate

network was used. Both networks have a logistic activation function, 80 (mito) or 100(plastid)

input neurons, eight hidden neurons and a single output neuron. In comparison to TargetP,

the system showed similar performance for the non-plant data set but was inferior for the

plant data.

The Intimate Sorting Algorithm or ISort by Cai et al. [47, 68] is an algorithm based

on three modules that evaluate gene product, functional domain and pseudo amino acid

composition of a sequence to predict its subcellular location. Each of the modules applies a

simple nearest neighbor classifier to classify a sequence. The first module uses a compressed

version of the GO database, to create a hit vector with 1930 binary elements, by matching

the query proteins against the database entries. The second module [67, 46], follows the same

strategy but matches the protein against the InterPro database and creates binary feature

vectors of length 7785. The last module constructs pseudo-amino acid feature vectors with

57 elements, as described in Chou et al. [66]. A jackknife accuracy of 85.4% and 91.9% for

the plant and non-plant TargetP data set was reported. The same system, lacking the first

module, is also presented in [69].

A novel approach has been realized by Nair et al. [275] with the LOCtree system. The

architecture of the sorting machinery is mimicked by a binary decision tree, where each node

contains a Support Vector Machine that controls the path of a sequence through the tree.

The branches of the tree represent intermediate stages in the sorting process, while the nodes

emulate the decision points in the sorting machinery. The system contains separate decision

trees for non-plant eukaryotes, plants and prokaryotes. In a comparison with TargetP, SubLoc,

NNPSL and PSORT II the LOCtree system achieved higher prediction accuracies with 74%
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for non-plant eukaryotes, 70% for plants, and 84% for prokaryotes.

3.2.5 Discussion

A plethora of algorithms for localization prediction has been developed but a comparison

is surprisingly difficult due to the large variations in application and methodology. The

majority of techniques predict different subcellular localizations for different protein types,

evaluate different performance measures, utilize different data set and apply different methods

for redundancy reduction. In most cases a stringent comparison of two predictors is virtually

impossible.

A few commonalities can be identified however. The most frequently used data set is that

of Reinhardt et al. [332] from 1998 (extracted from Swiss-Prot Release 33.0), with three loca-

tions for prokaryotes (cytoplasm, extracellular, periplasm) and four locations for eukaryotes

(cytoplasm, extracellular, mitochondrial, nuclear). This data set contains soluble proteins

only and is therefore not suitable to train or test localization predictor for transmembrane

proteins. Reinhards’s data set came close to be a generally accepted benchmark data set for

localization prediction but is outdated by now and a successor has not been established yet.

While many predictors distinguish between proteins targeted to the secretory pathway

and other locations, the secretory pathway itself is less well covered. In particular, endosomes

and lysosomes are typically neglected. Furthermore, all predictors are limited to soluble or

prokaryotic proteins with the exception of one method by Chou [70] that was applied to

eukaryotic membrane proteins. However, the data set utilized by Chou was only weakly

redundancy-reduced and contained different types of membrane proteins, which renders it

unsuitable for this study (see 4.2.4 on page 79). It is to be noted that redundancy reduction

is frequently neglected, despite the fact that its importance for reliable performance estimation

is well known [439, 270].

The most frequently utilized methods to estimate prediction performance are 5-fold and

10-fold cross-validation and the jackknife test. The most frequent measures for prediction

performance are accuracy and Matthews Correlation Coefficient. Typical prediction accu-

racies are around 80% for eukaryotic and 90% for prokaryotic proteins. However, the fact

that accuracy is only a suitable performance measure for balanced data sets is sometimes

overlooked.

The dominant machine learning techniques applied are Neural Networks and Support

Vector Machines, and older techniques often utilize linear classifiers. The architecture of the

Neural Networks varied greatly and no outstanding architecture could be identified. For the

Support Vector Machines however, the RBF kernel is clearly the most frequently employed

kernel.
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The sequence features most often exploited for localization prediction are, signal peptides,

the amino acid composition and physicochemical properties related to hydrophobicity and

charge. No particular amino acid encoding emerges as superior, and the neutral, orthonormal

encoding seems to perform well in practice.

To conclude: A comparison of predictors is very difficult due to considerable differences in

methodology and application. Consequently, an identification of the most promising approach

for localization prediction of transmembrane proteins is not possible, in particular since none

of the present predictors is specifically designed for transmembrane proteins or exploits a

topological model for localization prediction. Furthermore, none of the utilized data sets is

suitable for this study due to the lack of transmembrane proteins.

55



3.2. LOCALIZATION PREDICTORS CHAPTER 3. TECHNICAL BACKGROUND

56



Chapter 4

Methods

If you don’t know what you are doing,

you certainly can’t do what you want to do.

Moshe Feldenkrais

This chapter describes the methodology employed to test the main hypothesis of this thesis

and to address the associated questions. In the following first the general approach is outlined,

before in Section 4.1 the algorithmic details of the utilized machine learning techniques are

provided. In Section 4.2 the training and test data sets are introduced.

Current predictors for protein localization neglect the characteristic topological structure

of transmembrane proteins, with their membrane spanning, cap and loop regions. It can be

speculated that higher prediction accuracies can be achieved when protein topology is taken

into account.

To test this hypothesis, topological models of transmembrane proteins are constructed

that differentiate between sequence regions with specific topological functions. For instance,

instead of deriving the localization of a protein from its overall di-peptide composition, the

di-peptide compositions of the topological regions are calculated separately. Comparing the

predictive power of non-topological and topological models allows to decide if the main hy-

pothesis is to be rejected or to be accepted.

To ensure the best possible performance, the models are trained and evaluated on data

sets with highly reliable annotation. An independent, hold-out data set is utilized to compute

an unbiased estimation of the prediction accuracies of the different models.

Associated with the main hypotheses are three questions. The first question is, how to

model topological regions? Representing the content of a region by its amino acid composition

is only one of various possibilities. To perform a reliable test of the main hypotheses, a

reasonable set of alternative representations for the contents of topological regions needs to
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be studied. To this purpose a data analysis is performed that measures the predictive power

of different region representations (see Chapter 5). More specifically, the predictive power of

amino acids, di-peptides, k-mers and different physicochemical scales is determined.

The second question associated with the main hypothesis is concerned with the specific

relationship between topological regions and protein localization. For instance, the contents

of some regions might be strongly correlated with specific localization of the protein, while

other regions might display no predictive power at all. These dependencies need to be taken

into account, when constructing a topological protein model.

To answer the second question, the predictive power of different topological regions and

combinations is determined (see Chapter 5 and Sections 6.1.4 and 6.1.6). The regions analyzed

include the signal peptide, the terminal, the cap and the membrane spanning regions.

To address the third question related to the main hypothesis, three different machine

learning techniques were examined for their suitability for protein modeling and localization

prediction: Support Vector Machines (SVMs), Hidden Markov Models (HMMs) and Condi-

tional Random Fields (CRFs). These techniques will be described in the following section.

4.1 Machine learning techniques

This section introduces and motivates the selection of machine learning techniques, utilized

in this thesis for protein modeling and localization prediction. The algorithmic details of the

following three algorithms will be described:

• Support Vector Machines (SVMs)

• Hidden Markov Models (HMMs)

• Conditional Random Fields (CRFs)

Support Vector Machines are state-of-the-art machine learning techniques that have shown

excellent performance in a broad field of applications [262, 356]. Hidden Markov Models [324]

are the traditional approach to model sequential data and are widely used in bioinformat-

ics [94]. Conditional Random Fields [212] are a more recent development that overcome

certain limitations of Hidden Markov Models [249]. They gained increasing interest lately,

due to improved training algorithms [415, 387, 90] and successful applications particularly in

text processing [365, 310, 364], bioinformatics [349, 229, 83] and computer vision [143, 209].

The remainder of the text is organzed as follows. Section 4.1.1 describes Support Vector

Machines, Section 4.1.2 depicts Hidden Markov Models and Section 4.1.3 introduces Con-

ditional Random Fields. Section 4.1.4 discusses and compares the properties of the three

techniques.
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4.1.1 Support Vector Machines

Support Vector Machines (SVMs) have become increasingly popular within the last 10 years,

primarily due to three reasons. First, training of an SVM is performed by solving an unimodal,

quadratic optimization problem, for which efficient algorithms have been developed. Second,

SVMs utilize a max-margin approach to determine the classification boundary that effectively

impedes over-fitting and enables the processing of high-dimensional, sparse data. And third,

as kernel methods, they are applicable to almost arbitrary data structures, as long as a

suitable kernel function can be defined. The following description of SVMs is largely based

on introductory texts and text books by Müller et al. [262], Cristianini et al. [80], Shawe-

Taylor et al. [366] and Schölkopf et al. [354, 355].

Let D = {(xi, yi)}N
i=1 be a data set with input vectors xi ∈ ℜd and class labels yi ∈

{−1,+1}. SVMs search for a hyperplane wT x + b = 0, with x,w ∈ ℜd, b ∈ ℜ that separates

the data points of the two classes (yi = −1; yi = +1) and maximizes the margin ρ between

the classes (see Figure 4.1).

Figure 4.1: Diagram of a two dimensional (d = 2) example data set with a separating hyper-

plane and its corresponding margin (shaded area). w is the normal vector of the hyperplane,

b its offset, and ρ is the width of the margin. Data points on the margin boundaries are called

support vectors .

The margin ρ is the minimal distance between the hyperplane, separating the two classes,

and the closest data points (Support Vectors) to the hyperplane. Provided that the data set is

linearly separable, there exists a weight vector w and an offset b with yi ·(wT xi+b) > 0 for ∀i.
Rescaling w and b, such that yi · (wT xi + b) = 1 for the data points closest to the hyperplane,
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leads to the so called canonical form:

yi · (wT xi + b) ≥ 1 for ∀i. (4.1)

Under the canonical form the margin becomes ρ = 1
‖w‖ . To maximize the margin the following

quadratic and constraint minimization problem O(w) is solved:

min
w,b

O(w) =
1

2
wT w

subject to yi · (wT xi + b) ≥ 1 for ∀i
(4.2)

In most practical applications, the classes are overlapping and cannot be separated perfectly.

To take this overlap into account, the condition of a hard margin, with yi · (wT xi + b) ≥ 1,

is relaxed to a soft margin:

yi · (wT xi + b) ≥ 1 − ξi for ∀i, (4.3)

with slack variables ξi ≥ 0. The primal problem to minimize then becomes

min
w,b,ξ

O(w, ξ) =
1

2
wT w + C

N∑

i=1

ξi

subject to







yi(w
T xi + b) ≥ 1 − ξi

ξi ≥ 0 for ∀i,

(4.4)

with C > 0 as penalty parameter that regulates the trade-off between margin maximization

and misclassification error. In this form, the constrained optimization problem is difficult to

solve in practice, and is therefore transformed into its more tractable dual form by introducing

Lagrange multipliers αi and constructing a Lagrangian L(α) as follows:

max
α

L(α) =
N∑

i=1

αi −
1

2

N∑

i,j=1

αiαj yiyj xi
T xj

subject to







∑N
i=1 αiyi = 0

0 ≤ αi ≤ C for ∀i.

(4.5)

The box constraints 0 ≤ αi ≤ C result from the introduction of the slack variables ξi in

the primal form (See equation 4.4). Maximizing L(α) requires the solution of a constrained,

quadratic problem. While there are numerous algorithms for Quadratic programming (QP),

most of them are only suitable for small or sparse problems [262]. Consequently, optimiza-

tion methods specifically for SVMs have been developed [316, 190, 105, 59, 60]. Popular
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implementations such as LibSVM [53] and WEKA [428] utilize Platt’s Sequential Minimal

Optimization (SMO) [316] with improvements by Keerthi [190].

From the dual form the following linear decision function f(x) to classify input samples

x can be derived:

f(x) = sgn

(
N∑

i=1

αiyi xi
T x + b

)

, (4.6)

with αi are the optimal Lagrange multipliers computed by maximizing L(α). Note that only

samples xi with αi > 0 contribute to the classification. These data points are called support

vectors since they support the margin boundaries. All other samples have no influence on

the classification of a sample and can be ignored.

To solve classification problems, where no satisfactory separation between classes can be

achieved with a linear classification boundary in input space, data points can be mapped into

a non-linear or higher dimensional feature space, where the classes are better separable (see

Figure 4.2).

Figure 4.2: Example for a mapping from input space to feature space. The two classes in

the input space are not linearly separable. After mapping into a higher-dimensional feature

space, a separating hyperplane can be found.

Since all operations on samples x within the SVM involve only dot products xT
i xj , the

mapping Φ : x 7→ ϕ(x) can be performed elegantly by replacing the dot products with a

kernel function k(xi,xj) that calculates the dot product of the mapped samples:

k(xi,xj) = ϕ(xi)
Tϕ(xj). (4.7)

The kernelized decision function f(x) becomes then:

f(x) = sgn

(
N∑

i=1

αiyi k(xi,xj) + b

)

. (4.8)
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The primary advantage of this so called kernel trick is however that many non-linear kernel

functions can be computed much more efficiently than by the naive dot product ϕ(xi)
Tϕ(xj).

For instance, some frequently used kernels are the polynomial kernel

k(xi,xj) = (1 + xT
i xj)

p, (4.9)

where p is the polynomial order of the kernel, and the Gaussian kernel (or RBF kernel)

k(xi,xj) = e
−

‖xi−xj‖
2

2σ2 , (4.10)

where σ determines the width of the Gaussian.

The kernel abstraction enables the SVM to operate on almost arbitrary data structures

— not just vectorial data of fixed length — as long as the kernel is positive definite [355]. Of

particular interest for biological sequences are a set of recently developed kernels, specifically

designed for string or sequence data [220, 221, 222, 343].

In their simplest form, SVMs are binary classifiers. Multi-class problems are solved by

dividing the problem into multiple binary classification problems that are arranged in a one-

versus-one or one-versus-rest scheme [421, 79, 155]. Another useful extension of the basic

SVM algorithm are estimators for classification probabilities. See Hastie et al. [141], Hsu et

al. [155], and Wu et al. [433] for details.

4.1.2 Hidden Markov Models

Developed in 1966 by Baum and colleagues [17], Hidden Markov Models (HMMs) are di-

rected probabilistic graphical models. They are are composed of states and state transitions,

where each state has a probability function assigned and interconnections between states are

described by transition probabilities (see Figure 4.3).

Figure 4.3: State diagram of a fully interconnected (ergodic) hidden Markov model, with

states Si, emission probabilities bi and transition probabilities aij .
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HMMs are an extension of Markov chains, where the state sequence, the model evaluates,

is not directly observable (hidden) — hence the name. The material presented in this section,

is primarily based on the introductory texts by Rabiner [324], Krogh et al. [206, 205] and

Durbin et al. [94].

Let {S1, S2, . . . , SN} be a set of states with transition probabilities aij . In the discrete case

each state emits symbols vk from a finite set of symbols V = {v1, v2, . . . , vM}, according to

emission probabilities bj(vk). The state transition probability distribution A = {aij} defines

the probabilities that the model changes to state Sj , given that it was in state Si,

aij = P (qt+1 = Sj | qt = Si), 1 ≤ i, j ≤ N, (4.11)

where qt describes the state the model occupies at time step t. The symbol emission proba-

bilities B = {bj(vk)}, are the probabilities that the symbol vk is observed (or emitted) when

the model is in state Sj , with

bj(vk) = P (ot = vk | qt = Sj), 1 ≤ j ≤ N, 1 ≤ k ≤M, (4.12)

and ot is the observed symbol at time step t. The initial state probability distribution π = {πi}
specifies the probabilities of the model to start in state Si at time step t = 1:

πi = P (q1 = Si), 1 ≤ i ≤ N. (4.13)

The structure and parameters of an HMM are fully defined by its transition probability

distribution A, observation probability distribution B and the initial state distribution π.

An often used, compact notion for an HMM is therefore

λ = (A,B,π). (4.14)

HMMs are generative models. By traversing the state graph according to its transition prob-

abilities, and producing symbols following the emission probabilities, an artificial observation

sequence can be generated. Furthermore, for a given observation sequence, the most likely

path through the graph can be determined, and the probability that the observation se-

quence was generated by the model can be calculated. This leads to the three fundamental

questions [324] that arise in the context of HMMs:

• Evaluation:

Given an observation sequence O = (o1, o2, . . . , oT ) and a model λ = (A,B,π), how to

efficiently compute the probability P (O|λ) that sequence O is observed under model λ.

• Training:

Given O = (o1, o2, . . . , oT ), how to estimate the parameters of model λ = (A,B,π), so

that P (O|λ) is maximized.
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• Decoding:

Given O = (o1, o2, . . . , oT ) and model λ = (A,B,π), how to determine the optimal

state sequence Q = (q1, q2, . . . , qT ).

The first problem (Evaluation) asks for the probability that an observation sequence O =

(o1, o2, . . . , oT ) is observed under model λ, which can be calculated as

P (O|λ) =
∑

Q

P (O|Q,λ)P (Q|λ), (4.15)

where Q = (q1, q2, . . . , qT ) describes the states the model passes through, while evaluating

the observation sequence. A naive implementation would be of order O(2T · NT ), with N

is the number of states. However, a much more efficient algorithm exits, called the forward

algorithm, which is only of order O(N2T ).

The forward algorithm starts by defining forward variables αt(i) = P (o1, o2, . . . , ot, qt =

Si|λ) that represent the probability of a partial observation sequence o1, o2, . . . , ot and state Si

at time t, given model λ. The forward algorithm calculates the forward variables recursively

(see Figure 4.4):

α1(i) = πi bi(o1) (4.16)

αt+1(j) =

(
N∑

i=1

αt(i) aij

)

bj(ot+1) (4.17)

P (O|λ) =
N∑

i=1

αT (i) (4.18)

with 1 ≤ i ≤ N and t = 1, . . . , T − 1, and the last step of the algorithm produces the sought

P (O|λ).

Figure 4.4: Example of the lattice (trellis) structure of the forward and backward algorithm

in HMMs.
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In a similar way (see Figure 4.4), backward variables βt(i) = P (ot+1, ot+2, . . . , oT |qt = i, λ)

can be defined and calculated recursively, using the backward algorithm:

βT (i) = 1 (4.19)

βt(i) =
N∑

j=1

aij bj(ot+1) βt+1(j) (4.20)

P (O|λ) =
N∑

i=1

β1(i)bi(o1)πi (4.21)

with 1 ≤ i ≤ N and t = T − 1, . . . , 1.

The forward and backward variables together, provide the means to estimate model param-

eters (Training) that maximize P (O|λ) for a given observation sequence O = (o1, o2, . . . , oT ).

Two intermediate variables are usually used. ξt(i, j) is the probability of being in state Si at

time t and in state Sj at time t+ 1:

ξt(i, j) =
αt(i) aij bj(ot+1) βt+1(j)

∑N
i=1

∑N
j=1 αt(i) aij bj(ot+1) βt+1(j)

, (4.22)

and γt(i) is the probability of being in state Si at time t:

γt(i) =

N∑

j=1

ξt(i, j). (4.23)

Following the Baum-Welch [17] update rule, a new model λ̄ = (Ā, B̄, π̄) can be then esti-

mated, with

π̄i = γ1(i) (4.24)

āij =

∑T−1
t=1 ξt(i, j)
∑T−1

t=1 γt(i)
(4.25)

b̄j(vk) =

∑T
t=1,ot=vk

γt(j)
∑T

t=1 γt(j)
. (4.26)

Training of HMMs, utilizing the Baum-Welch method, is an iterative process that is

repeated until no further increase of P (O|λ) can be observed. The Baum-Welch algorithm

is an instantiation of the standard Expectation Maximization (EM) algorithm and provably

converges to a local minimum of the parameter space [324]. Note that the algorithm is

unsupervised and does not require observation sequences with known state paths (unlabeled

data). If the training data are labeled (= state path is known), the model parameters can be

directly estimated from frequency counts of observed symbols and state transitions [94].

To label an observation sequence the optimal, corresponding state path has to be deter-

mined (Decoding). Optimality can be defined in various ways. Most frequently the state path
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that maximizes P (Q|O, λ), is searched. The Viterbi algorithm [403, 117] calculates this path.

The probability δt(i) of a partial path ending in state Si is defined as

δt(i) = max
q1,q2,...,qt−1

P (q1, q2, . . . , qt = Si, o1, o2, . . . , ot|λ), (4.27)

and can be calculated in a similar manner to the forward algorithm, but with maximization

instead of summation operations:

δ1(i) = πi bi(o1) (4.28)

ψ1(i) = 0 (4.29)

δt+1(j) = max
1≤i≤N

[δt(i) aij ] bj(ot+1) (4.30)

ψt+1(j) = argmax
1≤i≤N

[δt(i) aij ] (4.31)

with 1 ≤ i ≤ N and t = 1, . . . , T − 1. The actual state path q̄t is derived via backtracking:

q̄T = argmax
1≤i≤N

[δT (i)] (4.32)

q̄t = ψt+1(q̄t+1), t = T − 1, T − 2, . . . , 1. (4.33)

Within the context of biological sequence data, observation sequences O become amino

acid sequences and single observations ot are amino acid symbols. States Si represent specific

regions of an amino acid sequence, e.g. transmembrane domains, and a state path Q for a

protein sequence corresponds to a labeling of the sequence residues. Emission probabilities

bi describe preferences for amino acids for a specific region and transition probabilities aij

influence the length of regions and how they are linked together.

For a first order HMM, V becomes the amino acid alphabet. Higher order HMMs are

readily created by redefining V as an alphabet over pairs (second order) or n-tuples (n-th

order) of amino acids.

4.1.3 Conditional Random Fields

This section describes Conditional Random Fields (CRFs) [212]. The material presented,

is primarily based on the original paper by Lafferty et al. [212] and introductory papers by

Wallach [416], Gupta [135], Sha et. al [365] and Sutton et al. [379].

CRFs are probabilistic models for labeling structured data, similar to Hidden Markov

models. However, CRFs are undirected graphical models that compute the conditional prob-

ability p(y|x) of a label sequence y, given an observation sequence x. In contrast, HMMs are

directed graphical models which calculate the joint probability p(y,x). CRFs do not assume

independence in x and therefore allow much richer features than accessible to HMMs.
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While the graphical model behind a CRF can be very general, the most common structure

is the linear chain, for which efficient inference and training algorithms exist. Since the chain

model is also appropriate to model amino acid sequences, the following description will focus

on linear chain CRFs.

Let D =
{
(x(i),y(i))

}N

i=1
be a data set of labeled observation sequences with observation

sequences x = (x1, x2, . . . , xT ) and label sequences y = (y1, y2, . . . , yT ). The conditional

probability p(y|x) for a chain CRF is then defined as the normalized product of strictly

positive potential functions Ψ(yt−1, yt,x, t):

p(y|x) =
1

Z(x)

T∏

t=1

Ψ(yt−1, yt,x, t), (4.34)

with Z(x) is a normalization factor that ensures that the product of potential functions

becomes a valid probability distribution.

Due to the chain structure of the model, the potential functions Ψ(yt−1, yt,x, t) are re-

stricted to adjacent labels yt−1 and yt but have access to the entire observation sequence x.

Potential functions are defined as an exponential family over a fixed set of K weighted feature

functions fk:

Ψ(yt−1, yt,x, t) = exp

(
K∑

k=1

λkfk(yt−1, yt,x, t)

)

, (4.35)

with λk is the weight of the k-th feature function. Any feature function is either a state

function sk( · , yt,x, t) that depends on the current label yt only, or a transition function

tk(yt−1, yt,x, t) that describes a transition between two adjacent labels yt−1 and yt.

Feature functions associate a label or a transition between two labels to particular prop-

erties of the observation sequence. For instance, to label the cleavage site of a signal peptide

the following state function could be specified:

sk( · , yt,x, t) =







1 if yt = ’cleavage site’ ∧ xt and xt−3 are small amino acids

0 otherwise
(4.36)

where ’cleavage site’ is a label and xt is the amino acid at sequence position t. Feature func-

tions are real-valued and can exploit any property of the entire observation sequence x. The

importance of a feature function fk depends on its associated weight λk. The weights are the

parameters of the CRF that are optimized during the training phase. Let λ = (λ1, λ2, . . . , λK)

be a vector that contains all weights of the CRF, then a λ vector is searched that maximizes

the conditional log likelihood log p(y(i)|x(i)) over all labeled training sequences:

argmax
λ

L(λ) =
N∑

i=1

log p(y(i)|x(i)) (4.37)
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The conditional log likelihood L(λ) can be directly derived from equations 4.34 and 4.35:

L(λ) =

N∑

i=1

T∑

t=1

log Ψ(yt−1, yt,x
(i), t) −

N∑

i=1

logZ(x(i)) (4.38)

=
N∑

i=1

T∑

t=1

K∑

k=1

λkfk(y
(i)
t−1, y

(i)
t ,x(i), t) −

N∑

i=1

logZ(x(i)). (4.39)

To avoid over-fitting, a regularizer term in the form of a Gaussian prior is added. It

penalizes large weight vectors λ, depending on a penalty factor σ. The regularized conditional

log likelihood L̂(λ) then becomes:

L̂(λ) =
N∑

i=1

T∑

t=1

K∑

k=1

λkfk(y
(i)
t−1, y

(i)
t ,x(i), t)

︸ ︷︷ ︸

Potentials

−
N∑

i=1

logZ(x(i))

︸ ︷︷ ︸

Normalization

−
K∑

k=1

λ2
k

2σ2

︸ ︷︷ ︸

Regularizer

. (4.40)

In general, L̂(λ) cannot be solved in closed form, but the function is convex1, and numer-

ical optimization methods can be applied efficiently. Most of them require the computation

of the first derivatives ∇λL̂(λ):

∇λL̂(λ) =
N∑

i=1

T∑

t=1

fk(y
(i)
t−1, y

(i)
t ,x(i), t) −

N∑

i=1

T∑

t=1

∑

y,y′

fk(y
(i)
t−1, y

(i)
t ,x(i), t)p(y, y′|x(i)) − λk

σ2

(4.41)

The difficult part here is the computation of p(y, y′|x(i)). In case of a linear chain CRF

a modified version of the forward-backward procedure in HMMs can be employed (see Fig-

ure 4.5):

p(yt−1, yt|x) =
αt−1(yt−1)Ψ(yt−1, yt,x, t)βt(yt)

Z(x)
. (4.42)

The forward variables αt(j) are calculated in the usual recursive manner

α0(j) =







1 for j = start

0 otherwise
(4.43)

αt(j) =
∑

i∈S

Ψ(i, j,x, t)αt−1(i), (4.44)

with 1 ≤ i ≤ N , t = 1, . . . , T − 1, and start is the start symbol. The backward variables βt(i)

1This follows from the convexity of functions of the form f(x) = log
∑

i
exp(xi) [379].
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are calculated similarly:

βT+1(i) =







1 for i = end

0 otherwise
(4.45)

βt(i) =
∑

j∈S

Ψ(i, j,x, t+ 1)βt+1(j), (4.46)

with 1 ≤ i ≤ N , t = 1, . . . , T − 1, and end is the end symbol. Start and end symbols are

artificial symbols that mark the beginning and ending of a sequence and its labeling.

Figure 4.5: Example of the lattice (trellis) structure of the forward and backward algorithm

in CRFs.

The last step of the forward or backward procedure also generates the required normal-

ization factor Z(x):

Z(x) =
N∑

i=1

αT (i) =
N∑

i=1

β1(i). (4.47)

To find the most likely labeling of a sequence x, the Viterbi algorithm can be employed:

δ1(i) = [[i == start]] (4.48)

ψ1(i) = 0 (4.49)

δt+1(j) = max
1≤i≤N

δt(i) Ψ(i, j,x, t+ 1) (4.50)

ψt+1(j) = argmax
1≤i≤N

δt(i) Ψ(i, j,x, t+ 1) (4.51)

with 1 ≤ i ≤ N , t = 1, . . . , T − 1, and [[·]] is an indicator function that returns one if

its argument is true and zero otherwise. The labeling y for a sequence x is derived via
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backtracking:

yT = argmax
1≤i≤N

[δT (i)] (4.52)

yt = ψt+1(yt+1), t = T − 1, T − 2, . . . , 1. (4.53)

Early versions of CRFs applied Iterative Scaling [212], and later Conjugated Gradi-

ents [365], to optimize the log likelihood function. Current implementations utilize the limited

memory Broyden-Fletcher-Goldfarb-Shanno (BFGS) method [229], a quasi-Newton method

that has been shown to converge significantly faster than first order methods [239, 415, 365].

4.1.4 Discussion

This section discusses the three machine learning techniques employed in this thesis. In

the first part of the section the choice of techniques is justified. In the second part the

characteristic properties of the three techniques are compared.

SVMs are a popular and commonly used classification method and have been success-

fully applied to numerous problems in bioinformatics. The technique was chosen for this

thesis, since SVMs are the most frequently utilized method for localization prediction (see

Section 3.2), and therefore serve as a baseline the other techniques evaluated in this thesis

can be compared against. Furthermore, novel kernel functions specifically for sequential and

protein data have been developed recently [220, 221, 222, 343].

HMMs are specifically designed to model sequential data and therefore are a natural choice

to model protein sequences. This is supported by the fact that HMMs are the predominant

technique utilized to model the topology of transmembrane proteins (see Section 3.1.4). Since

this thesis studies topological models of transmembrane proteins and their performance for

localization prediction, HMMs were selected as an alternative technique to SVMs.

CRFs are a novel technique and improvement of HMMs that have been successfully ap-

plied to biological problems related to the questions studied in this thesis, such as prediction

of protein-protein interaction sites [225], protein fold recognition [229], and transmembrane

domain prediction [236]. Furthermore, CRFs combine certain properties of HMMs and SVMs,

and are therefore an interesting target to study, particularly in direct comparison to HMMs

and SVMs. Consequently, CRFs were chosen as the third machine learning technique in this

thesis.

In the following the properties of the three machine learning are compared in general

terms. Note that vanilla implementations of the algorithms are assumed. The following

aspects are discussed and summarized in Table 4.1:

• Deterministic versus probabilistic
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• Generative versus discriminative

• Parameter estimation

• Feature space

• Transparency

• Related methods

SVMs are deterministic classifiers that optimize a max-margin criteria to determine a class

separating hyperplane. The basic algorithm does not provide class probabilities but exten-

sions, such as pairwise couping [433], can be used to estimate class probabilities. HMMs and

CRFs on the other hand, are probabilistic graphical models that natively provide probabilities

of labels and sequences. Note that SVMs classify an input sample as a unit, while HMMs

and CRFs label the elements of an input sequence.

HMMs are generative models — ”generative” since HMMs are able to generate artificial

observation sequences according to the modeled probability distribution. SVMs and CRFs

are discriminative classifiers that lack this capability. HMMs maximize the joint distribution

P (y,x) = P (y|x)p(x), while CRFs maximize the conditional probability P (y|x). Provided

that p(x) is an accurate model of the true distribution p̂(x), HMMs generate models superior

to CRFs. In practice however, p(x) typically assumes independence of the elements of x to

keep inference tractable. Independence in x is frequently an oversimplification and CRFs

achieve higher prediction accuracies in these cases since they are not ”misguided” by a poor

approximation of p̂(x).

While SVMs, supervised HMMs, and CRFs optimize different criteria during training, the

underlying objective function is convex for all three methods. Any optimum is therefore a

global optimum and local optima (a common problem in Artificial Neural Networks (ANN))

do not exist.

For supervised training of HMMs, the model parameters can be estimated in closed form,

while for unsupervised training the Baum-Welch algorithm is employed. The latter is an

instantiation of Expectation Maximization (EM), which provably converges, but only to a

local minimum. Unsupervised training of HMMs requires therefore a good initialization of

the model parameters.

In general, none of the objectives of SVMs or CRFs can be solved in closed form and

numerical optimization methods are employed. The objective function for SVMs is quadratic

but involves linear constraints, and particular implementations of Quadratic Programming

algorithms are utilized to solve it.
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The objective for CRFs is unconstrained but not of quadratic form. Different non-linear

optimization techniques have been used, namely Iterative Scaling [212], Conjugated Gra-

dients [365] and limited memory BFGS algorithms [229]. The latter have shown superior

performance [415] and are currently favored.

Concerning the risk of over-fitting, HMMs are unregularized while SVMs and CRFs are

regularized. The max-margin approach gives SVMs robustness in case of high dimensional and

sparse data. CRFs on the other hand, use a regularizer that penalizes large model parameters

(λ weights).

Classification in SVMs is simple and fast. For linear SVMs it is based on the decision

on which side of the hyperplane wT x + b = 0 an input sample lies. In the case of multiple

classes or nonlinear kernels, classification is computationally more demanding but still fast

in comparison to HMMs and CRFs. The latter two employ Dynamic Programming (Viterbi

algorithm) to determine the most likely labeling for an input sequence. This process is of

order O(N2T ), with N is the number of labels and T is the length of the sequence. Note

that Dynamic Programming is only applicable for linear chain or tree CRFs. Other CRF

architectures usually require approximative techniques for inference [380].

SVMs are a very attractive choice for many tasks. Only a kernel function that measures

the similarity between samples is needed to make the method applicable. And while standard

kernels, such as the polynomial or the Gaussian kernel, are sufficient in many cases, problem

specific kernels can be developed. As long as the kernel function is positive definite, any

feature of the input samples can be exploited. HMMs are much more limited in this respect.

To retain inference tractable, strong independence assumptions on the observations are made.

As a result only local features are permitted. On the other hand, HMMs allow to directly

and easily model sequential data which is more difficult with SVMs. CRFs, as discriminative

models, overcome the limitations of HMMs and allow rich feature functions that can capture

long range dependencies. CRFs combine the greater freedom in the choice of input features

of SVMs with the capability of HMMs to natively model sequential data.

Feature functions in CRFs are defined in a very intuitive manner and their importance

is readily assessed by the corresponding λ weights. This makes CRFs highly transparent

methods that provide valuable insights into the labeling process. Also the emission and

transition probabilities of HMMs are easy to interpret. SVMs are a bit more opaque in this

respect. While the kernel matrix and the set of Support Vectors certainly provide some

information, they are typically less revealing or at least more difficult to interpret than HMM

or CRF models.

SVMs, HMMs, and CRF are related in various way. CRFs can emulate HMMs simply

by choosing λ weights that represent the emission and transition probabilities of HMMs.
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Property SVM HMM CRF

Probabilistic model no yes yes

Generative model no yes no

Sequence labeling no yes yes

Global features yes no yes

Structured inputs yes no yes

Objective function convex convex convex

Training time medium low high

Over-fitting risk low high medium

Transparency medium high high

Table 4.1: Comparison of SVMs, HMMs and CRFs. Assumed are vanilla implementations of

the algorithms and supervised training for the HMM.

A further development of HMMs, and a precursor to CRFs, are Maximum Entropy Markov

Models (MEMMs) [249]. MEMMs are directed but discriminative graphical models that relax

the independence assumptions imposed by HMMs, but suffer from the Label-Bias problem

that CRFs overcome [212].

Recent approaches strive to unify graphical models and Kernel methods. One of the first

was the Fisher-Kernel [167, 166] that wraps a Kernel around a generative model. In 2003

Altun et al. [5] developed Hidden Markov Support Vector Machines that use discriminative

training and the max-margin approach to estimate HMM parameters. Similarly, Taskar et

al. [387, 211] modified the objective function in CRFs and optimized a max-margin objective

instead of the classical conditional log-likelihood. Tsochantaridis et al. [392] generalized multi-

class SVMs to learn structured data and Lafferty et al. [213] introduced Kernel Conditional

Random Fields that utilize kernels on labeled graphs.

4.2 Data sets

This section introduces the data sets, utilized to develop and evaluate predictors for the

subcellular localization of transmembrane proteins and the components of these predictors.

The developmental process for the localization predictors was divided into four steps.

First, a signal peptide model was built. Second, a transmembrane domain model was con-

structed. In the third step, the signal peptide and the transmembrane model were integrated

into a localization model. Finally, the performance of the localization model was evaluated
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on an independent test set.

For each of the four steps different data sets were employed to take advantage of the

data with the most reliable annotation available for the specific task at hand. The signal

peptide model was constructed and evaluated on data sets with experimentally confirmed

cleavage sites. The transmembrane model was developed and evaluated on data sets with

experimentally confirmed membrane spanning regions. And the localization model was built

and validated on data with carefully curated localization annotation.

The remainder to the text is divided into the following sections. Section 4.2.1 describes

the data sets for the signal peptide models. Section 4.2.2 describes the data sets for the

transmembrane domain models. Section 4.2.3 describes the data sets for the subcellular

localization models. Section 4.2.4 finally, summarizes and discusses the introduced data sets.

4.2.1 SP data sets

This section introduces the data sets employed to construct and evaluate the signal peptide

models. In several studies [253, 446, 21] the SignalP predictor by Nielsen and colleagues [283,

284, 286, 282, 21] has been identified as the most accurate predictor for signal peptides and

cleavages sites. Consequently, the data sets used to train SignalP were chosen as data sets to

construct and evaluate the signal peptide models developed in this thesis.

More specifically, the redundancy reduced SignalP data sets for eukaryotes, Gram-positive

and Gram-negative bacteria of the years 19972 [283] and 19993 [282] were downloaded from

the SignalP website4 and converted into BioSeqML format (see Sections 7.5 and 7.6). The

SignalP data sets contain only sequences with experimentally determined cleavage sites, as far

as this information was available [283]. The data sets are redundancy reduced, by applying

a local alignment algorithm and the Hobohm method [150]. Further details of the extraction

process are described in [285, 282, 21].

The most recent SignalP data set from 20045 is not publicly available yet and therefore

a replicate was constructed. Signal peptide sequences were extracted from Swiss-Prot re-

lease 40 and filtered as described in [21], with the exception that BlastClust instead of the

Hobohm [150] algorithm was utilized for redundancy reduction (sequence similarity below

25%). The replicate data set, named ”04R30”, contained 266 more sequences than the origi-

nal data set (see Table 4.2), most likely due to remaining differences in the filtering process

and the redundancy reduction.

2Version 1.0 of SignalP, Swiss-Prot release 29.
3Version 2.0 of SignalP, Swiss-Prot release 35.
4http://www.cbs.dtu.dk/services/SignalP/background/trainingset.php#trainingset
5Version 3.0 of SignalP, Swiss-Prot release 40.
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The signal peptide sequences of the SignalP data sets are truncated after 30 residues of the

mature protein to reduce the number of residues to analyze. The fixed length of the mature

part however, can cause overly optimistic prediction accuracies for models that are able to

measure the distance to the C-terminal. To study the effect of truncation on the prediction

accuracy, a second replicate of the 2004 data set was generated. Following the truncation rule

of SignalP for soluble proteins, all sequences of the second replicate were truncated after 70

residues, regardless of the length of the signal peptide part. The second replicate was named

”04R70” and contained slightly less sequences than the 04R30 data set. The differences in

the number of sequences were due to differences in the BlastClust clustering caused by the

changed truncation rule and the resulting changes of sequence lengths. Table 4.2 shows the

sizes of all data sets.

Data set 97 99 04 04R30 04R70

EUK 1010 1137 1192 1396 1236

GRAM+ 141 173 153 151 147

GRAM− 266 356 334 398 384
∑

1417 1666 1679 1945 1767

Table 4.2: Dimensions of the signal peptide data sets.

EUK = Eukaryotes, GRAM+ = Gram-positive bacteria, GRAM− = Gram negative bacteria.

4.2.2 TMD data sets

This section describes the data sets utilized to construct transmembrane domain models.

The models were built and evaluated in two steps. In the first step, the architecture and the

parameters of the models were derived from a subset of transmembrane proteins (MOELLER-

00 data set), compiled by Möller et. al [259]. In the second step, the final performance

of the models was evaluated on a larger data set (PDB-03 data set), extracted from the

TMPDB [367, 194, 163] database.

The MOELLER-00 data set was constructed in the following way: First, Möller’s [259]

original data set was downloaded6 and filtered for proteins with trust levels A,B or C (C

without C.p)7, which resulted in 189 sequences with experimentally confirmed transmembrane

regions. Protein 60IM ECOLI was removed from the data set, because it was labeled as an

inner membrane protein but the transmembrane domain annotation was missing. Then the

filtered data set was redundancy reduced with BlastClust (< 25% sequence similarity) and the

6ftp://ftp.ebi.ac.uk/pub/databases/testsets/transmembrane/
7Trust levels: A: Structure available, B: very good chemical characterization with at least two complemen-

tary methods, C: Basic biochemical characterization. C.p: Like C, but only for a part of the sequence.
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final data set contained 151 sequences. It is to be noted that Möller’s [259] data set contains

no information about the orientation (inside, outside) of the N-terminal of the sequences, and

an N-terminal inside orientation was assume for all proteins, therefore.

The PDB-03 data set was constructed by downloading the TMPDB alpha non-redundant

data set from the TMPDB [367, 194, 163] website8, Release 6.3 (01.10.2003) and converting it

into BioSeqML format (see Section 7.5). TMPDB holds α-helical and β-barrel transmembrane

proteins with experimentally determined9 membrane spanning regions. Also the orientation

of the sequence N-terminal (inside, outside) is provided.

The TMPDB alpha non-redundant data set is a reduced subset of 231 α-helical transmem-

brane proteins with 1161 transmembrane domains. Redundancy reduction was performed by

CLUSTALW V1.81 with a sequence similarity threshold of 30%.

4.2.3 SCL data sets

This section describes the two data sets utilized to construct and test the predictors for sub-

cellular localization. The LOC-06 data set was created to construct and train the localization

models. The SWISS-06 data set served as an independent test set to determine the unbiased

prediction performance of the models.

Type→
↓Location I II III IV ΣType

ER 27 51 29 154 261

GO 16 70 19 36 141

EN 9 8 2 12 31

LY 8 7 9 21 45

PM 341 93 91 348 873

ΣLocation 401 229 150 571 1351

Table 4.3: Distribution of protein types and localizations within the LOC-06 data set.

ER = Endoplasmic reticulum, GO = Golgi complex, EN = Endosome, LY = Lysosome,

PM = Plasma membrane.

The LOC-06 data set contained transmembrane protein sequences with annotated pro-

tein orientation, membrane spanning regions and subcellular localization and was extracted

from the LOCATE10 database [112]. LOCATE is based on the mouse transcriptome of the

8http://bioinfo.si.hirosaki-u.ac.jp/~TMPDB
9Mostly by gene fusion experiments, X-ray diffraction and NMR.

10http://locate.imb.uq.edu.au
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FANTOM31112 Isoform Protein Sequence set (IPS7), enriched by membrane organization

and subcellular localization annotation. Membrane organization is predicted by MemO [86],

a consensus method that employs SignalP [21] and five transmembrane topology predictors

(TMHMM [373, 207], SVMTM [442], HMMTOP [396], MEMSAT [177, 178] and DAS [81]) to

predict signal peptides, transmembrane domains, protein orientation and subsequently pro-

tein type. Subcellular localization annotation in LOCATE is inferred from varying sources

(experimental, literature, predicted) but carefully reviewed and of high quality.

The LOC-06 data set was derived from the XML version of the LOCATE database

(LOCATE whole db v3-060810.xml), by extracting all transmembrane proteins with a unique

subcellular localization annotation. The dataset was then filtered for proteins targeted to

locations along the secretory pathway. Redundancy reduction was performed with Blast-

Clust [4], which removed all entries with a sequence similarity greater than or equal to 25%13.

Table 4.3 shows the final distribution of protein types and localizations within the LOC-06

data set.

The second data set, the SWISS-06 data set served as an independent test set. All

sequence in the SWISS-06 data set were redundancy reduced and furthermore filtered, so

that no sequence in this set had a similarity of more than 25% to any sequence in the LOC-06

or the SWISS-06 data set. The SWISS-06 data set therefore allowed an unbiased estimation

of the true prediction performance of the models.

Type→
↓Location I II III IV UNKNOWN ΣType

ER 15 21 2 14 184 236

GO 15 36 0 12 41 104

EN 2 0 0 3 12 17

LY 4 0 0 0 1 5

PM 232 60 8 6 407 713

ΣLocation 268 117 10 35 617 1075

Table 4.4: Distribution of protein types and localizations of the SWISS-06 data set.

ER = Endoplasmic reticulum, GO = Golgi complex, EN = Endosome, LY = Lysosome,

PM = Plasma membrane.

The SWISS-06 data set was extracted from Swiss-Prot14 (Release 50.9 17.10.2006)[13]

11FANTOM is a Functional Annotation of Mouse for the RIKEN full-length cDNA clone [187].
12 http://genome.gsc.riken.go.jp, http://fantom2.gsc.riken.go.jp
13Subcellular localization is significantly conserved even at levels as low as 25%–40% [439, 270].
14http://au.expasy.org/sprot/
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by filtering for eukaryotic proteins with at least one transmembrane segment (Organism:

EUKARYOTA, FtKey: TRANSMEM). The data set was then filtered for proteins with an unique

GO localization annotation (DR field), matching one of the five locations along the secretory

pathway. Only proteins with a localization annotation with an evidence qualifier15 TAS or

IDA were accepted16. The protein type was derived from the comment (CC field, section

SUBCELLULAR LOCALIZATION), if available. Proteins where the type information was missing

were marked as of type UNKNOWN. Since information concerning the orientation of the N-

terminal was only available for a fraction of proteins, all sequences were assumed to adopt an

inside N-terminal orientation and were labeled accordingly.

Redundancy reduction was performed with BlastClust [4], which removed all entries with

a sequence similarity greater than 25%. The data set was then further filtered against the

LOC-06 data set and all sequences in the SWISS-06 data with a similarity greater than

25% to sequences of the LOC-06 data set were also removed. Table 4.4 shows the resulting

distribution of protein types and localizations in the SWISS-06 data set.

Note that the LOC-06 data set contains exclusively mouse proteins, while the SWISS-06

data set is composed from a diverse set of organisms, which makes localization prediction con-

siderably more difficult. Table 4.5 provides the distribution of organisms within the SWISS-06

data set.

Number Organism Comment

1 Canis familiaris Dog

1 Cricetulus griseus Chinese hamster

1 Cavia porcellus Guinea pig

1 Candida albicans Yeast

1 Pinus taeda Loblolly pine

2 Arabidopsis thaliana Mouse-ear cress

3 Brachydanio rerio Zebrafish

7 Caenorhabditis elegans Worm

15 Schizosaccharomyces pombe Fission yeast

24 Drosophila melanogaster Fruit fly

46 Rattus norvegicus Rat

181 Mus musculus Mouse

264 Saccharomyces cerevisiae Baker’s yeast

528 Homo sapiens Human

Table 4.5: Distribution of organisms within the SWISS-06 data set.

15http://www.geneontology.org/GO.evidence.shtml
16TAS: Traceable Author Statement, IDA: Inferred from Direct Assay.
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4.2.4 Discussion

This section summarizes and discusses the data sets introduced in the previous sections. All

data sets were compiled to provide the most reliable annotation available for the specific

modeling task. The SP data collection contained data sets utilized by the SignalP predic-

tor [21]. The TMD data collection was composed of data sets from the transmembrane protein

database TMPDB [164] and Möller’s transmembrane protein data set [259]. And the SCL

data collection contained data sets extracted from the LOCATE [112] and the Swiss-Prot [13]

databases.

Note that there are barely alternatives to the data sets selected, since almost all datasets

utilized so far are limited to soluble or prokaryotic proteins. An exception is Chou’s et

al. [70] dataset from 1999, which contains prokaryotic and eukaryotic membrane proteins

extracted from the Swiss-Prot database. However, the dataset is based on Swiss-Prot release

35, whereas the current release is 51.7 (20.02.2007), and contains only a small number of

eukaryotic transmembrane proteins. After removal of all prokaryotic and non-transmembrane

proteins (lipid-chain anchored, GPI-anchored) and redundancy reduction the dataset would

be too small for this study.

Reinhardt’s data set [332], is frequently employed for localization prediction, but does

not contain transmembrane proteins and is therefore not applicable. Databases with protein

subcellular localization annotation such as DBSubLoc17 [134] or LOC3d18 [272] typically

contain only small quantities of transmembrane proteins — if at all. On the other hand,

transmembrane protein data bases such as MPtopo19 [172], PDBTM20 [394], OPM21 [234],

or TMbase22 [151] are too small, do not contain localization information, annotation of signal

peptides or membrane spanning regions, and are therefore not suitable to build topological

models for localization prediction, without employing additional methods to supplement the

missing annotation.

Lacking an established standard benchmark dataset for subcellular localization prediction

of eukaryotic transmembrane proteins, the SCL data sets introduced above, were created.

The contents of protein databases are usually biased in the sense that they contain subsets of

similar (homologous) proteins, e.g. protein families. Classifiers trained on such a redundant

data set give an overly optimistic estimation of the true prediction performance. All data

sets utilized in this thesis are therefore redundancy reduced, by removing all sequences with

17http://www.bioinfo.tsinghua.edu.cn/dbsubloc.html
18http://cubic.bioc.columbia.edu/db/LOC3D
19http://blanco.biomol.uci.edu
20http://pdbtm.enzim.hu/
21http://opm.phar.umich.edu
22http://www.isrec.isb-sib.ch/tmbase/TMBASE_doc.html
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a sequence similarity >25% (>30% for PDB-03).

A remaining problem is however that the class distributions of the LOC-06 and SWISS-06

data sets are heavily skewed, with the plasma membrane as the most frequent class. Balancing

the data sets by reducing all classes to the size of the minority class is not a viable option

though, since the endosomal and lysosomal classes are very small. More advanced balancing

or weighting methods are available [208, 142, 44] but have not been trialled.

While the Swiss-Prot database provides explicit protein type annotation in some cases,

this information is generally lacking for the TMPDB and the LOCATE database. The protein

type is therefore derived from the number of annotated transmembrane domains (TMDs), the

presence or absences of a signal peptide and the orientation of the N-terminus. The following

rule set is used:

Number of TMDs > 1 ⇒ Type-IV

has signal peptide ⇒ Type-I

N-terminus is outside ⇒ Type-III

otherwise ⇒ Type-II

SignalP, TMPDB, LOCATE and Swiss-Prot annotate the same information, e.g. length

of the signal peptide, position of the transmembrane domain, in a different way. To simplify

further processing, all data sets were converted into a unified XML format (see Appendix,

Section 7.5 and 7.6).
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Data Analysis

Reality is that which, when you stop believing in it, doesn’t go away.

Philip K. Dick

The main objective of this chapter is to identify topological regions and features of topological

regions with high predictive power for protein localization. A further objective is the search

for novel sorting signals that can guide in vitro studies concerned with protein localization.

Finally, the data analysis in this chapter is performed to validate that the data sets utilized

to develop the prediction models of this thesis, reflect the known biological facts of trans-

membrane proteins and their sorting signals. Within the data analysis the properties and the

predictive power of the following regions are studied:

• Entire sequence

• Signal peptides

• Transmembrane domains

• Cap regions

• Terminal regions

To assess the discriminative power of a feature, e.g. length of the transmembrane domain,

for distinguishing between proteins targeted to two different subcellular localizations, the

Area under the ROC curve (AUC) [137, 37] is calculated1. The AUC is a robust performance

measure that is invariant to the prior probabilities of class membership and does not rely on

a specific working point along the ROC curve [38].

1The AUC can be calculated for multi-class problems as well [136], but the focus of the analysis in this

section is on the discrimination between pairs of locations.
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The Receiver Operating Characteristic (ROC) curve plots the true positive rate over the

false positive rate for a binary classification problem for a chosen feature [361] (see Figure 5.1).

It can be generated by varying the feature decision threshold that separates the sample set

into two classes, and counting the resulting number of true and false positives.

Figure 5.1: Example of a ROC curve and its AUC (shaded area).

The AUC ranges from 0.5 (equivalent to random choice) to 1.0 (perfect classification).

To interpret AUC values, Table 5.1 is helpful, which associates AUC intervals with nominal

descriptions of prediction quality.

AUC Quality

0.9 - 1.0 Excellent

0.8 - 0.9 Very good

0.7 - 0.8 Good

0.6 - 0.7 Average

0.5 - 0.6 Poor

Table 5.1: Relationship between prediction quality and AUC intervals taken from

http://pops.csse.edu.au/rocurves_doc.html.

.

To identify features useful for subcellular localization prediction, features with high AUCs

are searched. The region features that are evaluated, include the region length, the content of

amino acids, amino acid pairs, tri-mers of amino acids, tri-mers with mismatches, and overall

physicochemical properties. For the latter, the following 10 physicochemical scales from the

AAIndex database [189, 188] were extracted (see Table 5.2).
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ID Description Reference

KYTJ820101 Hydropathy index [210]

ZIMJ680103 Polarity [451]

ZIMJ680104 Isoelectric point [451]

GRAR740103 Volume [131]

FASG760101 Molecular weight [107]

FAUJ880111 Positive charge [108]

FAUJ880112 Negative charge [108]

KLEP840101 Net charge [200]

PRAM900101 Hydrophobicity in signal peptides [321]

CEDJ970103 Amino acids in membrane proteins [51]

Table 5.2: List of 10 physicochemical scales extracted from the AAIndex database

(www.genome.ad.jp/dbget/aaindex.html).

Section 7.7 in the Appendix (Chapter 7.4) lists the complete data records of the AAIndex

database for each of the physicochemical scales in Table 5.2. Usage of the full set of 540

scales, contained in the AAIndex database, was discarded due to the small sample size of the

endosomal and lysosomal class (see Section 4.2). For a small class it is usually possible to

find one scale of the 540 that allows perfect or almost perfect classification. The resulting

high AUC is misleading however, and implies a biological significance that is most likely

not genuine. To obviate this effect, only the subset of fundamental physicochemical scales

presented in Table 5.2, were selected.

To assess the significance of features for classification purposes, unpaired, two-tailed

t-tests [378, 115, 322] were performed:

t =
x̄− ȳ

√
∑nx

i (xi−x̄i)2+
∑ny

j (yj−ȳj)2

nx+ny−2 · ( 1
nx

+ 1
ny

)

(5.1)

where nx, ny are the numbers of samples for which features x and y are calculated, with xi

and yi are prediction performances (AUCs) of the two features.

A t-test examines the null hypothesis that two distributions have the same means. It

assumes normality of the distributions and that the variances of the two distributions are

not significantly different. Visual inspection of histograms over feature values showed that

features, such as length (see Figure 5.5)2, physicochemical properties and k-mer content,

largely resemble bell shaped curves (see [10, 256, 84]). Therefore, the assumption of a normal

2The data sets might contain half-TM helices but they are difficult to recognize by topology predictors [84]

and likely to be filtered out. No increased frequency for transmembrane domains with the typical length of

half-TM helices could be observed.
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distribution seemed to be reasonable, or at least the deviation from the normal distribu-

tion appeared not strong enough to warrant non-parametric significance tests, which are less

sensitive [372].

To verify that there is no statistically significant difference in the variances of the distri-

butions, F-tests [372, 322] were performed. In most cases no difference on the 0.05 level could

be found, however the test failed frequently for the small classes (endosomes, lysosomes).

This is most likely due to the small number of samples. The assumption of similar variances

can be maintained but the results for the small classes have to be interpreted with care. It

is also to note that the endosomal class predominantly contains proteins that belong to the

protocadherin family, and are therefore (despite redundancy reduction) more similar than the

proteins within the other classes.

From the t-value of the t-test a p-value can be derived, and small p-values indicate statis-

tically significant differences in the distribution means. To adjust for the fact that multiple

t-tests on the same data are performed, a Bonferroni correction [28] was applied, which low-

ered the α-level for rejection of the null hypotheses to p < 0.005 for statistical significance

at the 0.05 level. In the following tables, results significant at the 0.05 level after Bonferroni

correction are marked in bold letters.

Further tests to confirm significant results were performed by randomly shuffling the

localization labeling of the sequences. The mean AUC and the standard deviation over ten

times shuffled data sets were calculated. With a threshold of two standard deviations to

accept a result as significantly different from the mean AUC of the shuffled data, the results

identified as significant are largely similar to those identified by the t-test. Apart from the

feature evaluation for the signal peptide region, only statistical significance as indicated by

the t-test is therefore reported3.

In the following, a feature will be called discriminative when it is associated with a high

AUC. Its discriminative power will be called significant (at the 0.05 level) when the corre-

sponding p-value is smaller than 0.05, or 0.005 when the Bonferroni correction applies. Both

aspects are important to assess a feature. A feature can be highly discriminative but due to

a small number of samples the result is not significant and likely to appear by chance. On

the other hand, there can be a statistically highly significant difference between the means

of two classes but the corresponding feature has only weak discriminative power (low AUC),

due to a considerable overlap between the classes.

The remainder of the chapter is organized as follows. Section 5.1 studies the features of

entire protein sequences. Section 5.2 considers signal peptides, and Section 5.3 analyzes the

3The results for the signal peptide region were surprising and additional evidence is therefore provided in

this case by reporting the shuffling results.
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properties of transmembrane domains. Section 5.4 examines the cap regions, and the terminal

regions are evaluated in Section 5.5. Section 5.6 summarizes and discusses the results.

5.1 Entire sequence

This section evaluates the predictive power of features extracted from entire protein sequences.

The results in this section serve as a baseline, which the results for specific topological regions

are compared against (see following sections). The section contains three tables that show

the AUCs for features such as length, k-mer composition and physicochemical properties,

computed for entire protein sequences of the LOC-06 data set.

Table 5.3 contains the results for protein length as a discriminating feature between loca-

tions. The table enumerates all pairings of locations (L1, L2) and the corresponding AUCs.

The only statistically significant difference in protein length could be found between proteins

targeted to the plasma membrane (PM) and proteins targeted to the endoplasmic reticu-

lum (ER) (see column 5). However, the discriminative power of this feature alone is too weak

(low AUC) to be useful for classification. With a mean AUC of 0.59, protein length in general,

is a poor discriminator between subcellular locations.

L1 EN PM EN EN PM PM LY LY EN ER

L2 LY LY GO ER ER GO GO ER PM GO

AUC 0.66 0.64 0.62 0.62 0.58 0.57 0.57 0.56 0.54 0.51

p 2e-02 1e-02 2e-01 1e-01 9e-04 3e-02 2e-01 4e-01 8e-01 7e-01

Table 5.3: Discriminative power (AUC) of protein length for sequences from the LOC-06 data

set. L1 and L2 denote the two locations to discriminate. Results significant (p-value) at the

0.05 level after Bonferroni correction are marked in bold.

Table 5.4 lists the physicochemical scales with the highest AUCs, achieved for discrimi-

nating between the locations of the LOC-06 data set. Physicochemical features are computed

as the mean over all amino acid values of the protein according to the selected physicochem-

ical scale, e.g. mean hydrophobicity over all amino acids according to the Kyte-Doolittle

scale (KYTJ820101).

The best and highly significant discrimination could be achieved between lysosomal (LY)

and Golgi (GO) proteins with a polarity scale (see row 1). Similarly good separation was

accomplished between proteins targeted to the plasma membrane (PM) and the Golgi com-

plex (GO), based on a scale that exploits the molecular weight. Also significant differences

and reasonable separation was found for proteins targeted to the endoplasmic reticulum (ER)

and the Golgi complex (GO) or the plasma membrane (PM). The relevant scales in these
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cases were a hydrophobicity scale and a scale related to volume.

L1 L2 AUC p Scale Description

LY GO 0.74 4e-08 ZIMJ680103 Polarity

PM GO 0.72 1e-17 FASG760101 Molecular weight

ER GO 0.68 1e-07 PRAM900101 Hydrophobicity signal peptides

PM ER 0.66 4e-14 GRAR740103 Volume

EN LY 0.65 2e-02 ZIMJ680103 Polarity

EN GO 0.63 2e-02 FASG760101 Molecular weight

PM LY 0.63 2e-02 KYTJ820101 Hydropathy index

EN ER 0.62 9e-01 CEDJ970103 Amino acids in membrane proteins

LY ER 0.60 2e-02 ZIMJ680103 Polarity

EN PM 0.58 1e-01 FASG760101 Molecular weight

mean AUC 0.65

Table 5.4: Discriminative power (AUC) of different physicochemical scales for entire protein

sequences from the LOC-06 data set. L1 and L2 denote the two locations to discriminate.

Results significant (p-value) at the 0.05 level after Bonferroni correction are marked in bold.

While other results were not significant at the 0.05 level, polarity and weight were the most

frequent top ranking physicochemical properties. Generally however, no clear preference for

a specific scale could be observed. As expected, with a mean AUC of 0.65, physicochemical

properties are a better discriminator between location than protein length (mean AUC of

0.59).

L1 L2 1-mer AUC 2-mer AUC 3-mer AUC 3,1-mer AUC

EN PM C 0.58 DL 0.66 GEL 0.65 KCA 0.68

EN LY E 0.76 LR 0.78 LLE 0.69 EIR 0.84

EN ER N 0.68 VT 0.71 GEL 0.66 VNI 0.77

EN GO I 0.67 VT 0.70 PPL 0.65 VNI 0.75

PM LY C 0.69 DG 0.68 SPS 0.61 ECE 0.74

PM ER C 0.66 NS 0.65 NSS 0.59 NCT 0.70

PM GO C 0.67 TV 0.66 LLL 0.60 CNS 0.69

LY ER E 0.59 AE 0.67 NVT 0.61 YAE 0.70

LY GO R 0.66 EE 0.68 ILG 0.61 EER 0.74

ER GO R 0.61 RR 0.62 LLG 0.59 RRI 0.64

mean AUC 0.66 0.68 0.63 0.73

Table 5.5: Discriminative power of k-mers extracted from entire protein sequences of the

LOC-06 data set. L1 and L2 denote the two locations to discriminate. Results significant

(p-value) at the 0.05 level after Bonferroni correction are marked in bold.

Table 5.5 displays the k-mers with the highest discriminative power (highest AUC) be-

tween pairs of locations (L1, L2). K-mer features are calculated as the absolute number of
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occurrences of a specific k-mer within the protein sequence (or within a specific topological

region of the sequence).

Di-peptides (2-mers) achieved slightly higher AUCs than single amino acids (1-mers) and

3-mers, but were clearly surpassed by 3-mers with one mismatch (3,1-mer) (see last row with

mean AUCs). The good discrimination between endosomal (EN) and lysosomal (LY) proteins

(see row 2) is probably overly optimistic, due to the small class sizes. In general, k-mers allow

better discrimination between subcellular localization than the physicochemical properties

and are clearly superior to protein length as a discriminator.

None of the known targeting motifs (or elements of these motifs), discussed in the biological

background (Section 2.3), appeared as a highly discriminative k-mer in Table 5.5. It is however

to note that the k-mer distribution was calculated over the entire protein sequence and not

for a specific region. Since many targeting signals are bound to particular locations or regions

within the protein, they are hidden due to the small signal-to-noise ratio. In the next section

the features of signal peptides are analyzed.

5.2 Signal peptides

Signal peptides are stretches of mostly hydrophobic residues, located near to the N-terminus

that mediate targeting of proteins to the endoplasmic reticulum (ER), where they enter the

translocon (see Section 2.3.1 for details). Shortly after insertion into the translocon, signal

peptides are cleaved by signal peptidase on the non-cytosolic side of the lipid bilayer and

the residual protein is translocated into the ER lumen (soluble protein) or the membrane

(membrane protein).

Signal peptides share no particular sequence similarity but show a characteristic tripar-

tite structure with a short N-terminal region of positively charged residues, followed by a

hydrophobic core and a cleavage region with small and neutral amino acids at positions -3

and -1 relative to the cleavage site [404, 405, 407, 408].

Figure 5.2 depicts three diagrams. Diagram 5.2-A shows a selection of signal peptides

and the following first 30 residues of the mature protein, extracted from the SIG-99 data set.

The sequences are aligned along their cleavage sites (white line) and color coded. Dark gray

indicates positively charged residues, light gray indicates weakly hydrophobic residues and

medium gray indicates strongly hydrophobic residues. The tendency for hydrophobic residues

to appear within the signal peptide region and for positively charged residues to appear at

the N-terminus is clearly visible.
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Figure 5.2: Signal peptide sequences (A), logo (B) and spectrogram (C) of eukaryotic signal

peptides from the SIG-99 data set, aligned along their cleavage sites. Logo created with

WebLogo: http://weblogo.berkeley.edu.

Diagram 5.2-B shows the logo for the signal peptide sequences and the first 10 residues

of the mature protein of the SIG-99 data set. A logo displays amino acid frequencies and

conservation for a sequence position as a stacked bar of letters of different height [352]. The

height of the bar represents the information content or the conservation in bits. The height of

the letters represent the relative frequencies of the amino acids. The signal peptide sequences

in Diagram 5.2-B are aligned along their cleavage sites, with the cleavage site between position

-1 and +1. The cleavage motif AXA and the hydrophobic region, rich on lysine (L), valine (V)

and alanine (A), are clearly identifiable. The positively charged residues (K,R) in the N-

terminal region are difficult to detect in the logo due to their variable position and low

conservation but can be seen in the spectrogram (Diagram 5.2-C).

The spectrogram (or density plot) in Diagram 5.2-C shows the relative frequencies of amino

acids according to their positions. The amino acid axis follows Kyte-Doolittles hydrophobicity

scale [210], while the position axis is aligned with the logo. The spectrogram reveals a

preference for helix-breaking glycine (G) or proline (P) residues at positions -4 and -5, which

is in agreement with experimental results [293]. Proline is also frequent within the N-terminal

and at position +2. Serine (S) can be predominantly found in the N-terminal and the cleavage
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region. The hydrophobic core, the cleavage motif and the positively charged N-terminal are

visible as well. The start of a protein is encoded by a methionine (M) residue. Since the

sequences are aligned along their cleavage sites and due to the flexible length of the signal

peptide, methionine appears to be stretched out over several positions.

Signal peptides are cleaved shortly after membrane insertion, which implies that they

do not further contribute to the localization process, beyond targeting to the ER. There is

however increasing evidence that signal peptides are much more than solely signals for ER

localization and can influence the subsequent sorting of the mature protein. Apart from the

fact that signal peptides control protein orientation and membrane insertion [374, 18, 381,

198], it has been shown recently that differences in the properties of the signal sequence can

alter localization or transport efficiency of the mature protein [216, 8, 50, 382, 186].

To measure the discriminative power of signal peptide features for protein localization, the

signal peptide sequences only (no mature part) of the LOC-06 data set were extracted. This

reduced data set contained 512 signal peptides with the following localization distribution

of the cleaved mature protein: 421 plasma membrane, 36 endoplasmic reticulum, 22 Golgi

apparatus, 12 lysosome, 11 endosome. Features of the signal peptide region, such as length,

k-mer distribution and physicochemical properties were calculated and assessed in the way

described above (see Page 81ff). The three tables below show the results of this evaluation.

Note that due to the small size of most of the classes the performance estimates are likely to

be optimistic.

Table 5.6 shows the results when using the length of the signal peptide as a feature to

discriminate between subcellular locations L1 and L2. While none of the results are sta-

tistically significant at the 0.05 level, length is a good discriminator (high AUC) between

endosomal (EN) proteins and other subcellular locations.

L1 EN EN EN EN ER PM LY LY PM PM

L2 PM ER LY GO GO GO GO ER LY ER

AUC 0.74 0.72 0.70 0.61 0.59 0.58 0.57 0.55 0.55 0.51

p 1e-01 3e-01 6e-02 9e-01 3e-01 8e-02 3e-01 9e-01 9e-01 8e-01

Table 5.6: Discriminative power (AUC) of the length of the signal peptide region for sequences

from the LOC-06 data set. L1 and L2 denote the two locations to discriminate.

The high AUCs however are likely to be optimistic estimates — caused by the small

number of endosomal proteins and the fact that many of them belong to the same protein

family. However, since some of the corresponding p-values are fairly low, albeit not below

the threshold for strong statistical significance, a relation between signal peptide length and

subcellular localization cannot be completely rejected. This dependency is further supported
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by the data analysis of Sjostrom et al., who found that the size of the signal peptides is

correlated with protein localization in E. coli. [370].

L1 L2 AUC p Scale Description

EN ER 0.83 2e-04 KYTJ820101 Hydropathy index

EN PM 0.79 6e-04 PRAM900101 Hydrophobicity signal peptides

EN LY 0.76 4e-02 PRAM900101 Hydrophobicity signal peptides

ER GO 0.70 5e-01 FAUJ880112 Negative charge

EN GO 0.69 7e-02 FASG760101 Molecular weight

LY ER 0.69 5e-01 KLEP840101 Net charge

PM ER 0.67 4e-01 KYTJ820101 Hydropathy index

PM GO 0.66 1e-03 PRAM900101 Hydrophobicity signal peptides

LY GO 0.63 2e-01 PRAM900101 Hydrophobicity signal peptides

PM LY 0.57 8e-01 GRAR740103 Volume

mean AUC 0.70

Table 5.7: Discriminative power (AUC) of physicochemical scales for signal peptide sequences

from the LOC-06 data set. L1 and L2 denote the two locations to discriminate. Results

significant (p-value) at the 0.05 level after Bonferroni correction are in bold letters..

Table 5.7 shows the predictive power of physicochemical features of signal peptide se-

quences to discriminate between locations. The results indicate that the hydrophobicity of

the signal peptide is a unexpectedly good discriminator between several subcellular locations.

The best discrimination was found between endosomal (EN) proteins and proteins targeted

to the endoplasmic reticulum (ER), with an AUC of 0.83 (see row 1). While this result is

likely to be optimistic due to the small number of endosomal proteins in the data set, it

is statistically significant. Statistically significant discrimination was also achieved between

endosomal (EN) and plasma membrane (PM) proteins with an also high AUC of 0.79, and

between plasma membrane (PM) and Golgi (GO) proteins with an average AUC of 0.66.

Generally, a preference of hydrophobicity scales is apparent – in particular for PRAM900101,

a hydrophobicity scale specifically for signal peptides [321]. While hydrophobicity is known

to be characteristic for signal peptides [408, 20, 340], and changes in hydrophobicity can

influence efficiency and site of the cleavage [295, 294] or the protein type [374], the high corre-

lation between hydrophobicity and protein localization remains surprising and has not been

reported before.

It is known that the hydrophobicity of the signal peptide functions as discriminator

between the SRP-dependent and the SRP-independent pathway in E. coli. [57, 216] and

yeast [448, 281] but the current model of the secretory pathway in eukaryotes does not include

a dependency between the contents of the signal peptide and the final location of the mature

protein [245, 425]. However, Anjos et al. [8] have shown that a single residue polymorphism
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in the signal peptide sequence of a eukaryotic protein changed the targeting efficiency of the

protein to the cell surface. Dependencies between signal peptide properties and localization

along the secretory pathway are therefore possible.

Table 5.8 lists the most discriminative k-mers within the signal peptide to distinguish

locations L1 and L2. Striking is the high discriminative power of glutamine (Q) residues and

the di-peptide GQ for proteins targeted to the endosomes (EN) (first four lines of Table 5.8).

L1 L2 1-mer AUC 2-mer AUC 3-mer AUC 3,1-mer AUC

EN PM Q 0.77 GQ 0.79 QRR 0.64 CGQ 0.82

EN LY G 0.80 GQ 0.78 WLL 0.59 LPQ 0.91

EN ER Q 0.84 GQ 0.80 LAL 0.68 ALI 0.85

EN GO Q 0.75 GQ 0.75 LPP 0.61 SVA 0.84

PM LY T 0.62 LA 0.66 LLA 0.60 PVQ 0.71

PM ER K 0.59 AA 0.61 LAL 0.60 GKV 0.64

PM GO R 0.70 LP 0.66 LLL 0.64 LPC 0.75

LY ER C 0.62 LA 0.70 LAL 0.63 PLA 0.78

LY GO P 0.70 LP 0.75 LLP 0.64 LPC 0.85

ER GO R 0.71 AQ 0.67 LLL 0.64 RAQ 0.75

mean AUC 0.71 0.72 0.63 0.79

Table 5.8: Discriminative power (AUC) of k-mers within the signal peptide sequences of the

LOC-06 data set. L1 and L2 denote the two locations to discriminate. Results significant

(p-value) at the 0.05 level after Bonferroni correction are in bold letters.

The logo in Figure 5.3 reveals a conserved GQ motif at the cleavage site (positions -1 and

+1) that differentiates endosomal proteins from proteins targeted to other locations. It is to

be noted that glycine (G) at position -1 and glutamine (Q) at position +1 are not uncommon,

but the classical cleavage site motif is alanine (A) at positions -3 and -1 (see Figure 5.2), which

is still visible but weakly conserved.

Figure 5.3: Logo of endosomal signal peptides aligned along their cleavage sites. Logo created

with WebLogo: http://weblogo.berkeley.edu.
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The motif GQ appears as a strongly conserved and discriminative motif, because many

of the endosomal proteins belong to the protocadherin family. And while it is doubtful that

the high AUCs for endosomal proteins would be observed for a bigger, more diverse set of

endosomal proteins, high AUCs have also been achieved between other pairs of locations, such

as PM-GO, ER-GO and LY-GO. The high correlation between k-mers of the signal peptide

and subcellular localization of the mature protein therefore remains interesting. Apart from

3-mers, the mean AUC (Table 5.8 last row) for all sizes of k-mers is generally high. The

highest mean AUC is achieved by 3-mers with one mismatch. The good performance cannot

be completely explained by the small class sizes, since comparatively low AUCs also appear

for class pairings where small classes are involved (LY-ER, PM-LY).

Since the high correlation of signal peptide features with the subcellular localization of

the mature protein is surprising (see Table 5.8), the results of the shuffling experiments for

di-peptide features are reported in Table 5.9 for further support.

L1 L2 2-mer AUC AUCs STDs

EN PM GQ 0.79 0.68 0.036

EN LY GQ 0.78 0.74 0.079

EN ER GQ 0.80 0.68 0.033

EN GO GQ 0.75 0.70 0.022

PM LY LA 0.66 0.68 0.044

PM ER AA 0.61 0.59 0.007

PM GO LP 0.66 0.62 0.026

LY ER LA 0.70 0.68 0.033

LY GO LP 0.75 0.71 0.055

ER GO AQ 0.67 0.63 0.023

mean AUC 0.71 0.67

Table 5.9: Discriminative power (AUC) of di-peptides from signal peptide sequences of the

LOC-06 data set. L1 and L2 denote the two locations to discriminate. AUC is the AUC for

correctly labeled signal peptides. AUCs and STDs are the AUC and the standard deviation

for signal peptides with ten times randomly shuffled localization labeling. Results significant

(p-value) at the 0.05 level after Bonferroni correction are in bold letters.

For the shuffling experiments the localization labeling of the signal peptide sequences was

randomly shuffled and the discriminative power (AUCs) of the di-peptides in Table 5.8 on

the shuffled sequences was measured. In comparison to the correctly labeled sequences, the

shuffled sequences achieve distinctively lower AUCs (columns AUC and AUCs from Table 5.9)

for the statistically significant di-peptides (marked in bold letters), while smaller differences

are observed for the non-significant di-peptides. This result is a strong indicator that the high

correlation between signal peptide and subcellular localization is not a random effect but has
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true discriminative power. Table 5.9 lists the AUCs of the most discriminative di-peptides

from Table 5.8 and the corresponding mean AUCs and standard deviations gained from ten

shuffling experiments.

Recent studies showed that signal peptides have important functions beyond pure ER

targeting [244, 382, 186, 50], and a data analysis of signal peptides in E. coli revealed depen-

dencies between the signal peptide and the final protein localization [370, 95]. The results

in Table 5.7 and Table 5.8 indicate that signal peptides are possibly a major determinant

for localization along the secretory pathway in eukaryotes as well. In the next section the

contribution of transmembrane domains to protein localization is studied.

5.3 Transmembrane domains

The membrane spanning domains of transmembrane proteins are composed of predominantly

hydrophobic amino acids that assume an α-helical conformation within the lipid bilayer (for

details see Section 2.1).

Figure 5.4: (A) Logo, (B) hydropathy plot, (C) spectrogram and (D) charge plot of transmem-

brane domains extracted from the PDB-03 data set and aligned along the domain centers.

Logo created with WebLogo: http://weblogo.berkeley.edu.

The orientation of the transmembrane domain relative to the membrane is determined by
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multiple factors. Most prominent is the charge difference in the cap regions that flank the

domain. The more positively charged cap region tends to be located at the cytosolic side of

the membrane (positive-inside rule) [406, 139].

The properties of transmembrane domains have been studied in numerous papers [214,

345, 10, 256, 315, 444, 230, 393, 25, 84, 219]. The following analysis extends these studies

by focusing on the differences between transmembrane domains that belong to proteins of

different subcellular localizations.

Figure 5.4 contains four diagrams that depict important properties of transmembrane

domains and their cap regions. The transmembrane domains were extracted from the PDB-

03 data set that was filtered for eukaryotic proteins targeted to the plasma membrane4. From

each protein the transmembrane domains with their cap regions were extracted and uniquely

oriented (cytosolic side to the left). The 298 domains were then aligned along their centers

and 15 residues to both sides were extracted, to include the transmembrane domain and its

flanking regions.

Diagram 5.4-A shows the logo for the extracted regions. The conserved transmembrane

domain (position 6 to 26), with a strong preference for hydrophobic amino acids (L,I,F,V) is

clearly visible. Other frequent amino acids are glycine (G) and alanine (A) that are involved in

helix-helix interaction motifs (GxxxG, AxxxA) [363, 199, 362] and serine (S) and threonine (T)

that tend to form intra-helical hydrogen bonds [449].

The fluctuations of the conservation (stack height) in the logo, the hydrophobicity in the

hydropathy plot and the frequency distribution of leucine (L) in the spectrogram weakly

indicate a periodicity with a length of three or four residues. This is in agreement with a turn

length of 3.6 residues for α-helical structures and was also found by computational periodicity

analysis of transmembrane domains [345, 219].

Diagram 5.4-B plots the summed Kyte-Doolittle hydropathy [210] over each position of the

extracted sequences. The difference in hydrophobicity between the transmembrane domain

and its flanking regions is striking and shows distinctive boundaries of the membrane spanning

region. The hydropathy plot and the logo indicate a typical length of 21 residues for the

membrane spanning region, which is in agreement with the literature [41, 264, 10] and strongly

supported by the length distribution of transmembrane domains of plasma membrane proteins

(see Figure 5.5).

Diagram 5.4-C depicts the spectrogram (or density plot). Again the hydrophobic trans-

membrane domain can easily be identified. Also a preference for positively charged amino

acids (K,R) on the cytosolic side of the domain is apparent. This predisposition for posi-

tively charged amino acids becomes very obvious in the charge Diagram 5.4-D that plots the

4The plasma membrane class is the largest class in the PDB-03 data set.
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summed charge over each position (see positions 1 to 5).

Figure 5.5: Length distribution of transmembrane domains extracted from eukaryotic proteins

of the PDB-03 data set, targeted to the plasma membrane.

To gain a more detailed understanding of the distribution of amino acids along the length

of the transmembrane domain, frequency plots were computed. Figure 5.6 shows six diagrams

(A-F) that plot the frequency of specific amino acids for positions along the transmembrane

domain and its cap regions. The plots were calculated from 4123 transmembrane domains,

extracted from proteins of the LOC-06 data set5. The domains were aligned along their

centers and uniquely oriented. The cytosolic end is always located at the left side of the

frequency plots. The boundaries of the membrane spanning region are marked (dotted lines).

Diagram 5.6-A plots the frequencies of hydrophobic amino acids (I,L,V,A). A preference

for hydrophobic residues within the transmembrane domain is apparent. Diagram 5.6-B

shows the frequencies for bulky amino acids (Y,W), which are known to be favored near to

the termini of transmembrane domains [397, 423].

Diagram 5.6-C plots the distribution of glycine (G) and proline (P) within the trans-

membrane domain. Glycine is a part of the helix-helix interaction motif GXXXG [341, 363]

and therefore expected to be present within the transmembrane domain region. Proline in

contrast, has the tendency to break or kink α-helices and is therefore less frequently found

within the α-helical transmembrane domain [410, 362]. Both effects can be observed in Dia-

gram 5.6-C.

Diagram 5.6-D depicts the frequencies of negatively charged amino acids. Negatively

charged residues hardly appear within the transmembrane domain but are strongly favored

within the cap regions, with a clear preference for the non-cytosolic side. Diagram 5.6-E shows

5The corresponding frequency plots derived from the PDB-03 data set are very similar but less smooth and

the characteristic distributions of amino acid are therefore more difficult to see.
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the distribution of positively charged amino acids and as expected, the diagram is almost a

mirror image of the frequency distribution for negatively charged residues. Diagrams 5.6-D

and 5.6-E strongly confirm the positive-inside-rule [409] that states that the more positively

charged cap regions prefers to rest at the cytosolic (inside) side of the membrane.

Diagram 5.6-F finally shows the distribution of polar amino acids and a clear preference

for the cap regions is apparant, however without favoring one side of the transmembrane

domain.

Figure 5.6: Amino acid distribution within transmembrane domains and cap regions extracted

from the LOC-06 data set. The cytosolic side is on the left side of the diagrams.

The amino acid distributions, depicted in Figure 5.6, are in very good agreement with

biophysical membrane insertion studies that measure the free energy of amino acids at specific

positions within the transmembrane domain [146, 423]. It can therefore be concluded that

the consensus method employed to annotated the membrane spanning regions of proteins in

the LOC-06 data set, is a reliable predictor of transmembrane domains and that the contents

of the predicted membrane spanning regions resemble the biological facts.

In the remainder of this section, features of transmembrane domains, such as length,

position, physicochemical properties and k-mers, will be examined with respect to their power

to discriminate between subcellular localizations.

Table 5.10 shows the predictive power of the length of the first transmembrane domain to

discriminate between subcellular locations L1 and L2. A statistically highly significant differ-
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ence in length, with good discriminative power (AUC = 0.7), is apparent between proteins

targeted to the plasma membrane (PM) and the Golgi complex (GO) (see column 1). This is

in agreement with mutagenesis experiments and studies of Golgi enzymes, which found the

transmembrane domains of Golgi proteins to be five residues shorter in average than those of

plasma membrane proteins [263, 41, 266, 246].

A significant length difference, though with lower AUC, was also detected between plasma

membrane (PM) proteins and proteins targeted to the endoplasmic reticulum (ER) (see col-

umn 5). The observed differences in length give support to the lipid bilayer sorting model by

Bretscher and Munro [41], which attributes the length of the transmembrane domain as an

important determinant for protein localization at the ER, the Golgi complex and the plasma

membrane (see Section 2.3.2).

L1 PM EN LY PM PM ER EN EN EN LY

L2 GO GO GO LY ER GO PM ER LY ER

AUC 0.70 0.63 0.61 0.61 0.61 0.57 0.55 0.55 0.54 0.52

p 3e-07 2e-01 5e-01 2e-02 7e-04 7e-02 5e-01 6e-01 4e-01 6e-01

Table 5.10: Discriminative power (AUC) of the length of the first transmembrane domains

of sequences from the LOC-06 data set. L1 and L2 denote the two locations to discriminate.

Results significant (p-value) at the 0.05 level after Bonferroni correction are in bold letters.

Note that a mismatch between the length of the transmembrane domain and the thickness

of the lipid bilayer (”Hydrophobic mismatch”) can be compensated by tilting [304, 299] of the

α-helix and shrinking or widening of the α-helix or the lipid bilayer [195, 196, 260, 19, 87, 88].

This might explain why the discriminative power of the length of the transmembrane domain

is only average.

Table 5.11 analyzes the position of the first transmembrane domain as a feature to dis-

criminate between subcellular locations. Similarly to length, position appears as a good

discriminator to distinguish between proteins targeted to the plasma membrane (PM), the

Golgi complex (GO) and the endoplasmic reticulum (ER) (columns 1 and 2). It is however

likely that this effect is partially caused by the preference of certain protein types at specific

locations. For instance, the Golgi complex shows a preference for Type-II proteins [125], while

the plasma membrane shows a preference for Type-I proteins (see Table 4.3 on page 76).

Significant discrimination was also achieved between proteins targeted to the plasma mem-

brane (PM) and the lysosomes (LY) or the lysosomes (LY) and the endosomes (EN) (see

columns 4 and 7). Due to the small number of lysosomal and endosomal proteins these

results have to be interpreted with care, however.
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L1 PM PM EN PM LY EN EN ER LY EN

L2 GO ER GO LY GO ER LY GO ER PM

AUC 0.72 0.67 0.66 0.65 0.63 0.63 0.61 0.58 0.55 0.51

p 2e-04 1e-08 5e-02 1e-03 4e-01 5e-03 9e-04 7e-01 5e-01 7e-01

Table 5.11: Discriminative power (AUC) of the start positions of the first transmembrane

domains for sequences from the LOC-06 data set. L1 and L2 denote the two locations to

discriminate. Results significant (p-value) at the 0.05 level after Bonferroni correction are in

bold letters.

Table 5.12 evaluates different physicochemical scales with regard to their discriminative

power. A statistically highly significant difference in molecular weight was found in the

transmembrane domains of proteins targeted to the plasma membrane (PM) or the Golgi

complex (GO) (see row 1). The differences in molecular weight are in agreement with the

observation that transmembrane domains of Golgi proteins display a preference for phenylala-

nine [266], a bulky amino acid with high molecular weight. The preference for phenylalanine

could also explain the significant differences in the volume of amino acids that is apparent for

lysosomal (LY) and Golgi (GO) proteins (see row 5).

L1 L2 AUC p Scale Description

PM GO 0.66 2e-08 FASG760101 Molecular weight

PM ER 0.65 1e-12 PRAM900101 Hydrophobicity signal peptides

EN LY 0.65 5e-01 FAUJ880111 Positive charge

EN GO 0.65 3e-02 FASG760101 Molecular weight

LY GO 0.64 1e-03 GRAR740103 Volume

EN ER 0.63 7e-01 ZIMJ680103 Polarity

PM LY 0.63 5e-02 KYTJ820101 Hydropathy index

ER GO 0.60 3e-03 PRAM900101 Hydrophobicity signal peptides

LY ER 0.60 8e-03 FASG760101 Molecular weight

EN PM 0.55 6e-01 CEDJ970103 Amino acids in membrane proteins

mean AUC 0.63

Table 5.12: Discriminative power (AUC) of physicochemical scales for the first transmem-

brane domains of sequences of the LOC-06 data set. L1 and L2 denote the two locations to

discriminate. Results significant (p-value) at the 0.05 level after Bonferroni correction are in

bold letters.

Plasma membrane (PM) and ER proteins, and ER and Golgi proteins could be sepa-

rated best with a hydrophobicity scale for signal peptides (Table 5.12, rows 2 and 8). The

hydrophobicity of the transmembrane domain is known to act as a sorting signal. Yuan et

al. [444] found an increased hydrophobicity for transmembrane domains of Golgi proteins in
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comparison with post-Golgi locations.

The preference for the signal peptide hydrophobicity scale can be explained by the fact

that the amino acid distribution of the hydrophobic core of signal peptides and that of trans-

membrane domains are very similar. For instance, lengthening the hydrophobic core of signal

peptide can suppress cleavage, and the signal peptide then acts as a signal anchor. In compar-

ison however, overall physicochemical properties of the transmembrane domain are a weaker

discriminator between locations than length or position of the membrane spanning region.

Table 5.13 lists the k-mers with the highest discriminative power (highest AUC) between

subcellular locations L1 and L2. There is a clear over-representation of hydrophobic amino

acids (L, V), di-peptides (LV, VL) and tri-mers (LVV, LLV), due to the hydrophobic character

of the transmembrane domain. Apart from amino acid motifs related to hydrophobicity, no

other specific sorting motifs are apparent.

L1 L2 1-mer AUC 2-mer AUC 3-mer AUC 3,1-mer AUC

EN PM M 0.59 YL 0.64 SLL 0.59 YLR 0.67

EN LY L 0.65 LV 0.71 LVV 0.59 LVT 0.75

EN ER V 0.63 LV 0.71 LVV 0.60 CLV 0.76

EN GO V 0.66 LV 0.64 LVV 0.57 VGT 0.75

PM LY L 0.62 LV 0.60 LLV 0.57 TLI 0.65

PM ER F 0.60 LV 0.61 LLV 0.54 ILV 0.67

PM GO V 0.62 AV 0.59 LLY 0.54 IAV 0.64

LY ER V 0.63 VL 0.63 ALL 0.57 VLG 0.65

LY GO V 0.64 IF 0.60 VVF 0.55 TLY 0.66

ER GO P 0.59 LV 0.57 ALL 0.54 ILY 0.61

mean AUC 0.62 0.63 0.56 0.68

Table 5.13: Discriminative power (AUC) of k-mers within the first transmembrane domain

for sequences of the LOC-06 data set. L1 and L2 denote the two locations to discriminate.

Results significant (p-value) at the 0.05 level after Bonferroni correction are in bold letters.

Yuan et al. [444] have shown that Type-II Golgi proteins can be well discriminated from

other locations based on the hydrophobicity of the transmembrane domain and it is known

that the transmembrane domain functions as retention signal in Golgi proteins [383, 386, 389].

Mutational experiments however, have failed to identify specific targeting motifs within the

transmembrane domains of Golgi proteins [290, 263, 246], which is in agreement with the

results of Table 5.12.
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Figure 5.7: Hydrophobicity of transmembrane domains in relation to their length. Hydropho-

bicity is measured as the summed Kyte-Doolittle hydrophobicity over the length of the first

transmembrane domains for plasma membrane proteins from the LOC-06 data set.

The literature and the results here indicate that the length and the hydrophobicity of the

transmembrane domain function as sorting signals. One question to ask is, whether these two

features are independent or just two different aspects of the same property. For instance, the

longer a transmembrane domain is, the more hydrophobic residues it can contain.

Figure 5.7 plots the Kyte-Doolittle hydrophobicity of the first transmembrane domains of

plasma membrane proteins from the LOC-06 data set over the length of the transmembrane

domains. The calculated hydrophobicity is the sum over all residues within the transmem-

brane domain. With a correlation coefficient of rPM = 0.70, hydrophobicity and length

of transmembrane domains are certainly correlated, albeit not very strongly. The correla-

tion coefficients for other subcellular locations are higher though: rGO = 0.74, rER = 0.81,

rEN = 0.78, rLY = 0.75, and it seems that length and hydrophobicity are two closely related

properties of transmembrane domains.

The next section studies the properties of the cap regions that flank the transmembrane

domains, and their contribution to protein localization.

5.4 Cap regions

The membrane spanning regions of transmembrane proteins are flanked by cap regions that

determine the orientation of the domain relative to the membrane and that anchor the domain
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within the membrane. The more positively charged cap region prefers to rest on the cytosolic

side of the membrane (see Figure 5.8) [406, 139].

Figure 5.8: Orientation of the transmembrane domain relative to the membrane. The more

positively charged cap region tends to rest on the cytosolic side of the membrane (Positive-

inside rule).

To determine the typical length of the cap regions, the first transmembrane domain was

extracted from all sequences of the LOC-06 data set that are targeted to the plasma mem-

brane. Plasma membrane proteins were chosen because of the large number of samples. The

transmembrane domains were then aligned along their centers and uniquely oriented (cytoso-

lic side is always on the left side in Figure 5.9), according to the orientation annotation of the

sequences.

Figure 5.9 is divided into two diagrams that show different aspects of the extracted trans-

membrane domains and their neighborhoods. Diagram 5.9-A plots the mean Kyte-Doolittle

hydropathy and the mean charge for each position of the aligned sequences. Note that the

graph is normalized to the interval [0,1]. The highly hydrophobic transmembrane domain and

the less hydrophobic, charged cap regions (marked area) are clearly visible in the diagram.

Also the difference in charge between the cap regions, with a more positively charged cytosolic

cap region, is obvious (marked with plus and minus signs).

According to Diagram 5.9-A, a section of ten residues length seems to capture most of

the characteristic features of the cap regions. This estimate for the length of the cap region

finds further support by Diagram 5.9-B, which contains the logo of the aligned sequences.

The logo shows the position-specific information content or the conservation in bits6. While

the transmembrane domain stands out as a conserved region, two conservation dips on both

sided of the transmembrane domain region are apparent. The widths of the conservation dips

match the length of the cap regions identified in Diagram 5.9-A. For further experiments a

cap region length of ten residues was therefore chosen, if not otherwise stated.

6Since the focus is on the differences in conservation, the letters of the logo are only indicated by short

bars.
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Figure 5.9: Hydropathy plot and logo of transmembrane domains and their neighborhood,

extracted from sequences targeted to the plasma membrane. The sequences are aligned along

the center of the transmembrane domain and uniquely oriented (cytosolic side to the left).

Diagram A plots Kyte-Doolittle hydropathy and charge. Diagram B shows the logo.

Diagram 5.9-B shows an increase of conservation with growing distance to the boundaries

of the transmembrane domain. This effect is caused by other nearby transmembrane domains

and signal peptides as they are present in Type-I and Type-IV proteins.

5.4.1 Inside cap region

In the following, physicochemical properties and k-mers distributions of the cytosolic and

the non-cytosolic cap regions of transmembrane domain are evaluated with respect to their

discriminative power for localization prediction. Table 5.14 compares the physicochemical

properties of the cytosolic (inside) cap region of transmembrane proteins of the LOC-06 data

set. In the case of multi-spanning transmembrane domains, only the cap regions of the first

transmembrane domain in each protein were evaluated.
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L1 L2 AUC p Scale Description

EN LY 0.70 2e-02 ZIMJ680104 Isoelectric point

EN LY 0.69 2e-02 ZIMJ680104 Isoelectric point

EN GO 0.64 5e-01 CEDJ970103 Amino acids in membrane proteins

PM LY 0.64 4e-01 ZIMJ680104 Isoelectric point

EN ER 0.63 8e-02 ZIMJ680104 Isoelectric point

LY ER 0.63 4e-02 PRAM900101 Hydrophobicity signal peptides

PM ER 0.61 7e-01 FAUJ880111 Positive charge

EN PM 0.60 1e-01 CEDJ970103 Amino acids in membrane proteins

ER GO 0.59 7e-04 PRAM900101 Hydrophobicity signal peptides

PM GO 0.59 4e-01 FAUJ880112 Negative charge

LY GO 0.58 6e-01 ZIMJ680104 Isoelectric point

mean AUC 0.63

Table 5.14: Discriminative power (AUC) of physicochemical scales for the inside cap region

of sequences of the LOC-06 data set. L1 and L2 denote the two locations to discriminate.

Results significant (p-value) at the 0.05 level after Bonferroni correction are in bold letters.

As expected, due to the weak conservation, the cytosolic cap region is a weak discrimi-

nator between subcellular locations. A statistically significant difference could be found only

between Golgi (GO) proteins and proteins targeted to the endoplasmic reticulum (ER) (see

row 9). The related scale however, was a hydrophobicity scale, which rather suggests differ-

ences in the transmembrane domains than differences in the actual cap regions. This effect

can be explained by the tendency of the consensus method, utilized to predict membrane

spanning regions in the LOC-06 data set, to shorten the transmembrane domains. Conse-

quently, the extracted cap regions are likely to contain parts of the transmembrane domain,

which inadvertently contributes to the discrimination.

In general however, a preference for charge related scales (isoelectric point, positive and

negative charge) is apparent, which is in agreement with the preference for charged amino acids

in the cap regions. But the differences in charge between cap regions of proteins from different

locations are obviously not significant enough to serve as a useful feature for discrimination.

Table 5.15 lists the k-mers within the inside cap region that show the highest discriminative

power (highest AUC) between pairs of locations (L1, L2). Generally, the AUCs for k-mers

within the inside cap region are poor. There is also a preference for amino acids that are

typical for transmembrane domains (V,L,A,S,G), which again indicates contributions of the

transmembrane domain regions instead of the cap regions. Note that the gap symbol ’-’

represents positions beyond the termini of the sequence.

Transmembrane domains can be located close to the sequence termini, e.g. signal anchors,

and the extracted cap region extends then beyond the sequence terminus. The reason why
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k-mers with gap symbols appear as the most discriminative k-mers, is due to a preference of

certain protein types at particular subcellular localizations. A preference of k-mers with gap

symbols therefore only reflects differences in the distribution of protein types over organelles

but does not provide any obvious further insights into the targeting process.

L1 L2 AUC 1-mer AUC 2-mer AUC 3-mer AUC 3,1-mer

EN PM 0.59 Q 0.56 LC 0.56 RVF 0.63 APD

EN LY 0.64 V 0.56 SL 0.55 RVF 0.65 SLL

EN ER 0.61 M 0.56 LC 0.55 — 0.64 APD

EN GO 0.62 S 0.56 SS 0.55 RVF 0.62 LVF

PM LY 0.61 Y 0.56 RQ 0.53 PNP 0.61 HLY

PM ER 0.55 Y 0.53 GL 0.51 –M 0.54 GLS

PM GO 0.57 G 0.53 SS 0.52 — 0.55 ILS

LY ER 0.60 F 0.56 RQ 0.53 PNP 0.61 RQL

LY GO 0.66 S 0.56 RQ 0.53 YPN 0.60 HLY

ER GO 0.59 A 0.53 GL 0.52 –M 0.56 SAR

mean AUC 0.60 0.55 0.54 0.60

Table 5.15: Discriminative power (AUC) of k-mers from the inside cap region of sequences of

the LOC-06 data set. L1 and L2 denote the two locations to discriminate. Results significant

(p-value) at the 0.05 level after Bonferroni correction are in bold letters.

However, Table 5.15 also reveals a weak preference for tyrosine (Y) related k-mers for

proteins targeted to the lysosomes, which is in agreement with tyrosine based YXX∅ targeting

motifs that are typically located closely to the transmembrane domain and on the cytoplasmic

side (see Section 2.3.3). Also di-leucine motifs (DXXLL) are usually found near the transmem-

brane domains of endosomal or lysosomal proteins, which offers a further explanation for the

over-representation of leucine (L) residues in Table 5.15.

5.4.2 Outside cap region

Table 5.16 evaluates the discriminative power of physicochemical properties of the non-

cytosolic (outside) cap regions. Similarly to the inside cap regions, the discriminative power

is poor and a preference for charge related scales (Isoelectric point, negative and positive

charge) is apparent. Statistically significant differences however, were found only for scales

based on hydrophobicity and molecular weight (see rows 3, 9 and 10). As discussed for the

inside cap region, this is an indicator of contributions of the transmembrane domain region

instead of the cap region.
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L1 L2 AUC p Scale Description

EN LY 0.70 2e-01 ZIMJ680104 Isoelectric point

LY GO 0.65 9e-03 FASG760101 Molecular weight

PM GO 0.63 1e-07 FASG760101 Molecular weight

PM LY 0.63 6e-01 FAUJ880112 Negative charge

EN ER 0.62 4e-02 FAUJ880111 Positive charge

EN GO 0.62 8e-01 ZIMJ680104 Isoelectric point

LY ER 0.61 2e-02 ZIMJ680103 Polarity

EN PM 0.61 3e-02 FASG760101 Molecular weight

PM ER 0.61 8e-10 PRAM900101 Hydrophobicity signal peptides

ER GO 0.59 3e-03 PRAM900101 Hydrophobicity signal peptides

mean AUC 0.63

Table 5.16: Discriminative power (AUC) of physicochemical scales for the outside cap region

of sequences of the LOC-06 data set. L1 and L2 denote the two locations to discriminate.

Results significant (p-value) at the 0.05 level after Bonferroni correction are in bold letters.

Table 5.17 lists the k-mers within the non-cytosolic (outside) cap region that show the

highest discriminative power between pairs of locations (L1, L2). The results are very similar

to the results for the inside region, provided in Table 5.15. The discriminative power is poor,

and a preference for hydrophobic amino acids (L, S) is apparent. The fraction of positively

charged amino acids (K,R) however, is slightly higher in comparison to the inside cap region.

This can be explained by the fact that the inside cap region is saturated with positively

charge residues and therefore less variable in its composition. The greater variance within the

outside region allows charged residues to become a discriminative feature, albeit a weak one.

L1 L2 AUC 1-mer AUC 2-mer AUC 3-mer AUC 3,1-mer

EN PM 0.65 S 0.58 LR 0.55 --- 0.65 RLS

EN LY 0.66 S 0.61 LR 0.54 RPR 0.66 RGS

EN ER 0.64 S 0.58 LR 0.53 VGH 0.66 RLS

EN GO 0.63 S 0.56 -M 0.56 --M 0.64 RLS

PM LY 0.61 K 0.58 PL 0.54 RPR 0.60 RPL

PM ER 0.61 K 0.56 RK 0.52 --- 0.60 RRK

PM GO 0.59 - 0.59 -M 0.59 --M 0.60 -MS

LY ER 0.60 M 0.58 PL 0.54 RPR 0.62 RPK

LY GO 0.66 M 0.59 -M 0.59 --M 0.61 QRP

ER GO 0.62 R 0.57 -M 0.57 --M 0.61 LSR

mean AUC 0.63 0.58 0.55 0.63

Table 5.17: Discriminative power (AUC) of k-mers within the outside cap region of sequences

from the LOC-06 data set. L1 and L2 denote the two locations to discriminate. Results

significant (p-value) at the 0.05 level after Bonferroni correction are in bold letters.
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Also similar to Table 5.15 is the appearance of k-mers with gap symbols (’-’) in Table 5.17.

As discussed before, this effect is caused by transmembrane domains close to the sequence

termini, and the discriminative power of gapped motifs solely reflects the differences in the

distribution of protein types over locations.

To summarize, neither the inside nor the outside cap region contain k-mers or physico-

chemical properties strongly correlated with the subcellular localization of transmembrane

proteins. The charge of the cap regions however is strongly correlated with the membrane

orientation of the α-helix and therefore important for topology prediction. In the next section

the discriminative power of the N-terminal and C-terminal regions is analyzed.

5.5 Terminal regions

In contrast to transmembrane domains or cap regions, the terminal regions of transmembrane

proteins generally display no evident alterations in amino acid composition or physicochemical

propensity that would allow to unambiguously identify a characteristic length.

To find representative lengths for the terminal regions, the most discriminative amino

acids (1-mers), di-peptides (2-mers), and physicochemical scales between locations were de-

termined in the same way as demonstrated for transmembrane domain and cap regions (see

Table 5.12 and Table 5.13 as an example). The evaluation was performed for terminal regions

with lengths varying from 1 to 90 residues. For each length the mean AUCs for the most

discriminative amino acids, di-peptides, and physicochemical scales between pairs of locations

were calculated and plotted.

Figure 5.10 is divided into two diagrams that plot the mean AUCs over length for the

N-terminal and the C-terminal region. Its purpose is to identify the section of the graph that

shows an initially fast increase in AUC with growing length of the terminal region, followed

by a slow down or decrease in performance, when the essential features of the region are

captured. The turning point, where the slope of the graph changes distinctively for the first

time, indicates a suitable choice for the length of the terminal region.

Diagram 5.10-A plots the mean AUCs for the most discriminative amino acids (1-mers), di-

peptides (2-mers), and physicochemical scales over different lengths of the N-terminal region.

Note that in the case of Type-I proteins the signal peptide sequence is removed, and the

N-terminal regions starts with the first residue of the mature protein. The diagram shows

the first pronounced change in the gradient of the 1-mer and the 2-mer AUC graphs for an

N-terminal length of around 12 residues (marked). No distinctive turning point could be

identified for the graph of the physicochemical scales. Therefore an N-terminal length of 12

residues was chosen for all following evaluations. The 1-mer curve displays a peak for an N-
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terminal length of around 35 residues, which is most likely caused by transmembrane domain

regions close to the N-terminal.

Diagram 5.10-B depicts the mean AUCs for the most discriminative amino acids (1-mers),

di-peptides (2-mers), and physicochemical scales over different lengths of the C-terminal re-

gion. Note that the length axis is reversed to resemble the position of the C-terminal at the

end of the sequence. In contrast to Diagram 5.10-A no pronounced turning point for the slope

of the graphs could be identified. However, there is an indication of a week turning point for

a C-terminal length of 12 residues and also the AUC curve for physicochemical scales starts

to increase more constantly at this point. In accordance with the length of the N-terminal

region, a C-terminal length of 12 residues was therefore chosen for all subsequent evaluations.

Figure 5.10: Mean AUCs over most discriminative amino acids (1-mers), di-peptides (2-mers),

and physicochemical scales for different lengths of the N-terminal region.

5.5.1 N-terminal region

Table 5.18 lists the physicochemical features for the N-terminal region with the highest dis-

criminative power. A highly significant difference between plasma membrane (PM) and

Golgi (GO) proteins was found for amino acid volume (see row 1), but the AUC of 0.65

states only average prediction quality for this feature. A preference for the volume scale for

all Golgi targeted proteins is apparent. No indication for a specific difference in the volume of

amino acids within the N-terminal region of Golgi proteins could be found in the literature,

however.

Statistically significant differences were also found between lysosomal (LY) proteins and

proteins targeted to the endosomes (EN) or the ER, and between ER and Golgi (GO) proteins.

However the discriminative power was only average or weak.
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L1 L2 AUC p Scale Description

PM GO 0.65 1e-08 GRAR740103 Volume

EN LY 0.64 9e-04 ZIMJ680104 Isoelectric point

PM LY 0.63 2e-04 KLEP840101 Net charge

EN GO 0.62 9e-02 GRAR740103 Volume

EN ER 0.62 2e-01 ZIMJ680104 Isoelectric point

PM ER 0.61 3e-02 CEDJ970103 Amino acids in membrane proteins

ER GO 0.60 2e-03 GRAR740103 Volume

LY GO 0.60 2e-01 GRAR740103 Volume

EN PM 0.56 3e-01 FASG760101 Molecular weight

LY ER 0.55 3e-01 KYTJ820101 Hydropathy index

mean AUC 0.61

Table 5.18: Discriminative power (AUC) of physicochemical scales for the N-terminal region

(12 residues) of sequences of the LOC-06 data set. L1 and L2 denote the two locations to

discriminate. Results significant (p-value) at the 0.05 level after Bonferroni correction are in

bold letters.

Table 5.19 shows the k-mers within the N-terminal region of 12 residues that achieved

the highest AUCs between pairs of locations (L1, L2). The most prominent di-peptide is a

pair of glutamic acid (EE) residues that appears as a statistically significant discriminator

between endosomal proteins and proteins targeted to other locations (see first four rows). The

di-peptide also stands out as a conserved motif within the endosomal logo (see Figure 5.11).

While acidic clusters in the cytoplasmic tails of proteins Golgi proteins are known to function

as sorting signals [412], no example for endosomal targeting based on an N-terminal EE motif

could be found in the literature.

For lysosomal proteins the di-peptide RL appears as discriminative motif in Table 5.19 (see

rows 8 and 9). The motif is however not conserved within the endosomal logo (see Figure 5.11)

and is not known as an lysosomal sorting signal in the literature.

Another discriminative and significant di-peptide that shows up in Table 5.19 is a di-

arginine motif RR for Golgi proteins (see rows 7 and 10). While many Type-II proteins

targeted to the endoplasmic reticulum display a di-arginine motif RR close to the amino

terminal [358, 390, 399], such a motif for Golgi proteins is unknown in the literature.

The Golgi complex has a preference for Type-II proteins (see Table 4.3), which have their

transmembrane domains close to the amino terminal that rests in the cytosol. Due to the

positive-inside rule (see Section 2.1), the cytosolic cap region of the transmembrane domain

shows an abundance of lysine (K) and arginine (R) residues. Consequently the short N-

terminal region is positively charged as well, which explains the di-arginine motif RR for Golgi

proteins in Table 5.19. Whether this motif has a biological sorting function for Golgi proteins
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remains an open question.

L1 L2 AUC 1-mer AUC 2-mer AUC 3-mer AUC 3,1-mer

EN PM 0.65 V 0.59 EE 0.56 PEE 0.63 GIL

EN LY 0.69 E 0.63 EE 0.56 PEE 0.69 EEL

EN ER 0.64 Y 0.59 EE 0.56 PEE 0.63 HEE

EN GO 0.69 E 0.62 EE 0.56 PEE 0.68 EEL

PM LY 0.64 R 0.60 RL 0.54 RLE 0.66 VRL

PM ER 0.65 M 0.57 MA 0.52 LGL 0.60 MAI

PM GO 0.64 R 0.58 RR 0.52 GLL 0.62 LRR

LY ER 0.61 E 0.60 RL 0.54 RLE 0.64 VRL

LY GO 0.61 K 0.58 RL 0.54 RLE 0.61 MDS

ER GO 0.63 E 0.56 RR 0.52 MRR 0.59 RRC

mean AUC 0.65 0.59 0.54 0.64

Table 5.19: Discriminative power (AUC) of k-mers within the N-terminal region (12 residues)

of sequences of the LOC-06 data set. L1 and L2 denote the two locations to discriminate.

Results significant (p-value) at the 0.05 level after Bonferroni correction are in bold letters.

The discriminative power of the methionine (M) and the di-peptide MA between proteins

targeted to the endoplasmic reticulum and the plasma membrane simply reflects the preference

for Type-I proteins at the plasma membrane (see Table 4.3). Protein sequences usually start

with a methionine residue at the first position. Type-I proteins however, carry a signal

peptide that is cleaved and the first residue of the mature protein is not conserved. The

higher percentage of Type-I proteins at the endoplasmic reticulum results therefore in a more

variable first residue, which discriminates ER proteins from locations with a smaller fraction

of Type-I proteins, such as the endoplasmic reticulum.

To confirm discriminative di-peptides detected in Table 5.19, and to identify new possible

sorting motifs, the contents of the N-terminal regions were visualized by logos and di-peptide

bubble plots. Figure 5.11 contains the logos and di-peptide bubble plots for proteins tar-

geted to the endoplasmic reticulum (ER), the Golgi (GO), the plasma membrane (PM), the

lysosomes (LY) and the endosomes (EN).

The letter sizes in the logo represent the relative frequencies of amino acids for a specific

sequence position in a set of aligned sequences. The height of the letter stack shows the

information content in bits.

The first residue of a protein is a highly conserved methionine (M). To magnify weakly

conserved residues, the methionine (M) letter at position one of the logos is clipped. For

the corresponding positions (first columns) of the bubble plots, the di-peptide frequencies

are completely suppressed (marked by crosses), to increase the visibility of less frequent di-

peptides.
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Figure 5.11: Logos and di-peptide bubble plots of the N-terminal region for proteins tar-

geted to the endoplasmic reticulum (ER), the Golgi (GO), the plasma membrane (PM), the

lysosomes (LY) or the endosomes (EN).

The di-peptide bubble plots below the logos display the relative frequencies of the 10

most frequent di-peptides within the N-terminal regions. The most frequent di-peptide ap-

pears in the first line, the second most in the second line and so forth. The diameter of a

bubble represents the relative frequency and the position is the center of the di-peptide. For

instance, the conserved di-arginine (RR) motif at positions 5 and 6 in the Golgi (GO) logo

corresponds to a large bubble at the same positions in the first line of the bubble plot below

(see Figure 5.11-GO).

Note that logo and bubble plot provide supplementary information and conserved amino

acids within the logo do not necessarily require highly frequent di-peptides in the bubble plot

or vice versa. The bubble plots are scaled so that the most frequent di-peptides appear as

bubbles with maximum diameter.

The bubble plot in Figure 5.11-ER for proteins targeted to the endoplasmic reticulum (ER)

displays a preference for di-peptides starting with alanine (A) at position 2 and 3. The higher

frequency for alanine related di-peptides is due to a general preference for alanine in proteins

at position 2, as it is visible in all logos of Figure 5.11. The second row of the bubble plot

shows a preference for di-leucine (LL) which is caused by transmembrane domains close to

the N-terminus. The conserved stack of residues at position 6 of the ER logo could not be

linked to any targeting motif in the literature.

The logo in Figure 5.11-GO for Golgi proteins contains a conserved di-arginine (RR) motif

at positions 5 and 6 that is supported by the corresponding bubble plot. As mentioned above,

the preference of arginine at this position can be linked to the positively charged cap region of

transmembrane domains close to the N-terminus. This explanation is supported by a sequence

110



CHAPTER 5. DATA ANALYSIS 5.5. TERMINAL REGIONS

of highly frequent di-leucines (LL), visible in the second row of the bubble plot, starting at

position 7 that represent the beginning of the hydrophobic transmembrane domain.

Similarly the bubble plot for proteins localized at the plasma membrane (see Figure 5.11-

PM) displays a preference for di-leucines (LL) in the first row due to transmembrane domains

near the N-terminus. No other frequent di-peptide or conserved residues are visible.

The bubble plot for lysosomal proteins (see Figure 5.11-LY) points to di-serine (SS) and di-

alanine (AA) as interesting motifs but neither of them appears in the logo nor has shown any

discriminative power (see Table 5.19). On the other hand, the also frequent di-peptide RL in

row 3 of the bubble plot has shown some discriminative power. The position and composition

of the di-peptide indicates however that it belongs to the boundary between the positively

charged cap region and the transmembrane domain of Type-II proteins. A targeting function

of the motif in vivo appears to be unlikely.

The endosomal logo (see Figure 5.11-EN) reveals a conserved pair of gluatamic acid (EE)

residues that also has significant discriminative power for endosomal proteins (see Table 5.19).

The bubble plot however makes clear that this motif is not frequent. On the other hand, the

frequent motif TL in the first row of the bubble plot, is not discriminative nor is it confirmed

by the logo. Also no support for such a targeting motif could be found in the literature.

5.5.2 C-terminal region

Analogous to the analysis of sorting motifs in the N-terminal region, this section analyzes the

content of the C-terminal region to discriminate between subcellular locations.

L1 L2 AUC p Scale Description

PM GO 0.66 2e-10 GRAR740103 Volume

EN LY 0.64 2e-03 ZIMJ680104 Isoelectric point

PM LY 0.63 2e-04 ZIMJ680104 Isoelectric point

PM ER 0.62 3e-09 GRAR740103 Volume

EN GO 0.62 6e-02 FASG760101 Molecular weight

EN ER 0.62 7e-02 FAUJ880112 Negative charge

LY GO 0.58 5e-02 GRAR740103 Volume

LY ER 0.55 5e-01 CEDJ970103 Amino acids in membrane proteins

EN PM 0.55 3e-01 GRAR740103 Volume

ER GO 0.54 1e-01 FASG760101 Molecular weight

mean AUC 0.60

Table 5.20: Discriminative power (AUC) of physicochemical scales for the C-terminal region

(12 residues) of sequences of the LOC-06 data set. L1 and L2 denote the two locations to

discriminate. Results significant (p-value) at the 0.05 level after Bonferroni correction are in

bold letters.
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Table 5.20 lists the physicochemical scales for the C-terminal region with the highest

discriminative power. A statistically highly significant difference in the C-terminal region of

plasma membrane and Golgi proteins was found for a volume scale (see first row). With an

AUC of 0.66 the discriminative power was only average, however.

A general preference of Golgi proteins for volume or weight related scales is apparent but

the overall discriminative power is low. Lysosomal proteins display a significant difference

in the isoelectric point of the C-region when compared to endosomal or plasma membrane

proteins (see rows 2 and 3)). None of these effects could be linked back to the literature,

however.

Table 5.21 contains the k-mers within the C-terminal region of 12 residues that achieved

the highest AUCs, when used to discriminate between pairs of locations (L1, L2). The most

prominent di-peptide is the motif LQ that appears as a statistically significant discriminator

between endosomal proteins and proteins targeted to other locations (see first four rows). The

discriminative power however, is poor and the motif is neither supported by the endosomal

logo nor the bubble plot for the C-terminal (see Figure 5.12-EN).

L1 L2 AUC 1-mer AUC 2-mer AUC 3-mer AUC 3,1-mer

EN PM 0.57 S 0.58 LQ 0.55 LKV 0.61 MLQ

EN LY 0.65 V 0.60 LQ 0.53 LLE 0.64 GLP

EN ER 0.60 V 0.58 LQ 0.53 LKV 0.62 KRK

EN GO 0.62 F 0.60 LQ 0.55 LKV 0.63 CLQ

PM LY 0.63 S 0.56 LL 0.53 LLE 0.61 LLA

PM ER 0.59 S 0.53 KR 0.52 KAE 0.57 KRK

PM GO 0.62 S 0.53 LK 0.51 DLS 0.57 SES

LY ER 0.62 I 0.55 GL 0.53 PPP 0.59 LLA

LY GO 0.62 F 0.57 GL 0.53 PPP 0.60 PGL

ER GO 0.55 E 0.53 KR 0.52 KAE 0.56 RKA

mean AUC 0.61 0.56 0.53 0.60

Table 5.21: Discriminative power (AUC) of k-mers within the C-terminal region (12 residues)

of sequences of the LOC-06 data set. L1 and L2 denote the two locations to discriminate.

Results significant (p-value) at the 0.05 level after Bonferroni correction are in bold letters.

On the other hand, the di-peptide KK is a known ER targeting signal [168, 390] and

appears as a conserved and frequent di-peptide in the C-terminal logo and bubble plot of

ER proteins (see Figure 5.12-ER). However, it was not the best discriminative di-peptide for

ER proteins. Table 5.21 lists instead the related motifs KR, KAE and KRK. Substitution of

lysine (K) by arginine (R) within the di-lysine motif is permitted and occurs [390] but one

would still expect to find the classical KK motif as the most discriminative di-peptide.

One explanation for the preference of the alternative motifs might be that the di-lysine
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motif frequently occurs in non-ER proteins as well [432], but is sterically masked [390]. In this

case the di-lysine motif ensures that a protein remains in the ER until it correctly assembles

with another protein that masks the di-lysine signal and renders it non-functional. The

protein complex can then leave the ER to be transported to its final location [223, 390].

For lysosomal proteins a di-peptide GL and a proline triple (PPP) were found to be sta-

tistically significant discriminators - albeit with poor performance (see rows 8 and 9). The

corresponding logo and bubble plot reveal a cluster of prolines and glycines in the C-terminal

region (see Figure 5.12-LY). Proline rich regions in the cytoplasmic tails of endosomal and

lysosomal have been shown to function as sorting signals [32], but only for single cases and

not as a general lysosomal targeting signal.

Table 5.21 also indicates that the serine (S) content of the C-terminal serves as a statis-

tically significant discriminator for proteins targeted to the plasma membrane (see rows 1,

5-7). This is supported by the logo and the bubble plot that reveal an abundance of serine in

the C-terminal region (see Figure 5.12-PM). Serines are potential sites for phosphorylation,

which is known to modulate protein trafficking [175, 338, 399]. For instance, phosphorylation

of a serine residue in the cytoplasmic tail of the 46-kDa Mannose 6-phosphate receptor is

required for sorting to the plasma membrane [42].

Figure 5.12 contains the logos and di-peptide bubble plots of the C-terminal regions for

proteins targeted to the endoplasmic reticulum (ER), the Golgi (GO), the plasma mem-

brane (PM), the lysosomes (LY) or the endosomes (EN). Note that the scales of the plots

differ.

Figure 5.12: Logos and di-peptide bubble plots of the C-terminal region for proteins tar-

geted to the endoplasmic reticulum (ER), the Golgi (GO), the plasma membrane (PM), the

lysosomes (LY) or the endosomes (EN).

The logo for proteins targeted to the endoplasmic reticulum (ER) reveals conserved
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lysines (K) at positions -5, -4, and -3 of the C-terminal (see Figure 5.12-ER). This is in

perfect agreement with the well known ER retention signal K(X)KXX, located at the C-

terminus [289, 368, 390]. The importance of the di-lysine motif KK is also supported by

the bubble plot, which shows a highly frequent di-lysine at the appropriate position (second

line).

Surprising is the high frequency of the di-peptide KA, one residue closer to the C-terminal

than the KK motif (see first line of bubble plot). An explanation might be that the di-peptide

KK is often accompanied by flanking residues that influence the efficiency of the retention

signal. For instance, surrounding alanines (A) or serines (S) maintain the targeting function,

while glycine (G) or prolines (P) interrupt it [390].

Logo and bubble plot for the C-terminal region of Golgi proteins (see Figure 5.12-GO)

indicate a preference for di-leucine LL motifs at positions -12, -11, and -7, -6, and -3, -2.

This is in agreement with the known function of di-leucine as a targeting signal to the Golgi

complex. For instance, a C-terminal di-leucine LL is required for localization of the Menkes

protein to the trans-Golgi network [125, 314, 313].

Di-leucine are often part of acidic clusters that are composed of aspartic acid (D) and

glutamic acid (E) residues [399]. The bubble plot matches this pattern, as it shows a preference

for glutamic acid (E) (second line), with a highly frequent pair of glutamic acid residues at

positions -9 and -8 (see Figure 5.12-GO). At the same position a pair of serine (S) residues

is found (fourth line), which is known to frequently appear in acidic clusters as well.

The logo and bubble plot of plasma membrane proteins (see Figure 5.12-PM) reveal a

serine (S) rich C-terminal region, with higher conserved serine residues at positions -3 and

-1. As discussed above, serine (S) is a potential phosphorylation site and was a statistically

significant discriminator for plasma membrane proteins (see Table 5.21).

The bubble plot also shows a preference for the di-peptides ES, SS, and ET at positions -4

and -3. Threonine (T) is a possible target for phosphorylation as well, and appears together

with glutamic acid (E) in acidic clusters. However, no description of a specific di-serine motif

at positions -4 and -3 for plasma membrane targeting could be found in the literature.

Logo and bubble plot of the C-terminal region of lysosomal proteins (see Figure 5.12-LY)

display a proline (P) cluster, stretching from position -10 to -5. As shown in Table 5.21,

proline was found to be a statistically significant discriminators for lysosomal proteins, and

is known to function as sorting signal in vivo as well [32]. Other frequent di-peptides visible

in the bubble plot, such as RR, LS, RQ and GT are not supported by the logo or the literature.

For endosomal proteins the bubble plot of the C-terminal region (see Figure 5.12-EN)

displays a preferences for the di-peptides AP, ED and DE, but they are not supported by the logo

and do not appear as discriminative motifs in Table 5.21. The preference for glutamic acid (E)
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and aspartic acid (D) could indicate an acidic cluster but the results are not conclusive.

5.6 Discussion

In this section, the main results of this chapter are summarized and discussed. Generally,

the results were in very good agreement with the literature: Signal peptides showed the typ-

ical tripartite structure, of a positively charged N-terminal region, a hydrophobic core and

the cleavage site motif AXA. Transmembrane domains were found to be hydrophobic with

positively charged cap regions, and the distribution of amino acids along the membrane span-

ning region closely resembled the distribution identified in biophysical insertion studies. The

positive-inside rule that arguably determines the orientation of the transmembrane domain

relative to the membrane, could be confirmed as well.

A surprising result of the data analysis was however, the comparatively high correlation of

signal peptide features, such as hydrophobicity and k-mer composition, with the subcellular

localization of the mature protein. Since the signal peptide is cleaved shortly after the protein

enters the translocon (see Section 2.3.1), a contribution to the sorting process beyond ER

targeting, and therefore a correlation with the final destination of the mature protein, was

not expected. The predictive power of signal peptides will be further analyzed in Section 6.1.5.

The biological mechanisms that could be responsible for a sorting function of the signal

peptide beyond pure ER targeting are unknown. Three possible explanations are: (1) micro-

domains in the proximity of the translocon that attract specific signal peptides before cleavage

and mediate transport to specific subcellular locations7, (2) changes in cleavage efficiency that

result in different ratio of protein types, e.g. Type-I and Type-II that are targeted to different

locations, or (3) alterations in the cleavage site, dependent on the composition of the signal

peptide, which subsequently influences sorting signals near the cleavage site.

The validity of these hypotheses can only be verified in biological experiments. There

is however, growing evidence that signal peptides have functions other than ER targeting

only [244, 382]. A recent study by Carlsson et al. [50] revealed that signal sequences direct

protein secretion to different regions on the cell surface of S. pyogenes. Kang et al. [186]

showed that differences in the signal peptide affect the efficiency of translocation during ER

stress. And Anjos et al. [8] found that a single residue polymorphism in the signal peptide

of a eukaryotic protein altered the hydrophobicity of the signal peptide and subsequently

glycosylation and targeting efficiency of the mature protein to the cell surface.

The data analysis identified the hydrophobicity of the signal peptide as a good discrim-

inator particularly between endosomal proteins and proteins targeted to the endoplasmic

7Suggested by Melissa Davis.
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reticulum or the plasma membrane. For endosomal proteins, a conserved GQ motif at the

cleavage site (positions -1,+1), a di-glutamic acid EE motif in the N-terminal region and a DE

motif at the extreme C-terminal were found to be discriminative. Note that the good results

for endosomal proteins are likely to be optimistic due to the small number of proteins and

the high percentage of protocadherins.

For lysosomal proteins, a proline cluster in the C-terminal region and the isoelectric point

of the C-terminal region were found to be typical. Proteins targeted to the plasma membrane

carried a di-serine SXS motif at the extreme C-terminal. The C-terminal region was rich

in serine (S) and glutamic acid (E) in general. Hydrophobicity, length and position of the

transmembrane domains were discriminative for proteins targeted to the Golgi complex. Golgi

proteins also displayed a slight preference for bulky residues in both terminal regions. In the

N-terminal region a di-arginine RR motif was visible and the content of the C-terminal region

indicated the presence of an acidic cluster. For ER proteins the classical K(X)KXX retention

signal at the extreme C-terminal could be confirmed. More frequently however, the di-peptide

motifs KRXX and KAXX could be observed. The identified sorting signals are summarized in

Table 5.22.

Some of the identified motifs could not be found in the literature and appear to be inter-

esting targets for further in vitro experiments. In particular the C-terminal proline cluster in

lysosomes, the di-serine SXS motif at the extreme C-terminal of plasma membrane proteins

and the di-arginine RR motif in the N-terminal region of Golgi proteins are to name. Also an

experimental validation of the dependency between signal peptides and protein localization

would be of great interest.

It is however to be noted that all identified sorting motifs were weak signals in the sense

that they were either very specific or very unspecific. The ER retention signal KKXX for in-

stance, is highly specific but only 12 of 261 ER proteins within the LOC-06 data set carry

this motif. Acidic clusters on the other hand are frequent, but appear in proteins localized

to Golgi complex or the plasma membrane. These results are in agreement with Wrzeszczyn-

ski et al. [432], who also found that isolated ER or Golgi sorting signals are weak signals.

Consequently, a multitude of sorting signals are required to localize proteins reliably. This

issue is addressed in Chapter 6, where the entire k-mer distribution of a region is utilized to

predict protein localization, in contrast to the most discriminative k-mer as above.

The discriminative power of mono amino acids was slightly higher or equal to that of

di-peptides. Tri-mers without mismatches usually had the lowest discriminative power, while

the highest AUCs were achieved by tri-mers with mismatches. Physicochemical properties,

such as the mean hydrophobicity of a region, did not show higher discriminative power than

mono amino acids. While the length of the transmembrane domain was a good discriminator

116



CHAPTER 5. DATA ANALYSIS 5.6. DISCUSSION

Location Sorting signals

Endoplasmic reticulum K(X)KXX, KRXX, KAX motifs at extreme C-terminal

Golgi Complex bulky residues at both terminal regions,

di-arginine RR motif in N-terminal region,

acidic cluster in C-terminal region,

hydrophobicity of transmembrane region,

length and position of transmembrane region

Plasma membrane di-serine SXS motif at extreme C-terminal,

serine and glutamic acid rich C-terminal region,

hydrophobicity of transmembrane region,

length and position of transmembrane region

Endosome di-glutamic acid EE motif in N-terminal region,

DE motif at extreme C-terminal,

GQ motif at cleavage site of signal peptide,

hydropathy of signal peptide

Lysosome proline cluster in C-terminal region,

isoelectric point of C-terminal region

Table 5.22: Sorting signals for different locations along the secretory pathway, identified

within the LOC-06 data set.

between Golgi and plasma membrane proteins, its general performance was inferior to mono

amino acid features. Since the length of the transmembrane domain is is correlated with its

hydrophobicity (see Figure 5.7), it can be described by the amino acid composition of the

domain. Also other physicochemical properties of a region, such as charge, can be captured

by the amino acid composition of the region. In the following section of this chapter the

focus is therefore on the k-mer distribution as a feature to discriminate between subcellular

locations.

In comparison to features calculated over the entire protein sequence (see Table 5.5 and

Table 5.4), most region-specific features typically achieved slightly lower AUCs. However the

discriminative power of a region a few residues long can be as good as a feature calculated

over several hundred residues of the entire protein. For instance, amino acid features of the

N-terminal region achieved a mean AUC of 0.65 (see Table 5.19), while amino acid features

of the entire protein achieved a mean AUC of 0.66 (see Table 5.5).

Features of topological regions apparently make a substantial contribution to localization
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prediction. Terminal and membrane spanning regions were found to contribute the most,

while the cap regions showed little discriminative power between subcellular locations but

are clearly important for topology prediction. Signal peptides were surprisingly strongly

correlated with subcellular location but are only present in a subset of proteins.

The data analysis was focused on the discriminative power of isolated, single features,

e.g. the di-peptide with the highest AUC, extracted from a single region. It did not take

into account combinations of features or interactions between regions. An obvious question

to ask is therefore, if an aggregation of multiple features extracted from multiple regions can

improve the prediction accuracy for subcellular localization. This question will be addressed

in the next Chapter 6, and its answer will lead to the acceptance or the rejection of the main

hypothesis of this thesis that topological models of transmembrane proteins achieve higher

accuracies for localization prediction than non-topological models.

The data analysis already gives a preliminary answer to two questions raised by the main

hypothesis: How to model topological regions of transmembrane proteins and how these

regions are related to specific subcellular localizations. The k-mer distribution was found to

be suitable to represent regions and the features and regions correlated with specific locations

are summarized in Table 5.22.
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Chapter 6

Model evaluation

The first principle is that you must not fool yourself - and you are the easiest

person to fool.

Richard Feynman

The objective of this chapter is the validation of the main hypothesis of this thesis, which

claims that topological models of transmembrane proteins achieve higher accuracies for sub-

cellular localization prediction than non-topological models.

The chapter further aims to answer the questions raised by the main hypotheses, such

as (1) how to model topological regions of transmembrane proteins, (2) how topological

regions and subcellular localization are related, and (3) which machine learning algorithms

are suitable for localization prediction?

To this purpose, different topological and non-topological protein models of varying com-

plexity were constructed and their prediction performances were measured. The models and

prediction results were further analyzed, (1) to find suitable features to represent topological

regions, (2) to identify topological regions important for subcellular localization prediction,

and (3) to compare three different machine learning and modeling techniques, namely SVMs,

HMMs and CRFs.

The models were trained and evaluated on the data sets introduced in Section 4.2. The

final comparison of the models for localization prediction was performed on the SWISS-06

data set, which served as an independent test set. Note that the performance measures for the

models introduced in the following are different from those utilized within the data analysis in

Chapter 5. This chapter evaluates the prediction performance of classification algorithms in

cross-validation experiments, while the data analysis in Chapter 5 studied the discriminative

power of individual features, which requires different performance measures.

The accuracies for localization prediction of the models in this chapter were measured by
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the Matthews correlation coefficient (MCC), which is defined as [14]:

MCC =
tp · tn− fp · fn

√

(tp+ fn)(tp+ fp)(tn+ fp)(tn+ fn)
, (6.1)

where tp is the number of true positives, fp is the number of false positives, tn is the number

of true negatives and fn is the number of false negatives. An MCC of +1 indicates perfect

correlation between the observed and the predicted classes of the samples, an MCC of −1

perfect anti-correlation, and an MCC of zero no correlation at all.

The variability in the calculated prediction accuracies (MCCs) over a cross-validation run

is estimated by the 95% confidence interval, which is determined as:

δ95 = ±1.96 · σmcc√
n
, (6.2)

where σmcc is the standard deviation of the MCCs and n is the number of folds times the

number of repeats of the cross-validation experiment. The MCC was chosen, in contrast to

the AUC used for the data analysis in Chapter 5, because it is the most common metric

utilized to measure the performance of localization predictors (see Section 3.2).

To assess the significance of differences in prediction accuracy between models, paired

two-tailed t-tests [378, 322] were performed:

t = (x̄− ȳ)

√

n(n− 1)
∑n

i ((xi − x̄) − (yi − ȳ))2
, (6.3)

where n is the number of runs. xi and yi are prediction performances (MCCs) of the two

models x and y for the i-th input sample, and x̄ and ȳ are the means of xi and yi over all

input samples. From the t-value a p-value can be derived, and p < 0.05 indicates statistically

significant differences in the prediction accuracies of the two models. Note, that the t-test

utilized in this chapter is a paired test, since the models were compared on the same folds

and samples within the cross-validation experiments. In contrast, the t-tests utilized within

the data analysis in Chapter 5 were unpaired tests, since feature values were not calculated

for pairs of samples.

The t-test tests the null hypothesis that two distributions have the same means. It assumes

normality of the distributions and non-significant differences in their variances. Normality

was a reasonable assumption given a large number of evaluations (10-fold cross-validation, 10-

times repeated). To ensure that the variances of the two distributions were not significantly

different, F-tests [372, 322] were performed.

To detect differences in the predicted locations (output) of models, paired two-tailed

McNemar tests [250, 123, 372] with continuity correction were executed:

m =
(|n1 − n2| − 1)2

n1 + n2
, (6.4)
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where n1 and n2 are the numbers of discordant output pairs for each of the two models. The

McNemar test is a non-parametric method to test the null hypotheses that two dichotomous

distributions are identical. Applied to prediction models, a small p-value (p < 0.05) for the

test result signalizes a statistically significant difference in the outputs of the two models.

While the SVM based models relied on the sequence annotation of signal peptides and

transmembrane domains provided by external predictors, the HMM and CRF based models

for localization prediction contained two integrated sub-models to identify signal peptides and

membrane spanning regions. These sub-models were developed and evaluated separately on

the data sets described in Section 4.2.1 and Section 4.2.2.

The accuracy ACCSP of the signal peptide model was measured by the percentage of

correctly predicted cleavage sites:

ACCSP =
#correctly predicted cleavage site

#sequences
· 100% (6.5)

The accuracy of transmembrane domain predictors can be measured with various met-

rics [251, 56]. Typically, per-segment and per-residue accuracies are computed. Per-segment

accuracies measure how accurately the location and number of transmembrane segments are

predicted. Per-residue accuracies measure how accurately residues are labeled as transmem-

brane or non-transmembrane segment residues. In this thesis the metrics defined by Chen et.

al [56] were utilized (see Table 6.1) to assess the prediction accuracies of the transmembrane

domain prediction models.

The remainder of the chapter is divided into the following sections: Section 6.1 evaluates

SVM based models, Section 6.2 evaluates HMM based models, and Section 6.2 evaluates CRF

based models. In Section 6.4 the three machine learning approaches are compared.

6.1 Support Vector Machines

The objective of this section is to test the main hypothesis of the thesis that topological

models of transmembrane proteins achieve higher accuracies for localization prediction than

non-topological models. Furthermore, this section addresses two questions raised by the main

hypotheses: (1) How to model topological regions of transmembrane proteins and (2) what

is the relationship between topological regions and subcellular localization?

To this purpose a model of the different topological regions of transmembrane proteins

was constructed. From this region model the architecture of an SVM based prediction system

for protein localization was derived. The prediction system had three functions. First, it

was utilized to measure the power of individual topological regions for localization prediction

(Mono-region models). Second, it was used to identify the best performing combination of
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Symbol Definition Description

QTMD
#proteins with all TMDs correctly predicted

#proteins in data set · 100% Percentage correct proteins

Q%obs
TMD

#TMDs correctly predicted in data set
#TMDs observed in data set · 100% TMD recall

Q%pred
TMD

#TMDs correctly predicted in data set
#TMDs predicted in data set · 100% TMD precision

Q2
100%

N

∑N
i

#residues correctly predicted in protein i
#residues in protein i Percentage correct residues

Q%obs
2T

#residues correctly predicted in TMDs
#residues observed in TMDs · 100% TMD residue recall

Q%pred
2T

#residues correctly predicted in TMDs
#residues predicted in TMDs · 100% TMD residue precision

Q%obs
2N

#residues correctly predicted in non-TMDs
#residues observed in non-TMDs · 100% non-TMD residue recall

Q%pred
2N

#residues correctly predicted in non-TMDs
#residues predicted in non-TMDs · 100% non-TMD residue precision

MCC tp·tn−fp·fn√
(tp+fn)(tp+fp)(tn+fp)(tn+fn)

Matthews Correlation Coefficient

Table 6.1: Metrics definitions for transmembrane domain (TMD) prediction according to [56,

231]. N is the number of proteins in the data set, and the minimum overlap for correctly

predicted transmembrane domains was 3. The MCC is computed on correctly or wrongly

predicted residues labels (TMD, non-TMD).

multiple regions (Multi-region models). Third, by comparing the prediction accuracies of

topological and non-topological models, it could be decided whether the main hypotheses was

to accept or to reject.

The remaining text is organized as follows. Section 6.1.1 introduces the region model

and Section 6.1.2 the prediction system. In Section 6.1.3 parameters of the region model

and the prediction system are optimized. Mono-region models are studied in Sections 6.1.4

and 6.1.5, and multi-region models are analyzed in Section 6.1.6. The results are summarized

and discussed in Section 6.1.7.

6.1.1 Region model

To study the importance of specific topological regions for localization prediction, a region

model was defined that described the different topological regions of a transmembrane protein

(see Figure 6.1). In the following, firstly the regions of the region model are introduced. Then

the relationship between inside/outside and upstream/downstream cap regions is explained,
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and finally the function of region mapping is described.

The region model (see Figure 6.1) encompasses the terminal regions (N-TERM, C-TERM),

the transmembrane domain (TMD), the non-transmembrane regions (NON-TMD), and the

cap regions such as the upstream (U-CAP), downstream (D-CAP), inside (I-CAP) and out-

side (O-CAP) caps, of a transmembrane protein. Furthermore, the inside (INSIDE) and

outside (OUTSIDE) region, the signal peptide (SP) and the non-signal peptide region (NON-

SP) are distinguished.

Figure 6.1: The region model.

N-TERM = N-terminus, C-TERM = C-terminus, TMD = transmembrane domain, NON-

TMD = non-transmembrane domains, U-CAP = upstream cap, D-CAP = downstream cap,

I-CAP = inside cap, O-CAP = outside cap, INSIDE = cytosolic region, OUTSIDE = luminal

region, SP = signal peptide, NON-SP = non signal peptide region, SPLIT-X = split in X

region and ALL = entire protein as region.

The region model in Figure 6.1, with the entire set of regions, is never used as a prediction

model for subcellular localization. Its only purpose is to describe the regions of interest and

to serve as the origin for smaller sub-models derived from it. Two examples of derived models

are the SPLIT-X region model and the ALL region model.

The SPLIT-X model divides the protein sequence in X equally long sections and the

ALL-model covers the entire protein sequence. These last two region models function as

non-topological control models, which are compared against the topological models. If the

topological models evaluated in this thesis do not achieve significantly higher prediction ac-

curacies than the non-topological SPLIT-X and the ALL-model, the main hypotheses of the

thesis is to reject and otherwise to accept. An example of a topological model is the canonical
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model (see Figure 6.2), which is composed of the following regions: SP, N-TERM, U-CAP,

TMD, D-CAP and C-TERM.

Figure 6.2: The canonical model.

Note that some regions, such as I-CAP, O-CAP, OUTSIDE and INSIDE, are orientation

specific. Their content depends on the orientation of the protein relative to the membrane

(N-terminal on the cytosolic side (inside) or on the luminal/extracellular side (outside)). For

instance, the I-CAP regions of a Type-I and a Type-II protein are on the same side (inside)

of the membrane while their D-CAP regions are on different sides. Or in other words, the

I-CAP region of a Type-I protein is identical to its D-CAP region, while the I-CAP region of

a Type-II protein is identical to its U-CAP region (see Figure 6.3).

Figure 6.3: Differences in the membrane orientation of transmembrane proteins.

The differentiation between orientation specific (inside/outside) or stream specific (up-

stream/downstream) regions is of interest for three reasons. Firstly, it allows to identify if

orientation-specific or stream-specific regions are more important for localization prediction.

Secondly, it reveals if a reliable prediction of protein orientation is essential or not. And

thirdly, differences in the importance of these regions can give support for different biological

models of protein sorting.

Multi-spanning transmembrane proteins contain even or odd numbers of multiple trans-

membrane domains in alternating membrane orientation1. Consequently, all possible combi-

1Exceptions from this rule, such as half-TMs [84] are rather infrequent and are ignored for simplicity.
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nations of cap regions can appear. The region model on the other hand, contains only a single

transmembrane domain with its cap regions in a fixed orientation. To resolve this discrepancy

a mapping of regions is performed (see Figure 6.4).

Figure 6.4: Region mapping. Multiple regions of a multi-spanning protein are mapped to

single regions of a region model.

For example, all outside cap regions of transmembrane domains of a transmembrane pro-

tein are mapped to the single O-CAP region of the region model. In case of a multi-spanning

protein this also means that multiple U-CAP and D-CAP regions are mapped to a single O-

CAP region. Mapped regions are the upstream, downstream, inside, and outside cap regions

and the membrane spanning regions.

Region mapping affects the way region features are calculated. For instance, the di-peptide

composition of an inside cap region of a multi-spanning protein is calculated from all mapped

inside cap regions of that protein. For the terminal regions no mapping is required since there

is always only one N-terminal and one C-terminal region in a protein. The region model and

the region mapping mechanism build the foundation for the localization prediction system

that is described in the next section.

6.1.2 Prediction system

The prediction system was developed to study the contribution of individual regions to the

localization prediction, and to test the main hypotheses of this thesis (see Section 1.2) In the

following, first the architecture of the prediction system is explained. Second, the features
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evaluated by the predictor are introduced and finally the choice for the selected features is

justified.

The SVM based prediction system, depicted in Figure 6.5, performs four steps to determine

the subcellular localization of an input protein. In the first step, regions of a protein sequence

are extracted in accordance to a specific region model. Figure 6.5 assumes a region model

composed of five regions (N-TERM, I-CAP, TMD, O-CAP, C-TERM).

Figure 6.5: Architecture of the SVM based prediction system. The di-peptide compositions

of the regions of the chosen region model are calculated and arranged in a feature vector. The

feature vector is then evaluated by a SVM to predict the subcellular localization a protein.

The processing steps are enumerated at the left side of the figure.

In step number two, the di-peptide composition for each of the extracted regions is cal-

culated. As discussed above, in the case of multi-spanning proteins a region mapping is

performed whenever necessary, and the di-peptide composition is then calculated over all

mapped regions. The di-peptide composition of a sequence region s = (r1, ..., ri, ..., rN ) is

given by the relative frequencies fα,β of residue pairs over the amino acid alphabet Λ×Λ with

Λ = {A,R, . . . ,V}, with:

fα,β =
1

N
|{ri|ri = α ∧ ri+1 = β}| with α, β ∈ Λ. (6.6)

For example, Figure 6.5 shows histograms for each of the regions of the model, where the

bars indicate the frequencies of di-peptides (AA, AR, . . . VV).

In the third step all computed di-peptide compositions for the different regions of a protein

sequence are arranged into a single feature vector. Each di-peptide composition is described
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by 400 di-peptide frequencies and a region model composed of five regions, as depicted in

Figure 6.5, results in a feature vector with 2000 elements, for instance.

In the final step a Support Vector Machine (SVM) [80] with a linear kernel is employed to

evaluate the computed feature vector and to predict the subcellular localization of a protein.

The SVM implementation was based on the SMO classifier of the WEKA library [428], which

utilizes Platt’s Sequential Minimal Optimization (SMO) [316] algorithm with an improvement

by Keerthi et al. [190]. Multi-class problems are solved with a one-versus-one approach in

WEKA (see Section 4.1.1 for details).

Note that the SVM based prediction system introduced here only predicts protein local-

ization, not topology, while the HMM and CRF based predictors described in Sections 6.2

and 6.3, predict topology and subcellular localization. The SVM based approach utilizes topo-

logical information, such as protein orientation, presence of signal peptides and positions of

membrane spanning regions, provided through the sequence annotation within the LOCATE

database (LOC-06 data set), which is generated by SignalP and five topology predictors (see

Section 4.2.3). Consequently, a standalone predictor would be a hybrid system, composed

of external tools such as SignalP and transmembrane domain predictors in addition to the

SVM.

While numerous features can be exploited to characterize the content of a region [238]2,

the di-peptide composition was chosen as a primary feature because of four reasons. First,

prediction algorithms for soluble proteins have successfully exploited the di-peptide compo-

sition for localization prediction [303, 440]. Second, many targeting motifs contain pairs of

residues, critical for their function. For instance, the ER retention signal KK [78] or the di-

leucine motif LL for endosomal and lysosomal targeting [32] (see Section 2.3). Third, the

di-peptide compositions can be evaluated by HMMs and CRFs as well, which allows a strin-

gent comparison of the three approaches. Fourth, the data analysis in Chapter 5 shows that

features such as physicochemical properties or the length of transmembrane domains can be

captured by the amino acid or di-peptide composition of a region.

The data analysis in Chapter 5 has also revealed that mono amino acids or tri-mers

with mismatches achieve higher prediction accuracies than di-peptides. However, exhaustive

compositions of higher order k-mers (>3) lead to very high dimensional feature vectors, and

are infeasible to exploit with the predictor architecture described above3. The same difficulty

applies to HMMs and CRFs. Subsets (or non-exhaustive compositions) of k-mers are a way to

2A small selection of alternative encodings of topological regions are evaluated at the end of Section 6.1.6.
3Sparse encoding of the feature vector would resolve this problem for k-mers without mismatches but fails for

k-mers with mismatches. Efficient sequence kernels have been developed to deal with these cases [220, 221, 222]

and will be discussed briefly at the end of Section 6.1.6.
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circumvent this problem but cannot be modeled easily by HMMs, especially when mismatches

are allowed.

While mono amino acids showed higher prediction accuracies than di-peptides, it is to be

noted that the data analysis compared only individual, best performing k-mers, not entire

compositions of k-mers. To resolve the question which of the two kinds of features is superior,

the accuracy of the mono amino acid and the di-peptide composition for localization prediction

was measured, utilizing the SVM based prediction system described above.

Figure 6.6: Prediction performance (MCC) for region model ALL with di-peptide (ALL(2))

or mono amino acid (ALL(1)) composition for different C-values. 10-fold cross-validated, 10

times repeated. LOC-06 data set.

The prediction accuracies were determined in cross-validation runs on the LOC-06 data

set. Since the performance of the SVM depends on the choice of the complexity parameter

C, performance was evaluated for C-values ranging from 0.05 to 20.0. Figure 6.6 plots the

prediction accuracies related to the mono amino composition (ALL(1)), or the di-peptide

composition (ALL(2)) of the entire sequence for different C-values. The results reveal a

much higher prediction performance for the di-peptide composition than for the mono amino

composition over the entire range of C-values.

The better performance of the di-peptide composition appears to be in contrast to the

results of the data analysis in Chapter 5, but can be explained by the fact that single di-

peptides are more specific but less sensitive than single mono amino acids. A ”committee”

of di-peptides, represented by a di-peptide composition, can therefore improve the sensitivity

without reducing specificity.
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As demonstrated in Figure 6.6, performance of the prediction system depends on the

choice of SVM parameters, such as complexity C. While for mono-region models an optimal

setting can be found, multi-region models require a trade off between the best settings of

the individual regions. In the next section a suitable C-value for multi-region models, and

optimal lengths for terminal and cap regions are determined.

6.1.3 Parameter optimization

In the previous section the architecture of the prediction system was introduced and the choice

of di-peptide features justified. The objective of this section is to identify suitable parameter

settings for the prediction system and the region models, such as the C-value of the SVM and

the lengths of terminal and cap regions. To this purpose cross-validation runs with different

parameter settings were performed and the resulting prediction accuracies plotted. From the

plots appropriate parameter setting were derived.

Figure 6.7: Prediction performance (MCC) for all individual regions of the region model

over complexity C. The dotted line shows the performance for the ALL model. 10-fold

cross-validated, 10 times repeated. LOC-06 data set.
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To optimize the complexity parameter C, the prediction accuracy on the LOC-06 data set

was measured for each region of the region model, with C-values ranging from 0.05 to 5.0.

Figure 6.7 is divided into four diagrams, which depict the achieved prediction accuracies for

the individual regions.

The lengths for the terminal regions (N-TERM, C-TERM) were set to 12 residues and

the lengths for the cap regions (I-CAP, O-CAP, U-CAP, D-CAP) were set to 10 residues, in

accordance to the results of the data analysis in Chapter 5. The lengths of all other regions

(e.g. TMD, SP, ...) were given by the sequence annotation within the LOC-06 data set.

Diagram 6.7-A plots the prediction accuracies for the terminal regions (N-TERM, C-

TERM) in comparison to the ALL model (dotted line). The results show much higher ac-

curacies for the N-terminal region than for the C-terminal region over the entire range of

C-values. The prediction accuracy of the N-terminal region with a length of just 12 residues,

is surprisingly high in comparison with the ALL-model that covers the complete sequence.

The better performance of the N-terminal region is also in agreement with the results of

the data analysis for terminal regions in Section 5.5, however the difference is much more

pronounced for di-peptide compositions.

Diagram 6.7-B depicts the prediction accuracies of all cap regions in comparison to the

ALL model (dotted line). Similarly high accuracies were achieved for the downstream, up-

stream and inside cap regions. Interestingly the accuracy for the outside cap (O-CAP) region

was substantially lower. While the data analysis of the cap regions in Section 5.4 indi-

cated only a weak correlation between single di-peptides and protein localization, the di-

peptide compositions obviously represent a much richer source for localization prediction.

The achieved prediction accuracies (apart from the outside cap region) were similar to that

of the N-terminal region.

Diagram 6.7-C depicts the accuracies achieved for the inside and outside regions of the

protein sequence. The performance of the ALL model is plotted as a dotted line. Inside and

outside regions are less strongly correlated with subcellular localization than the N-terminal

or the cap regions (apart from the outside cap region), even though they are longer.

Diagram 6.7-D shows the prediction accuracies for the ALL model (dotted line), the signal

peptide (SP), the non-signal peptide regions (NON-SP), the transmembrane domain (TMD)

and the non-membrane spanning regions (NON-TMD). As to expect, the performance of the

non-membrane spanning regions (NON-TMD) and the non-signal peptide regions (NON-SP)

was close to that of the ALL model, since these models share most of the protein sequence.

The prediction accuracy of the transmembrane domain (TMD) was high, and comparable to

that of the N-terminal region, for instance.

Note that the very low prediction accuracy of the signal peptide region (SP) is not in
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contrast to the results of the data analysis in Section 5.2, which showed a high correlation

between di-peptides extracted from the signal peptide region and subcellular localization.

The low accuracy for the LOC-06 data set is due to the fact that only a fraction of the

sequences in this data set carry a signal peptide. For all sequences without a signal peptide the

corresponding di-peptide composition of the region model was set to zero, and consequently

the contribution of the signal peptide sequences to the overall prediction accuracy is very

small.

In all four diagrams of Figure 6.7 the prediction accuracies for most regions reach their

maxima for C-values of around 2.0 and then settle. The cap regions and the ALL model

display an earlier peak at around 0.75, but do not loose much accuracy for C = 2.0. For all

subsequent experiments a C-value of 2.0 was therefore chosen.

The lengths of terminal and cap regions in the previous experiments were determined in

accordance with the results of the data analysis in Chapter 5. These however, were based on

the discriminative power of single di-peptides or amino acids. Since the prediction system eval-

uates the entire di-peptide composition of a region instead, the optimal region lengths might

be different. To accommodate for this possibility, cross-validation runs for region lengths

ranging from 2 to 30 residues were performed. Figure 6.8 shows the prediction accuracies for

terminal and cap regions for different region lengths on the LOC-06 data set.

Figure 6.8: Prediction performance (MCC) for terminal and cap regions over region length.

Prediction performance of the ALL model is marked with a dotted line. 10-fold cross-

validated, 10 times repeated. LOC-06 data set.

Diagram 6.8-A reveals a clear performance peak for the N-terminal region (N-TERM)

for a length of 9 residues and a less pronounced peak for a length of 12 residues for the

C-terminal region. Consequently an N-terminal length of 9 residues and a C-terminal length

of 12 residues was chosen for all following experiments. These lengths are in good agreement
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with the optimal lengths of 12 residues for both terminal regions, determined by the data

analysis in Chapter 5. For the cap regions no obvious peaks in prediction performance were

visible and a length of 10-residues, as identified by the data analysis, was therefore maintained.

Note that the prediction accuracy of the N-terminal and the upstream cap region increases

with growing region length and approaches the accuracy of the ALL-model at around 30

residues. The observed increase of performance is however most likely due to a growing overlap

between N-terminal and cap regions of transmembrane domains close to the N-terminal (see

Figure 5.9).

Having established optimal parameter settings for the SVM and the lengths of terminal

and cap regions, the following experiments analyze the correlation between the di-peptide

composition of a region and specific subcellular locations.

6.1.4 Mono-region models

In this section the prediction system (see Section 6.1.2) and the region model (see Sec-

tion 6.1.1) are utilized to measure the prediction accuracies of individual regions (Mono-region

models), with the objective of identifying the regions that show the highest correlation with

specific subcellular localizations.

For this purpose cross-validation runs were performed, where the prediction system was

trained, based on the di-peptide composition of a single region. The prediction accuracy of

each region of the region model was measured for each of the five subcellular localizations of

the LOC-06 data set.

Region ER GO PM EN LY Overall (± δ95)

N-TERM 0.227 0.232 0.206 0.445 0.231 0.268 (± 0.018)

TMD 0.283 0.247 0.270 0.184 0.213 0.239 (± 0.017)

D-CAP 0.246 0.249 0.211 0.205 0.213 0.225 (± 0.017)

U-CAP 0.189 0.313 0.175 0.206 0.179 0.212 (± 0.017)

I-CAP 0.238 0.231 0.177 0.186 0.206 0.208 (± 0.017)

O-CAP 0.161 0.202 0.089 0.094 0.165 0.142 (± 0.015)

C-TERM 0.199 0.101 0.092 0.064 0.161 0.123 (± 0.015)

SP -0.038 0.077 -0.060 0.074 -0.008 0.009 (± 0.012)

Table 6.2: Prediction performance (MCC) of mono-region models. ER = Endoplasmic Retic-

ulum, GO = Golgi Complex, PM = Plasma Membrane, EN = Endosome, LY = Lysosome.

Overall = overall mean MCC and 95% confidence interval in brackets, Higher MCC means

better prediction. 10-fold cross-validated, 10 times repeated. LOC-06 data set.

Table 6.2 summarizes the results for short regions, such as the transmembrane domain,

the signal peptide, the terminal regions and the cap regions. The lengths of the regions
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were chosen as established in the previous section. The columns of the table list the five

subcellular localizations and the rows the individual regions. The highest accuracies per

location are marked in bold letters.

The region, which achieved the highest correlation with the endoplasmic reticulum (ER)

was the transmembrane domain (TMD), followed by the downstream cap region (D-CAP).

High MCCs were also observed for the N-terminal (N-TERM) and the inside cap region (I-

CAP).

The most important region for Golgi (GO) sorting was the upstream cap region (U-CAP),

with the second highest MCC overall. The other cap regions and the transmembrane domain

showed high prediction accuracies as well.

Localization at the plasma membrane (PM) was predicted best by the di-peptide compo-

sition of the transmembrane domain (TMD). Also the contents of the N-terminal (N-TERM)

and the downstream cap region (D-CAP) had considerable predictive power for this location.

The C-terminal (C-TERM) and outside cap region (O-CAP) on the other hand, performed

poorly.

Endosomal proteins (EN) showed a very high correlation with the content of the N-

terminal region (N-TERM). The high MCC can be explained by the fact that most en-

dosomal proteins belong to the protocadherin family and the N-terminal logo (see Fig-

ure 5.11 on page 110, note the scaling) displayed a high overall conservation. Interestingly,

the prediction accuracies for the other regions were not particularity high and the C-terminal

had very little predictive power, which indicates that protocadherins are primarily localized

by N-terminal sorting signals.

Lysosomal proteins (LY) were predicted best by the di-peptide composition of the N-

terminal region (N-TERM), though the prediction accuracy was comparatively low. Similar

MCCs were also observed for the transmembrane domain (TMD), the downstream (D-CAP),

and the inside (I-CAP) cap regions.

Generally, the regions with the highest predictive power for subcellular localization were

the N-terminal region (N-TERM) and the transmembrane domain (TMD). High prediction

accuracies were also achieved for the downstream (D-CAP), upstream (U-CAP) and inside (I-

CAP) cap regions. The accuracies for outside (O-CAP) cap region and the C-terminal (C-

TERM) region were significantly lower (p < 0.05) and the signal peptide (SP) regions showed

almost no correlation at all. In all cases the correlation of the downstream cap region (D-CAP)

was higher than that of the inside cap region (I-CAP).

The failure of the signal peptide to predict localization (which is in contrast to the results

of the data analysis in Section 5.2) can be explained by the fact that only a subset of proteins

of the LOC-06 data set carry a signal peptide. The di-peptide composition for the signal
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peptide region was set to zero for all other proteins, which is very likely to impair the pre-

diction performance. To validate this explanation the prediction performance of the models

exclusively for sequences with signal peptides is evaluated in Section 6.1.5.

Interestingly, the outside cap region achieves significantly (p < 0.05) lower prediction

accuracies than the other cap regions. This indicates that sorting signals can be localized

in either upstream or downstream cap regions as long as the corresponding region is at the

cytosolic side of the membrane. The preference for the cytosolic cap region is in agreement

with the fact that protein sorting along the secretory pathway is mediated by coated vesicles in

the cytoplasm. These are known to interact (via adaptor proteins) with motifs, e.g. tyrosine

or di-leucine motifs, in the cytoplasmic tail of their cargo [145, 399].

Tyrosine and di-leucine targeting motifs are typically located close to the transmembrane

domain (see Section 2.3.3) and within the range of the cap region. The data analysis in

Section 5.4.1 shows a weak predictive power of tyrosine and leucine related single k-mers of

the inside cap region. However, the comparatively high predictive power of the entire di-

peptide composition implies that there are multiple other, similarly strong targeting motifs

within the inside cap region, which are presently unknown.

The evaluation of the mono-region models raises the obvious question, whether the differ-

ent regions are predictive for similar or different subcellular localizations? If the latter is the

case, a combination of multiple regions (Multi-region model) is likely to achieve higher predic-

tion accuracies than Mono-region models. To answer this question, McNemar tests [250, 123]

for all possible parings of regions were performed. Table 6.3 contains the p-values of these

tests. Since the test is symmetric, only the lower triangular matrix of the result matrix is

reported. Higher p-values indicate more similar localization predictions.

Region SP TMD N-TERM C-TERM O-CAP I-CAP U-CAP D-CAP

SP

TMD 1.5e-48

N-TERM 8.0e-04 1.0e-20

C-TERM 1.6e-07 2.6e-70 5.1e-14

O-CAP 1.3e-02 9.2e-55 8.6e-08 8.1e-03

I-CAP 2.6e-05 6.3e-21 6.3e-01 6.9e-17 4.7e-10

U-CAP 6.8e-07 7.7e-18 2.8e-01 8.5e-20 1.3e-13 5.0e-01

D-CAP 9.2e-14 9.4e-11 1.1e-03 5.2e-29 1.0e-21 1.3e-03 1.7e-02

Table 6.3: McNemar tests for short mono-region models. Values that are statistically not

significant (p > 0.05) are underlined. Higher p-values indicate more similar localization

predictions. LOC-06 data set.

Apart from the inside cap (I-CAP), the upstream cap (U-CAP) and the N-terminal (N-
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term) region, all regions showed statically significant (p < 0.05) differences in their predictions.

It can therefore be concluded that an aggregation of regions into a multi-region model would

be advantageous, and multi-region models will therefore be studied in detail in Section 6.1.6.

The similarity of the predictions of inside and upstream cap region can be explained by the

fact that these two regions are correlated due to the performed region mapping. In comparison

to the inside cap region, the upstream cap region is the preferred choice for a region within a

multi-region model. The upstream cap region has the advantage of being independent of the

correct prediction of protein orientation, which is known to be of low accuracy4.

Surprisingly, there is no statistically significant difference in the predictions of the N-

terminal region (N-TERM) and the upstream (U-CAP) or inside (I-CAP) cap region. The

high similarity in the predictions of the N-terminal and the cap regions indicates that the

sorting signals in these regions act in concert to guide a substantial number of proteins to

the same location. A possible sorting mechanism could involve signals in the cap region

for budding and vesicle recruitment at the ER membrane and corresponding signals in the

N-terminal region for recognition at and fusion with the membrane of the target organelle.

The results in Table 6.2 and their analysis lead to the definition of a canonical model. It is

composed of the signal peptide (SP), the N-terminal (N-TERM), the upstream cap (U-CAP),

the transmembrane (TMD), the downstream cap (D-CAP) and the C-terminal (C-TERM)

regions (see Figure 6.9).

Figure 6.9: The canonical model.

The canonical model comprises all topological regions (except the signal peptide) that have

shown a substantial predictive power for subcellular localizations and serves as the base model

for HMMs and CRFs discussed in Sections 6.2 and 6.3. Despite the low predictive power of

the signal peptide region, the modeling of the signal peptide and particularily its cleavage site

is required to identify the true N-terminal for proteins with signal peptide. Consequently, the

signal peptide is included into the canonical model.

Table 6.2 showed the prediction accuracies of short, topological regions. The following

Table 6.4 contains the prediction results for the ALL model and for long regions that are

4Most methods examined in a study by Chen et al. [56] achieved a prediction accuracy of only around

65% for the correct orientation of the transmembrane domains. The consensus method, utilized in the MemO

pipeline [86] to annotated the LOC-06 data set, also showed a high discrepancy between the orientation

predictions of the involved topology predictors.
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complementary to the short regions of Table 6.2.

Region ER GO PM EN LY Overall (± δ95)

ALL 0.289 0.299 0.310 0.330 0.251 0.296 (± 0.021)

NON-TMD 0.289 0.231 0.264 0.256 0.232 0.254 (± 0.018)

NON-SP 0.298 0.277 0.310 0.318 0.264 0.293 (± 0.020)

INSIDE 0.224 0.244 0.176 0.077 0.199 0.184 (± 0.015)

OUTSIDE 0.234 0.123 0.190 0.063 0.151 0.152 (± 0.016)

Table 6.4: Prediction performance (MCC) of long mono-region models. ER = Endoplasmic

Reticulum, GO = Golgi Complex, PM = Plasma Membrane, EN = Endosome, LY = Lyso-

some. Overall = overall mean MCC and 95% confidence interval in brackets, Higher MCC

means better prediction. Top ranking short and long regions results are marked in bold

letters. 10-fold cross-validated, 10 times repeated. LOC-06 data set.

The highest prediction accuracy was achieved by the ALL-model. While the performance

of the N-terminal region (N-TERM) (see Table 6.2) was still significantly lower (p = 1.1e-2)

than the ALL-model, it was surprisingly high for a region that is only nine residues long in

contrast to the entire sequence, which was evaluated by the ALL model.

The NON-SP-model arose from the removal of the signal peptide from the ALL-model and

as expected the prediction performance is almost identical (no significant difference p = 6.5e-

1). Similarly the NON-TMD-model resulted from the removal of the transmembrane domain

from the ALL model. In this case however, since the transmembrane domain had high pre-

dictive power, there was a significant (p = 7.8e-7) drop of the prediction accuracy of the

NON-TMD-model.

The INSIDE-model and the OUTSIDE-model captured the cytoplasmic and non-cytoplasmic

loop regions of the protein. In comparison with the inside (I-CAP) and outside (O-CAP) re-

gions, the prediction performance of the INSIDE and OUTSIDE models was significantly

lower. Obviously, the much shorter cap regions (10 residues) offer a better signal-to-noise

ratio.

The McNemar tests for the long regions essentially reflected the degree of overlap between

the regions. The greater the overlap between the regions the higher was the p-value, and the

less significant were the differences in the predictions. The detailed results are omitted here,

because the McNemar tests were predominantly performed to justify the construction of

multi-region models, and are already reported for the short regions in Table 6.3.

To summarize: The following findings can be stated. First, the di-peptide compositions

of all regions (except the signal peptide) showed significant predictive power for subcellular

localization. Second, the strength of the correlation varied with the specific region and lo-

calization. The highest overall prediction accuracies were achieved by the transmembrane
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domain and the N-terminal region. And third, the McNemar test revealed that different

regions are predictive for different subcellular localizations, which renders the aggregation of

regions into a multi-region model to be promising. In the following however, first the pre-

diction performance of mono-region models for signal peptide sequences is studied before the

predictive power of multi-region models is evaluated.

6.1.5 Mono-region models for signal peptides

In this section the prediction performance of mono-region models for sequences with sig-

nal peptides is evaluated. The data analysis in Section 5.2 revealed a comparatively high

predictive power of individual di-peptides extracted from the signal peptide region (see Ta-

ble 5.8 on page 91), but this finding appears to be in contrast to the very low prediction

accuracy of the signal peptide mono-region model (SP) (see Table 6.2 on page 132) in Sec-

tion 6.1.4 that exploits the entire di-peptide composition of the signal peptide region.

A further difference between the results of the data analysis in Table 5.8 and the results for

mono-region models in Table 6.2 was that the former were based on signal peptide sequences

only, while the latter utilized the entire LOC-06 data set. It was therefore argued that

the reason for the poor performance of the signal peptide mono-region model is due to the

comparatively small number of sequences with signal peptides for most location of the LOC-06

data set (see Section 4.2.3).

Region ER GO PM EN LY Overall (± δ95)

ALL 0.219 0.211 0.229 0.260 0.039 0.191 (± 0.026)

N-TERM 0.089 0.307 0.204 0.339 -0.009 0.186 (± 0.028)

D-CAP 0.179 0.237 0.155 0.164 -0.015 0.144 (± 0.026)

TMD 0.184 0.168 0.146 0.201 -0.014 0.137 (± 0.028)

I-CAP 0.154 0.264 0.119 0.140 -0.020 0.131 (± 0.026)

SP 0.085 0.222 0.095 0.121 -0.008 0.103 (± 0.024)

O-CAP 0.091 0.162 0.061 0.130 -0.016 0.086 (± 0.021)

U-CAP 0.038 0.142 0.005 0.123 -0.011 0.059 (± 0.019)

CENTER 0.051 0.176 0.045 -0.003 -0.010 0.052 (± 0.019)

C-TERM 0.027 0.091 -0.001 -0.002 0.103 0.044 (± 0.022)

RANDOM -0.004 0.019 -0.029 0.005 -0.001 -0.002 (± 0.011)

Table 6.5: Prediction performance (MCC) of mono-region models for signal peptides se-

quences. ER = Endoplasmic Reticulum, GO = Golgi Complex, PM = Plasma Membrane,

EN = Endosome, LY = Lysosome. Overall = overall mean MCC and 95% confidence interval

in brackets, Higher MCC means better prediction. 10-fold cross-validated, 10 times repeated.

LOC-06 data set filtered for signal peptide sequences.

To validate this explanation the prediction performance of mono-region models was eval-
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uated for a subset of the LOC-06 data set, composed of signal peptide sequences only. The

filtered data set contained the following distribution of proteins: 421 plasma membrane,

36 endoplasmic reticulum, 22 Golgi apparatus, 11 endosome and 12 lysosome. Table 6.5

shows the prediction accuracies of mono-region models on the LOC-06 data set, filtered for

signal peptide sequences.

Apart from the CENTER and the RANDOM model, the details of the mono-region models

in Table 6.5 are described in Section 6.1.4. The CENTER model extracts a region of 25

residues length from the center of a sequence, and the RANDOM model extracts a region of

the same length from random locations of the sequence. These two models, which completely

ignore any topological structure of the protein sequences, serve as control models. Any region

model that does not achieve significantly higher prediction accuracies than the control models

has no predictive power beyond what is given by sequence similarity.

The results in Table 6.5 reveal some very interesting aspects concerning the targeting of

signal peptide sequences. First of all, the signal peptide region (SP) achieved a significantly

higher overall MCC than the CENTER (p = 2.1e-4) or the RANDOM (p = 5.0e-12) model.

The surprising dependency between the signal peptide and the localization of the mature

protein can therefore not be explained by sequence similarity alone. This result confirms the

predictive power of the signal peptide region, observed by the data analysis in Section 5.2.

The signal peptide region (SP) achieved the highest prediction accuracies for Golgi pro-

teins and proteins targeted to the lysosomes or the plasma membrane. The MCC of the

signal peptide region for Golgi proteins was even higher than that of the transmembrane

domain (TMD) and the ALL-model5, which strongly indicates a sorting functionality of the

signal peptide beyond pure ER targeting. Three potential mechanisms for signal peptide

controlled sorting are proposed in Section 5.6 on Page 115.

The highest overall MCC of a topological region was achieved by the N-terminal re-

gion (N-TERM). Only the ALL-model, which exploits the di-peptide composition of the

entire sequence, achieved a higher MCC – albeit not statistically significant (p = 6.8e-1).

In contrast, the overall MCC of the C-terminal region (C-TERM) was very low, even lower

than that of the CENTER model. On the other hand, the C-terminal region was the only

region that showed some predictive power for lysosomal (LY) proteins. Also interesting is

that the CENTER model showed considerable predictive power for proteins targeted to the

Golgi apparatus (GO) but not for other locations. This result indicates a topology of Golgi

proteins different from other transmembrane proteins but the specific details of the differences

are unknown and have not been evaluated.

5Note that a high MCC for a specific location means that proteins targeted to this location are distinguished

from proteins targeted to all alternative locations.
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Signal peptide sequences adopt a membrane orientation with the N-terminal on the lu-

minal side (outside) of the membrane. This also means that the upstream (U-CAP) and

outside (O-CAP) cap regions are on the luminal side and the downstream (D-CAP) and in-

side (I-CAP) cap regions are on the cytosolic side of the membrane. The D-CAP/I-CAP

regions achieve significantly higher MCCs that the U-CAP/O-CAP regions, which implies

that sorting signals in cap regions are preferably located on the cytosolic side. Note that the

D-CAP and I-CAP regions are not identical, and neither are the U-CAP and O-CAP regions,

due to multi-spanning proteins and the fact that protein orientation in the LOC-06 data set is

annotated according to the consensus decision of five topology predictors (see Section 4.2.3),

and not according to protein type. Consequently, the prediction performances of these regions

differ.

The ranking of the mono-region models for signal peptide sequences was largely the same

as for the complete LOC-06 data set. The N-TERM, TMD and D-CAP models showed

the highest MCCs and the overall performance of the C-TERM model was poor. Significant

differences occurred for the signal peptide region model (SP) and the upstream cap region (U-

CAP), with the former performing considerably better and the latter worse for signal peptide

sequences.

To summarize: The evaluation of mono-region models on signal peptide sequences con-

firmed the results of the data analysis in Section 5.2, which revealed that the signal peptide

region has predictive power beyond ER targeting only. The highest MCC of the signal pep-

tide region was achieved for Golgi targeted proteins and was even higher than that of the

transmembrane domain. This result is surprising since the signal peptide is cleaved shortly

after translocation and not known to contribute to the further sorting of the mature protein.

The N-terminal region showed the highest overall prediction accuracy but had no pre-

dictive power for lysosomal proteins. In contrast, the overall MCC of the C-terminal region

was low, but the C-terminal region was the only region that showed predictive power for

lysosomal proteins. With a typical MCC of 0.1-0.2 the prediction accuracies in general were

low however. This is partially because the di-peptide composition is probably only a rough

representation of the sorting signals within a region, and partially because individual regions

are not sufficient to fully explain the localization of a protein. The differences in predictive

power of mono-region models for specific locations indicate that a combination of multiple

regions should be beneficial and the performance of such multi-region models is evaluated in

the following section.
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6.1.6 Multi-region models

In this section the prediction accuracies of multi-region models are evaluated to identify

the best combination of single regions. To this purpose various multi-region models are

constructed and their prediction accuracies are measured in cross-validation runs. To describe

multi-region models concisely, a single letter code for regions is introduced. Table 6.6 lists

the codes and the corresponding regions.

Letter Region Description

A ALL Entire sequence

T TMD Transmembrane domain

t NON-TMD Non-transmembrane domain

S SP Signal peptide region

s NON-SP Non-signal peptide region

i INSIDE Inside region

o OUTSIDE Outside region

C C-TERM C-terminal region

N N-TERM N-terminal region

D D-CAP Downstream cap region

U U-CAP Upstream cap region

I I-CAP Inside cap region

O O-CAP Outside cap region

Table 6.6: Single letter codes for region annotation in multi-region models. Complementary

regions are annotated in lower case letters.

A specific multi-region model is described by the set of its region letters. For instance,

”NTC” represents a model, composed of the transmembrane domain (T) and both termi-

nal regions (N, C), and ”SNUTDC” is the description of the canonical model. Each letter

represents the di-peptide composition of specific domain that is mapped to the elements of

a feature vector. Consequently, the order of letters is of no relevance, as long as the same

mapping is performed for all protein sequences in the data set.

For the evaluation of the multi-region model the prediction system (see Figure 6.5 on page 126)

was applied in the same way as described for the mono-region models, with the important dif-

ference that the di-peptide composition of multiple regions served as input to the SVM. Also

the region lengths of the individual regions were identical to those identified in Section 6.1.3

and utilized by the mono-region models (N-terminal 9 residues, C-terminal 12 residues, and

cap regions 10 residues). Table 6.7 shows the prediction accuracies of the evaluated multi-

region models on the LOC-06 data set. The models are sorted according to their overall

prediction accuracy.
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Line Model ER GO PM EN LY Overall (± δ95)

1 NC 0.236 0.224 0.187 0.209 0.168 0.205 (± 0.018)

2 IO 0.269 0.245 0.232 0.273 0.236 0.251 (± 0.017)

3 io 0.285 0.266 0.270 0.205 0.252 0.256 (± 0.018)

4 NTC 0.297 0.291 0.274 0.263 0.256 0.276 (± 0.020)

5 UD 0.269 0.372 0.258 0.317 0.206 0.284 (± 0.017)

6 A 0.289 0.299 0.310 0.330 0.251 0.296 (± 0.021)

7 ITO 0.323 0.275 0.293 0.371 0.278 0.308 (± 0.018)

8 Ss 0.291 0.286 0.309 0.365 0.287 0.308 (± 0.021)

9 As 0.282 0.296 0.312 0.440 0.251 0.316 (± 0.022)

10 Tt 0.360 0.292 0.343 0.339 0.281 0.323 (± 0.020)

11 iTo 0.363 0.325 0.355 0.342 0.298 0.337 (± 0.017)

12 UTD 0.342 0.387 0.353 0.338 0.300 0.344 (± 0.018)

13 SNITOC 0.350 0.316 0.321 0.369 0.381 0.348 (± 0.021)

14 NITOC 0.355 0.306 0.325 0.389 0.377 0.350 (± 0.021)

15 AT 0.353 0.343 0.380 0.412 0.290 0.355 (± 0.020)

16 NUTDC 0.359 0.376 0.360 0.462 0.394 0.390 (± 0.022)

17 SNUTDC 0.364 0.382 0.364 0.470 0.396 0.395 (± 0.021)

18 ANUTDC 0.438 0.442 0.445 0.500 0.388 0.442 (± 0.022)

19 ASNUTDC 0.438 0.455 0.449 0.490 0.398 0.446 (± 0.021)

Table 6.7: Prediction performance (MCC) of multi-region models. ER = Endoplasmic Retic-

ulum, GO = Golgi Complex, PM = Plasma Membrane, EN = Endosome, LY = Lysosome.

Overall = overall mean MCC and 95% confidence interval in brackets, Higher MCC means

better prediction. 10-fold cross-validated, 10 times repeated. LOC-06 data set.

The prediction accuracies of the non-topological ALL-model (A) are given in line 6 of

the table. In comparison with topological multi-region models composed of pairs of related

regions, such as the N-terminal and C-terminal (NC-model, line 1), the inside and outside cap

regions (IO-model, line 2), the inside and outside regions (io-model, line 3), and the upstream

and downstream cap regions (UD-model, line 5), the ALL-model achieved higher prediction

accuracies.

However, complementary multi-region models, such as the Ss-model (line 8), the Tt-model

(line 10) and the iTo-model (line 11), showed a better prediction performance than the ALL-

model. Also models composed of the transmembrane domain and its cap regions (UTD,

ITO) achieved higher accuracies than the ALL-model. Generally, the prediction accuracies of

models that utilize stream specific cap regions (UTD, NUTDC) were significantly (p = 4.5e-

10, and p = 1.1e-08) higher than their orientation specific counterparts (ITO, NITOC).

All models that incorporated the transmembrane domain (T) performed better then the

ALL-model and the addition of the transmembrane domain to the ALL-model (AT-model,

line 15) caused a substantial improvement in overall prediction accuracy. Similarly, the in-
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corporation of terminal regions, increased the performance of all models. The addition of the

signal peptide region usually resulted in a slightly higher MCC as well, but the improvement

was not statistically significant (p > 0.05).

The canonical model (SNUTDC, line 17) achieved very high accuracies. The addition of

the overall di-peptide composition to construct an extended canonical model (ASNUTDC,

line 19), resulted in a further significant increase in prediction performance. The better

performance of the extended canonical model indicates that there is remaining targeting

information in the protein sequences that is not yet captured by the set of topological regions

defined by the region model (see Figure 6.1).

Since the canonical model and its derivatives (ASNUTDC, ANUTDC, NUTDC) showed

significantly (p = 3.3e-14) higher prediction accuracies than the ALL-model, the main hy-

potheses of the thesis (see Section 1.2) that topological models achieve higher

prediction performances than non-topological models, is accepted.

There is however, one possible source of error. It could be argued that the better perfor-

mance of a topological multi-region model, in comparison to a non-topological mono-region

model, is simply due to the higher dimensionality of the feature vector, and that any split

of the sequence in a number of sections would lead to an improved prediction accuracy. As

a control experiment the protein sequences were therefore divided into 2 up to 10 equally

long sections (SPLIT-X model), for which di-peptide compositions were calculated and fea-

ture vectors were generated. Table 6.8 lists the prediction accuracies achieved by these split

models.

Method ER GO PM EN LY Overall (± δ95)

SPLIT-2 0.313 0.314 0.315 0.336 0.208 0.297 (± 0.020)

SPLIT-3 0.381 0.306 0.353 0.251 0.244 0.307 (± 0.021)

SPLIT-4 0.358 0.341 0.353 0.252 0.261 0.313 (± 0.020)

SPLIT-5 0.313 0.330 0.321 0.200 0.144 0.261 (± 0.019)

SPLIT-6 0.341 0.349 0.343 0.213 0.165 0.282 (± 0.018)

SPLIT-7 0.316 0.311 0.310 0.231 0.134 0.260 (± 0.018)

SPLIT-8 0.324 0.296 0.324 0.110 0.080 0.227 (± 0.015)

SPLIT-9 0.291 0.315 0.292 0.112 0.099 0.222 (± 0.018)

SPLIT-10 0.322 0.320 0.310 0.111 0.128 0.238 (± 0.016)

Table 6.8: Prediction performance (MCC) of SPLIT-X models. ER = Endoplasmic Reticu-

lum, GO = Golgi Complex, PM = Plasma Membrane, EN = Endosome, LY = Lysosome.

Overall = overall mean MCC and 95% confidence interval in brackets, Higher MCC means

better prediction. Low MCCs are marked in light gray. 10-fold cross-validated, 10 times

repeated. LOC-06 data set.
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Apart from the SPLIT-4 model, none of the split models achieved even higher prediction

accuracies than the simple ALL-model, and the prediction performance of all split models

(including SPLIT-4) was substantially and significantly (p < 0.05) lower than that of the

canonical model (SNUTDC). It can therefore be excluded that the higher prediction ac-

curacy of topological multi-region models is only due to the higher dimensionality of the

corresponding feature vectors, and the main hypothesis is valid.

Furthermore, the comparison of the different split model reveals that a split of a protein

sequence in non-topological sections has no advantage over the simple ALL-model. The

slightly higher prediction accuracy of the SPLIT-4 model can be explained by the fact that

the model partially captures some topological features, such as terminal regions for instance.

In general however, the higher dimensionality of the feature vector is disadvantageous as the

significantly reduced prediction accuracies (marked in light gray) for more than four splits for

small classes (LY, EN) confirms6.

To gain a better understanding which subcellular localizations are most frequently pre-

dicted wrongly, and where the differences between the canonical model (SNUTDC) and the

ALL-model (A) are, confusion matrices were calculated. Figure 6.10 displays the confusion

matrices for both models and the difference matrix between them.

Figure 6.10: Graphical representation of the confusion matrices of the canonical

model (SNUTDC), the ALL-model (A) and the difference matrix (|A – SNUTDC|). Confu-

sion values are given in percent. Rows represent observed locations and columns represent

predicted locations.

The confusion matrices for the canonical model and the ALL-model show that most of the

wrongly classified proteins are falsely predicted as plasma membrane (PM) proteins, which

6However, an optimization of the complexity parameter specifically for these classes might improve the

prediction accuracies.
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is not surprising since the plasma membrane class is the majority class, and is furthermore

assumed to serve as default location for proteins that lack specific targeting signals [39]. The

second most frequent error was the classification as ER protein, which could be expected,

because the ER class is the second biggest class of the LOC-06 data set.

ER and Golgi (GO) proteins showed low confusion, and endosomal (EN) and lysoso-

mal (LY) proteins showed very low confusion for the canonical model, but all were frequently

misclassified as plasma membrane (PM) or ER proteins. However, very few proteins were

wrongly labeled as endosomal or lysosomal proteins.

The most prominent difference between the canonical and the ALL-model is that the

latter frequently misclassified endosomal proteins as Golgi (GO) proteins, while the former

misclassified them as plasma membrane (PM) proteins7. Apart from that, the canonical

model mainly improves on the ALL-model by reducing the number of wrong assignments to

the plasma membrane and ER class.

To increase the prediction accuracies for subcellular localization, the focus clearly has to

be on a higher specificity for the recognition of plasma membrane proteins, since for this class

the largest number of false positives occurs.

A potential method to improve the prediction performance is the use of different rep-

resentations of topological regions. While the di-peptide composition has been successfully

exploited in many localization predictors, it is not necessarily the best way to describe the

content of a region. Because the terminal and cap regions of the canonical model (SNUTDC)

are of defined length, the signal peptide is of little influence, and the transmembrane domain

is typically 21 residues long, a model composed of regions of fixed length can be constructed.

A fixed length model allows the amino acids of a region to be directly encoded.

To measure the predictive power of different amino acid encodings, an NUTDC-model

with a fixed length transmembrane domain of 21 residues was created. Various amino acid

encodings, such as the orthonormal or the Zvelebil encoding, and encodings by substitution

matrices (BLOSUM62, BLOMAP5), physicochemical properties or sub-alphabets (exchange

and hydrophobicity group) were evaluated (for details about these encodings see [238]). How-

ever, none of the tested encodings achieved a prediction accuracy above that of the simple

di-peptide based ALL-model.

Another possible improvement is the application of non-linear kernel functions instead

of the linear kernel, utilized in the prediction system above. To explore this possibility,

experiments were performed with polynomial and RBF kernels (see Section 4.1.1). Neither

resulted in an increase in prediction performance. The highest accuracies achieved for the

canonical model with non-linear kernels were an MCC of 0.378 for a polynomial kernel of

7Note that the difference matrix displays the absolute difference between the two confusion matrices.
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order 2 (higher order kernels performed worse), and an MCC of 0.253 for an RBF-kernel with

γ = 0.01.

In addition to the standard kernels, several kernels specifically for (protein) sequences,

such as the Spectrum kernel [220], the Wildcard kernel [221], the Mismatch [222] and the

Local-alignment kernel [343], have recently been developed. The performances of these kernels

were measured on an older and smaller version of the LOC-06 data set (for details see [237]).

The results of this comparison are provided in Table 6.9. Note that the results are only 5-

fold cross-validated and not repeated due to the computationally demanding training of the

Mismatch and the Local-Alignment kernel.

Kernel ER GO PM EN LY Overall (± δ95)

Spectrum(4) 0.54 0.46 0.46 0.59 0.25 0.46 (± 0.04)

Wildcard(6,4) 0.55 0.48 0.49 0.59 0.25 0.47 (± 0.04)

Mismatch(4,1) 0.56 0.47 0.55 0.43 0.43 0.49 (± 0.06)

Local-alignment(0.5) 0.56 0.57 0.55 0.61 0.27 0.51 (± 0.04)

Table 6.9: Prediction performance (MCC) of different sequence kernels. Results from [237]

ER = Endoplasmic Reticulum, GO = Golgi Complex, PM = Plasma Membrane, EN = Endo-

some, LY = Lysosome. Overall = overall mean MCC and 95% confidence interval in brackets,

Higher MCC means better prediction. 5-fold cross-validated. Earlier version of LOC-06 data

set.

While the sequence kernels seem to achieve better prediction accuracies than the canonical

model, the results have to be interpreted with caution, due to the differences in the data set

and the cross-validation parameters. Nevertheless, the results clearly show that prediction

accuracies comparable to those of the canonical model can be achieved with sequence kernels.

It is important to note that sequence kernels exploit a different feature set and are therefore

not directly comparable to models based on di-peptide composition. What can be concluded is

that there are features that lead to better performance than the di-peptide composition. This

implies that the prediction accuracy of the canonical model can be further improved, and that

sequence kernels that take the topological regions of transmembrane proteins into account, are

a promising direction for future research. A web-application for localization prediction, using

the Local-alignment kernel, is available at http://pprowler.itee.uq.edu.au/TMPLocTMD.

6.1.7 Discussion

This section summarizes and discusses the results that have been achieved by constructing

and analyzing models of transmembrane proteins, and measuring their power for localization

prediction. To describe the topology of transmembrane proteins, a region model was devised
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that encompassed different topological regions. The region model guided the design of an

SVM based prediction system that was utilized to study the predictive power of individual

regions and combinations of regions.

The parameters of the prediction system and the region model, such as C-value and the

lengths of terminal and cap regions, were evaluated exhaustively in cross-validation runs on

the LOC-06 data set. A C-value of C = 2.0, and a length of 9 residues for the N-terminal,

12 residues for the C-terminal and 10 residues for the cap regions, were found to be optimal.

All regions were represented by their di-peptide composition, which was found to be superior

to the mono-amino acid composition and various other encodings of the region content. This

result answers the first question associated with the main hypothesis.

Since all experiments were performed on the LOC-06 data set, the performance estimates

are optimistic. However, the intent of these evaluations was not to achieve peak performances,

but to analyze the relative performance of different region models. For the latter purpose,

performance measurements on the LOC-06 data set can be assumed to be valid. Performance

measurements on an independent test set are provided in Section 6.4.3.

To address the second question associated with the main hypotheses, the relationship

between topological regions and subcellular localization was studied by determining the pre-

dictive power of individual regions for specific locations. It is important to note that this

approach does not allow to decide if a region has high predictive power because it contains

active sorting signals, or because of its similarity to regions of other proteins that are targeted

to the same location. Furthermore, regions were described by their di-peptide compositions,

which essentially neglects the order of residues and is therefore only an approximation of the

true region content.

The most predictive regions for the different subcellular localizations were the transmem-

brane domain for the endoplasmic reticulum (ER) and the plasma membrane (PM), the up-

stream cap region for the Golgi complex (GO), and the N-terminal region for endosomes (EN)

and lysosomes (LY). However, in all cases other regions showed significant predictive power

as well. Figure 6.11 provides a graphical overview of the predictive power of the different

regions.

The strongest overall correlations between di-peptide compositions of regions and sub-

cellular localizations were found for the N-terminal region and the transmembrane domain.

Comparatively high prediction accuracies were also achieved by the cap regions, with the

notable exception of the outside cap region. The lower predictive power of the outside cap

region compared to the inside cap region, indicates that sorting signals are predominantly

located within the cytosolic sections of the protein sequence.

Stream specific cap regions, such as the upstream and downstream cap region, achieved
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Figure 6.11: Predictive power (absolute MCC) of different topological regions for different

subcellular localizations. Dark colors indicate high predictive power. ER = Endoplasmic

Reticulum, GO = Golgi Complex, PM = Plasma Membrane, EN = Endosome, LY = Lyso-

some.

higher prediction accuracies than orientation specific cap regions, such as the inside and

outside cap region. This suggests that sorting signals can be located upstream or downstream

of the transmembrane domain, as long as the corresponding region is on the cytoplasmic side

of the membrane.

The predictive power of the C-terminal region was significantly lower than that of the

N-terminal region for all subcellular localizations. The signal peptide showed very little

predictive power and while this seems to be in contrast to the results of the data analysis,

it is explained by the fact that only a subset of the proteins in the LOC-06 data set carried

signal peptide sequences.

In addition to mono-region models, various multi-region models were constructed, with

the objective of combining the predictive power of several mono-region models and to improve

the overall prediction accuracy. The canonical model, which encompassed the transmembrane

domain, the terminal regions and the upstream and downstream cap region, achieved a 25%

higher prediction accuracy than the overall di-peptide composition (ALL-model). An ex-

tension of the canonical model by adding the overall di-peptide composition led to a 33%

improvement in prediction accuracy, in comparision to the ALL-model. Since the results con-

firmed a significantly higher prediction accuracy of topological models than non-topological

models, the main hypotheses of the thesis is accepted.

An analysis of the confusion matrices of the canonical model and the ALL-model revealed
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that the major source of prediction errors was the incorrect classification of proteins as plasma

membrane proteins. A comparison of the confusion matrices of the canonical model and

the ALL-model furthermore showed that the canonical model mainly improves on the ALL-

model by reducing the number of wrong assignments to the plasma membrane and ER class.

Another major difference between the two models was in the prediction of endosomal proteins.

The canonical model frequently misclassified them as Golgi proteins, while the ALL-model

misclassified them as plasma membrane proteins.

It is worth noting that the developed prediction system is a hybrid system that requires

contributions of other predictors, such as SignalP and at least one topology predictor, to

annotate the regions of a transmembrane protein before its subcellular localization can be

determined. While this approach has been shown to be successful, it raises the question if it

is feasible to perform topology and localization prediction with a single predictor, and how

this affects the prediction accuracy of the system. Sections 6.2 and 6.3 address this question

by constructing and evaluating HMM and CRF based prediction systems.

6.2 Hidden Markov Models

In this section Hidden Markov Models (HMMs) for subcellular localization prediction of

transmembrane proteins are constructed and evaluated. The section addresses the third

question raised by the main hypotheses, by studying the feasibility of HMMs for this task

(see Section 1.2).

Figure 6.12: Components of the HMM for subcellular localization prediction.

To construct HMM based transmembrane protein models, firstly a HMM library was im-

plemented in Java that allowed different architectures and training methods to be explored.

Secondly, signal peptide models to predict the cleavage sites of signal peptides, and trans-
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membrane domain models to locate membrane spanning regions were developed. In the third

step, these sub-models were aggregated into transmembrane protein models, and multiple

of these transmembrane protein models — one for each subcellular localization — served as

components of the localization model (see Figure 6.12).

Since the performance of the localization model depends to a certain degree on the per-

formance of the sub-models, the signal peptide and the transmembrane domain models were

developed and evaluated independently, utilizing the data sets described in Section 4.2, to

optimize the performance of these components first.

The remainder of the text is structured as follows. Sections 6.2.1 explains the algorithms

utilized to construct and train the different HMMs. Section 6.2.2 describes the signal peptide

model and evaluates its prediction performance. Section 6.2.3, introduces and evaluates the

transmembrane domain models. In Section 6.2.4 localization models are constructed and

evaluated. Section 6.2.5 provides an analysis of the best performing localization model and

Section 6.2.6 summarizes and discusses the results.

6.2.1 Construction and training

In this section the basic mechanism for the construction and the training of the prediction

models are explained. From a given set of training sequences, models were developed in three

steps:

• Labeling

• Construction

• Training

In the labeling phase, each residue of a training sequence was assigned a label to cor-

respond with a label of a state within the HMM. In other words, each unique label in the

training sequences s a state within the model with the same label. For instance, a typi-

cal label to mark transmembrane regions was ”T”, which corresponded to a T -state in the

transmembrane domain model.

The labeling of a sequence was derived from the annotation of the sequence (e.g. the

location of transmembrane domains) or from features of the sequence itself (e.g. hydrophobic

residues). The following example depicts the amino acid sequence of a transmembrane protein

and the corresponding labeling, based on the annotated membrane spanning region.

sequence: MNQGKIWTVVNPAIGIPALLGSVTVIAILVHLAILSHTTWFPAYWQGGVKKAA

labeling: MMMMMMMMMMMMMMTTTTTTTTTTTTTTTTTTTTTMMMMMMMMMMMMMMMMMM
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The T -labels mark the transmembrane region and the remaining residues of the protein are

marked by M -labels.

In the construction phase, the architecture of an HMM was derived from the labeling

of the training sequences. The set of labels, determined the states of the HMMs, and the

transitions between different labels determined the state transitions. For instance, from the

labeling example shown above, the HMM architecture depicted in Figure 6.13 can be derived.

Figure 6.13: Architecture of a simple HMM derived from labeled sequences.

In the training phase, the emission and transitions probabilities of the HMM were deter-

mined. Similarly to the construction phase, the emission and transition probabilities were

directly estimated from the set of labeled training sequences.

The number of residues labeled with the same label provides a frequency distribution

over amino acids for that label and therefore a maximum likelihood estimate for the emission

probabilities of the corresponding state within the HMM. Let α be an amino acid and l a

label, the emission probability bl(α) is then estimated as

bl(α) =
nl(α)

∑

α̂ nl(α̂)
, (6.7)

with nl(α) is the number of amino acids α in the training sequences labeled with label l. To

avoid zero probabilities for bl(α), which would cause a collapse of the probability distribution

of the HMM, a Laplace correction was applied:

bl(α) =
nl(α) + 1

∑

α̂(nl(α̂) + 1)
. (6.8)

Similarly to the emission probabilities, the transition probabilities alk between states were

estimated by counting transitions between labeled residues:

alk =
nlk

∑

k

∑

l nlk

, (6.9)

where l and k are two labels, and nlk is the number of transitions from label l to label k

between the labeled residues of the training sequences. Since the architecture of the HMM

was derived from the training sequences, no Laplace terms were added to the transition

probabilities, because transitions of zero probability simply did not exist in the model. The

probabilities for transitions to start and end nodes were also computed using Equation 6.9.
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The training scheme described above, represents a supervised training method that gen-

erates maximum likelihood estimates for sequence labels. Alternatively the unsupervised

Baum-Welch algorithm (see Section 4.1.2) can be employed to optimize emission and transi-

tion probabilities. The Baum-Welch algorithm is an iterative procedure that strives to maxi-

mize the likelihood of the observation sequence but not its labeling, and is not guaranteed to

find optimal parameters.

Both methods can be combined by generating initial probabilities for the Baum-Welch

algorithm utilizing the first method, and then optimizing these probabilities with the Baum-

Welch algorithm. Also the Baum-Welch algorithm can be constrained to optimize only a

selected subset of the model parameters [184].

The mechanisms explained above, to label sequences, and to construct and train HMMs

were utilized by the different models described in the following sections. The next section

introduces the signal peptide model.

6.2.2 Signal peptide model

In this section the signal peptide model is introduced, which served as a component within

the transmembrane protein and the localization models described in the following sections.

Accurate prediction of cleavage sites in signal peptides is important to identify the true N-

terminal region of a sequence, which has been shown to have high predictive power for protein

localization (see Section 6.1.4).

In the following, first the labeling and the resulting architecture of the signal peptide

model are described, before the accuracy of the model is evaluated. The evaluation was

performed on data sets utilized by the SignalP predictor [21], and replicates of these data

sets (see Section 4.2.1). The section concludes with a summary and a discussion of the signal

peptide model.

As explained in Section 6.2.1, the architecture and the parameters of the HMMs were

derived from labeled training sequences. For the signal peptide model, sequences were labeled

as follows: Starting from the annotated cleavage site, the first seven residues upstream the

cleavage site were labeled C1, . . . , C7 (”C” for ”cleavage”), to capture the cleavage region (see

Figure 6.14). From there, the start of the hydrophobic core was determined by searching

upstream for the first occurrence of two hydrophobic residues in succession. The gap between

the cleavage region (C1, . . . , C7) and the start of the hydrophobic core (H1) was labeled with

separate C-labels (C8, . . . , Cn).

A minimal length of four and a maximal length of 11 residues for the hydrophobic core was

set and the actual length was given by searching for the first positively charged residue or two

non-hydrophobic residues in succession, upstream of the start of the hydrophobic core. The
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residues of the hydrophobic core were labeled H1, . . . , H4 and H5, . . . , Hn up to the length of

the core. Positively charged residues adjacent to the hydrophobic core were labeled PR (if

present).

The remaining N-terminal residues were labeled NR, with the exception of the methionine

residue at the start of the sequence, which was labeled Me (”Me” for methionine). The first

three states of the mature protein were labeled M1, . . . ,M3, (”M” for ”mature”), and the

remaining residues of the mature part were all labeled MR (”R” for ”repeated”).

Figure 6.14 shows, how the labeling described above strives to capture typical properties

of signal peptide sequences. It depicts the logo for a set of eukaryotic signal peptide sequences

aligned along their cleavage sites and a labeling example. Note that the labeling only partially

matches the characteristic regions and residues of the logo, since the logo is derived from

multiple sequences, while a labeling describes a single sequence. For instance, the N-terminal

region of the logo contains multiple methionine residues due to the alignment along the

cleavage sites, and the hydrophobic core is longer then implied by the labeling.

Figure 6.14: Logo of signal peptide sequences with a labeling example.

The signal peptide model was constructed by labeling all sequences of the training set first,

and then deriving the architecture and parameters of the model from the labeled sequences,

applying the methods described in Section 6.2.1. Figure 6.15 depicts a generic example of the

architecture of the model. The actual number of states within the cleavage region (C1, . . . , Cn)

and within the hydrophobic core (H1, . . . , Hn) depended on the set of training sequences used.

Note that the emission probabilities of the states that describe the hydrophobic core

(H1, . . . , Hn) utilize a common emission probability distribution (tied states), indicated by

the rounded box around the H-states, to reduce the number of free parameters of the model.

None of the transition probabilities were tied to allow a non-uniform length distribution of

the core. The states C1, . . . , C7 and M1,M2,M3 essentially function as a Position Weight
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Figure 6.15: HMM based signal peptide model. Tied states are in rounded boxes.

Matrix, since the number and order of these states is fixed. The remaining mature part of

the protein is modeled by a single state (MR) with a feedback loop. Similarly, the N-terminal

part is captured by one state (NR) with a feedback loop, and one state for the methionine

residue at the beginning of the protein. Positively charged residues between the N-terminal

region and the hydrophobic core are modeled by the PR state.

The accuracies for cleavage site prediction of the signal peptide model were evaluated on

the signal peptide data sets, described in Section 4.2.1. Table 6.10 contains the results of

this evaluation and compares the performance of the model with the performance of different

versions of the SignalP [21] predictor.

Model Data set EUK GRAM+ GRAM-

SignalP 1.0 NN 97 70.2 67.9 79.3

SP 97 70.0 65.6 80.3

SignalP 2.0 NN 99 72.4 67.4 83.4

SignalP 2.0 HMM 99 69.5 64.5 81.4

SP 99 71.2 68.3 83.9

SignalP 3.0 NN 04 79.0 85.0 92.5

SignalP 3.0 HMM 04 75.7 81.6 90.2

SP 04R30 79.0 79.9 91.0

SP 04R70 78.9 80.3 90.2

Table 6.10: Prediction accuracies for cleavage site prediction of the signal peptide model (SP).

5-fold cross-validation, 10 times repeated. SignalP prediction accuracies were taken from [21].

The results show that the prediction accuracies of the signal peptide model (SP) are

typically slightly better than those of the HMM version of SignalP (SignalP-HMM). In com-

parison to SignalP-NN, the performance of the signal peptide model is considerably lower for

the GRAM+ replicate data sets GRAM+04R30 and GRAM+04R70, and slightly inferior or

comparable for all other data sets.

The inferior performance of signal peptide model on the GRAM+ replicate data sets is
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likely due to remaining differences between the replicates and the original data sets. The

results are inconclusive in this respect, since the performance of the signal peptide model is

substantially lower than SignalP-NN, but is similar to SignalP-HMM.

Note that the architecture (e.g. the number of states) of the signal peptide model was

developed and optimized on the eukaryotic EUK-99 data set. The cross-validation results for

this data set are therefore likely to be slightly optimistic, since it was used for the construction

of the model.

Trials to improve the prediction performance by applying Baum-Welch training after con-

structing the model, were not successful. In all cases the achieved accuracies were significantly

lower than without the additional Baum-Welch training. This result is not surprising, since

Baum-Welch training maximizes the likelihood of the sequence but not its labeling. The

application of the Baum-Welch algorithm in a constrained form, as demonstrated for the

SignalP-HMM predictor [286] or Phobius [184] might lead to different results but this has not

been evaluated.

The architecture of the signal peptide model developed in this thesis is similar to the signal

peptide sub-model of SignalP-HMM [286]. The major differences are a longer fixed length

for the cleavage region, the modeling of positively charged residues between the N-terminal

and the hydrophobic core, and a simpler N-terminal model. The most important difference

between the two models however, was in the applied training method. The parameters of

the signal peptide model are directly estimated from labeled sequence, while SignalP-HMM

employs a constrained Baum-Welch training.

The signal peptide sequences of the SignalP data sets are truncated after 30 residues of

the mature protein to reduce the number of residues to analyze. The fixed length of the

mature part however, can cause overly optimistic prediction accuracies for models that are

able to measure the distance to the C-terminal. To study the influence of truncation on the

prediction accuracies, two replicate data sets of the SignalP data set from 2004 were generated

(see Section 4.2.1). The 04R30 data sets, which cut the sequences after 30 residues of the

mature protein, and the 04R70 data sets, which cut the sequences after the first 70 residues.

Table 6.10 shows little differences in the performance of the signal peptide model for these

two sets, and it can therefore be concluded that the method of truncation had no significant

influence on the prediction performance, and that the reported results for the other SignalP

data sets are valid.

To summarize: In this section a Hidden Markov Models for cleavage site prediction in sig-

nal peptide sequences was introduced. The architecture and the parameters of the model were

directly derived from labeled training sequences (no Baum-Welch training was performed).

The labeling procedure was designed to capture typical features of signal peptide sequences.
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The prediction performance of the model was evaluated on data sets utilized by the SignalP

predictor. Apart from bacterial GRAM-positive data, the model achieved state-of-the-art

prediction accuracies, close to those of SignalP-NN and slightly better than SignalP-HMM.

The signal peptide model developed in this section is one component of the final predictor

for subcellular localization. Another component is a model for transmembrane domains,

which is presented in the next section.

6.2.3 Transmembrane domain model

In this section two transmembrane domain models are presented. The simpler, basic model

achieved higher accuracies when applied to transmembrane domain prediction, while the

more complex, extended model performed slightly better as a component of the localization

predictor. The transmembrane domain models were utilized to identify membrane spanning

regions, which have been shown to contain important information for localization prediction

(see Sections 5.3 and 6.1.4).

To measure the performance of the basic and the extended model for transmembrane do-

main prediction, the models were combined with the signal peptide model from Section 6.2.2,

and evaluated on the MOELLER-00 and the PDB-03 data set, described in Section 4.2.2. In

the following, first the labeling and the architecture for the basic and the extended models

are explained, before the performance results are presented. The section concludes with a

summary and a discussion of the two models.

As described in Section 6.2.1, the architecture and the parameters of the models were

determined from labeled training sequences. For the basic model, sequences were labeled as

follows: All residues within the annotated transmembrane domains were labeled T1, T2, . . . , Tn

with n < 21, according to the length of the transmembrane domain. Remaining residues in

longer transmembrane domains were labeled TR (see the TMD sub-model in Figure 6.16).

Figure 6.16: HMM based basic transmembrane protein model.

The cap regions around the transmembrane domains were assumed to be of length five

and labeled as P1, . . . , P5. All remaining residues were labeled as MR, with the exception

155



6.2. HIDDEN MARKOV MODELS CHAPTER 6. MODEL EVALUATION

of the first residue, which was labeled Me (for methionine). The labeling and therefore

the architecture of the model was optimized by cross-validation experiments on the PDB-03

data set. When a sequence contained an annotated signal peptide sequence, it was labeled

accordingly to the signal peptide model, described in Section 6.2.2. Figure 6.16 depicts the

architecture of the resulting transmembrane protein model.

The SP’ block is a place holder for the signal peptide model without its start and end

states and without the Me and MR states, since these states are contained withing the trans-

membrane domain model. Neither the emission probabilities of the cap regions nor those of

the transmembrane domain were tied, to model the position specific distribution of amino

acids identified by the data analysis in Section 5.3 (see Figure 5.6). Note that this basic model

does not distinguish between inside and outside residues. Consequently, both cap regions are

modeled by the same five states, and also all remaining residues are simply labeled as MR,

without differentiating between inside and outside loops.

In contrast, current topology predictors typically distinguish between inside and outside

residues (e.g. HMMTOP [395, 396], TMHMM [373, 207]), Phobius [184], TMMOD [183]).

To compare such an orientation-specific model with the orientation-unspecific basic model,

an extended model was constructed.

For the extended model, sequences were labeled the same as for the basic model with the

following exceptions: Residues belonging to the inside cap region were labeled I1, . . . , I5, and

those of the outside cap regions were labeled O1, . . . , O5. The remaining residues were labeled

IR for inside loops and OR for outside loops. Figure 6.17 depicts the resulting architecture of

the extended model. As before, the SP’ block represents the signal peptide sub-model.

Figure 6.17: HMM based extended transmembrane protein model.
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The prediction performances of the basic and extended models were measured on the

PDB-03 and the MOELLER-00 data set, utilizing the metrics by Chen et. al [56] (see

Table 6.1 on page 122). Table 6.11 shows the results of this evaluation. Note that the

MOELLER-00 data set has no orientation annotation and the N-terminal was therefore as-

sumed to be always located on the cytosolic side of the membrane8.

Model Data set QTMD Q%obs
TMD Q%pred

TMD Q%pred
2N Q%obs

2N Q%pred
2T Q%obs

2T Q2 MCC

TMPbasic MOELLER-00 75 92 95 92 94 85 79 89 0.75

TMPextended MOELLER-00 69 89 95 91 95 85 78 89 0.74

TMPbasic PDB-03 62 84 94 91 95 84 73 88 0.72

TMPextended PDB-03 60 82 94 90 95 84 71 87 0.71

Table 6.11: Prediction performance of transmembrane domain models on the PDB-03 and

the MOELLER-00 data set. 10-fold cross-validated, 10 times repeated.

While the results revealed little differences between the models with respect to per-residue

accuracy Q2, the basic model showed a higher per-segment accuracy QTMD for both data

sets. The improvement was especially high on the MOELLER-00 data set, which can be

explained by the fixed, cytosolic N-terminal orientation of the sequences within this data set.

The MCC values for the MOELLER-00 data set were slightly higher than for the PDB-03

data set, which is likely due to the smaller size of the MOELLER-00 data.

The superior performance of the basic model compared to the extend model, particularily

with respect to per-segment accuracy, is surprising since the basic model does not distinguish

between inside and outside regions (as most topology predictors do). While the PDB-03

and the MOELLER-00 data sets are not independent, the fact that the basic model achieves

higher accuracies than the extended model for both data sets, makes it unlikely that the

better performance of the basic model is purely an artifact of the data set. A probable reason

for the better performance is the smaller number of parameters of the basic model, which

allows a more robust estimation of emission probabilities.

To allow a comparison of the achieved prediction performances with those of other topol-

ogy predictors, the results of a predictor evaluation by Chen et. al [56] are provided in

Table 6.12.

8A cytosolic orientation for the N-terminal was chosen, since transmembrane proteins with an N-terminal

inside orientation are overrepresented in most organisms [178, 207].

157



6.2. HIDDEN MARKOV MODELS CHAPTER 6. MODEL EVALUATION

Method QTMD Q%obs
TMD Q%pred

TMD Q%pred
2N Q%obs

2N Q%pred
2T Q%obs

2T Q2

HMMTOP2 66 94 93 91 91 83 85 90

TMHMM1 72 91 92 92 91 80 83 90

PRED-TMR 58 92 93 89 94 86 78 90

PHDpsiHtm08 67 95 94 96 92 77 87 89

TopPred2 48 84 79 89 93 71 74 88

SOSUI 49 88 86 90 88 72 79 88

PHDhtm08 57 86 86 94 90 75 83 87

PHDhtm07 56 85 86 94 90 75 83 87

DAS 39 93 81 84 97 85 65 86

Table 6.12: Prediction accuracies of topology predictors on Möller’s [259] data set taken

from Table 3 of Chen et. al [56]. Peak values are underlined. Note that the results are

not cross-validated. The accuracies of the more recent predictors are therefore likely to be

optimistic [56]

.

Table 6.12 is an excerpt of Table 3 from Chen’s predictor comparision [56] that lists

the top-ranking topology predictors9. The prediction accuracies were measured on Möller’s

data set [259] as a test set. The results are therefore neither cross-validated nor based on

a redundancy reduced data set, and consequently likely to be optimistic – especially for

more recent predictors that probably included Möller’s data set in their training set [56]. In

contrast, the prediction performances for the basic and extended models on the MOELLER-00

data set in Table 6.11 are cross-validated, where the MOELLER-00 data set is a redundancy

reduced version of Möller’s data set (see Section 4.2.2).

While the results of Table 6.11 and Table 6.12 are not perfectly comparable due to the

differences mentioned above, it seems reasonable to conclude that the performance of the basic

transmembrane protein model is similar to those of other topology predictors. The basic model

achieved the highest per-segment accuracy QTMD, which is impressive, considering that the

(non cross-validated) results in Table 6.12 are likely to be optimistic.

Despite the fact that the basic model did not distinguish between inside and outside

residues, it achieved prediction accuracies comparable to much more complex models such as

HMMTOP [395, 396] or TMHMM [373, 207]) that make this distinction. On the other hand,

these models use tied emission probabilities for transmembrane states, while the transmem-

brane states of the basic model are untied. Both approaches effectively reduce the number of

free parameters and the results indicate that both approaches work well.

Further differences between the models presented in this section and other HMM based

9Prediction methods based on hydrophobicity and α-helical propensity scales were excluded due to their

inferior performance.
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topology predictors are the usage of advanced training schemata, the modeling of loop lengths,

and the differentiation between short and long loops by the latter. The basic model is con-

siderably simpler with respect to the number of states and the training procedure. Since the

model is directly constructed from labeled sequences, the training is very fast.

The most likely explanation for the good performance of the simple basic model compared

to the more complex HMM based topology predictors evaluated by Chen et. al [56] is that

the latter usually tie the emission probabilities of the states that model membrane spanning

and cap regions. Tied transmembrane domain models assume a homogeneous amino acid dis-

tribution within the membrane spanning region. However, biophysical insertion experiments

with designed α-helices by Hessa et. al [146] have revealed distinctive, position specific pref-

erences in the amino acid composition of transmembrane domains, which were also apparent

(see Figure 5.6 on page 96) in the data analysis in Section 5.3. The assumption of a homo-

geneous transmembrane domain is therefore an oversimplification. This is further supported

by the fact that tying of the transmembrane states for the basic model caused a substantial

reduction in prediction performance (MCC from 0.75 to 0.67 and QTMD from 75% to 33%

for the MOELLER-00 data set).

To summarize: In this section a basic and an extended transmembrane domain model

were presented. Both HMMs were combined with the signal peptide model introduced in the

previous section, and the performances of the resulting transmembrane protein models were

evaluated on the MOELLER-00 and the PDB-03 data set.

Despite the fact that the basic model did not differentiate between inside and outside

residues, the basic model achieved higher prediction accuracies for transmembrane domains

than the more advanced, extended model. In comparison with other topology prediction

methods, the basic model showed an overall prediction performance similar to those of top-

ranking topology predictors. With respect to the number of states and the utilized training

algorithm, the models presented in this section are typically smaller and faster to train, than

other HMM based topology predictors. Since the basic model did not incorporate advanced

loop models or training schemata, there is a distinct possibility that the performance of the

model can be further improved. In the next section the signal peptide and the transmembrane

domain models are integrated into a model for subcellular localization prediction.

6.2.4 Localization model

In this section a Hidden Markov Model (HMM) for subcellular localization prediction of

transmembrane proteins is presented. In the following, first the generic architecture of the

localization model is introduced. In the second step, two instantiations of the model, derived

from the basic and the extended transmembrane protein models described in the previous
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section, are explained. In the third step, the performance of these models, for different model

orders, is evaluated on the LOC-06 data set. The section concludes with a summary and a

discussion of the models.

The localization model is a HMM composed of five sub-models — one for each subcel-

lular localization to be predicted. Figure 6.18 depicts the generic architecture of the model.

Each of the five blocks in Figure 6.18 represents a transmembrane protein model, similar to

those described in the previous section, constructed from proteins targeted to the designated

subcellular location.

Figure 6.18: Generic architecture of the HMM based localization model. Rounded boxes

represent transmembrane protein sub-models for each of the five subcellular localizations to

be predicted.

The transition probabilities from the start and end states to each of the sub-models were

uniformly set, since the location distribution of proteins is heavily skewed (see Section 4.2.3)

and not likely to reflect the true distribution of proteins within the cell.

To predict the localization of a protein, the most probable state path was calculated with

the Viterbi algorithm (see Section 4.1.2). The sub-model that this path went through then

determined the subcellular localization prediction for the query protein.

The five sub-models were based on of the transmembrane protein models described in

Section 6.2.3, with the following three alterations: Firstly, the states T1, . . . T20, TR that model

the transmembrane domains were tied, utilizing the same emission probability distribution.

Tying for other topological regions was found to have a negative impact on the prediction

accuracy of the model. Secondly, cap regions were lengthened to be 10 residues long instead of

five. And third, the terminal regions of the protein sequences were modeled by 10 states each,

since these regions showed significant predictive power in the data analysis in Section 5.5.

Note that tying of transmembrane domain states has been shown to be disadvantageous
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for transmembrane domain prediction (see Section 6.2.3), because the heterogeneous dis-

tribution of amino acids within the membrane spanning region is ignored. For subcellular

localization prediction however, no position-specific targeting signals within the transmem-

brane domain are known, and no position-specific differences in the amino acid composition of

transmembrane domains of differently localized proteins have been identified. Consequently,

tying seems appropriate in the case of localization prediction, and was found to be beneficial

in cross-validation experiments on the LOC-06 data set.

The lengths of cap and terminal regions were optimized in cross-validation runs and the

identified dimensions are in good agreement with the dimensions found to be optimal for the

SVM based prediction models (see Section 6.1.3). Cap regions of length five are typical in

topology predictors (see Phobius [184], for instance), while a cap length of 10 residues resulted

in higher accuracies for localization prediction. Terminal regions are typically not predicted

by topology predictors but were found to be beneficial for localization prediction (see also

Section 5.5).

Figure 6.19 depicts the architecture of the basic transmembrane protein sub-model. Note

the additional NTERM and CTERM sub-models in comparison to Figure 6.16 on page 155,

which model the terminal regions of a protein sequence with a series of 10 states each (N-

terminal: NT
1 , . . . N

T
10, C-terminal: CT

1 , . . . C
T
10)

Figure 6.19: HMM based basic transmembrane protein model for localization prediction.

The SP’ sub-model represents the signal peptide model introduced in Section 6.2.2, re-

duced by its start and end states, the methionine state and the state for the mature part of

the protein. The architectures of the TMD, ICAP, OCAP, CTERM and NTERM sub-models

are shown at the right side of Figure 6.19.

The basic transmembrane protein sub-model does not distinguish between inside and

outside residues of a protein sequence, which is in contrast to other topology predictors. To
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compare the performance of the orientation-unspecific basic model with an orientation-specific

model, an extended transmembrane protein sub-model was constructed.

Figure 6.20 depicts the architecture of the extended transmembrane protein sub-model.

The model replaces the MR-state and the CAP sub-model in the basic model with inside and

outside states (IR, OR), and inside and outside cap regions (ICAP, OCAP), to differentiate

between inside and outside sections of the protein.

Figure 6.20: HMM based extended transmembrane protein model for localization prediction.

The models introduced above, and HMM based signal peptide and topology predictors in

general, are first order models. For a first order model, the probability of an observation (pro-

tein) sequence O = (o1, o2, · · · , oT ), given a state sequence Q = (q1, q2, · · · , qT ) is calculated

as

P (O|Q) =
T∏

t

P (ot|qt), (6.10)

and an observation ot only depends on the state qt that generates it. Each state in a first order

model therefore has a mono-amino composition associated with that represents the emission

probability distribution of this state.

The results for the SVM based predictors in Section 6.1 have shown however that the

di-peptide composition is a much more powerful representation of a sequence for the purpose

of localization prediction. This can be taken into account by higher order HMMs, where

P (O|Q) depends on tuples of observations. For instance, the probability function P (O|Q) of

a second order HMM becomes

P (O|Q) =
T∏

t

P (ot, ot−1|, qt), (6.11)
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and the emission probability distributions are represented by di-peptide compositions.

To explore this direction, the prediction performances of first to third order version of

the basic and the extended localization HMMs were evaluated on the LOC-06 data set. The

results of this evaluation are shown in Table 6.13. The results for the basic model are labeled

as SCLbasic, and those for the extended model are labeled SCLextended.

Model Order ER GO PM EN LY Overall (± δ95)

SCLbasic 1 0.256 0.271 0.257 0.254 0.090 0.226 (± 0.014)

SCLbasic 2 0.478 0.454 0.497 0.451 0.381 0.452 (± 0.018)

SCLbasic 3 0.531 0.457 0.497 0.419 0.330 0.447 (± 0.021)

SCLextended 1 0.237 0.305 0.256 0.200 0.117 0.223 (± 0.013)

SCLextended 2 0.473 0.480 0.502 0.462 0.438 0.471 (± 0.019)

SCLextended 3 0.536 0.436 0.482 0.417 0.330 0.440 (± 0.020)

Table 6.13: Prediction performance (MCC) of the basic model (SCLbasic) and the extended

model (SCLextended) for different model orders. ER = Endoplasmic Reticulum, GO = Golgi

Complex, PM = Plasma Membrane, EN = Endosome, LY = Lysosome. Overall = overall

mean MCC and 95% confidence interval in brackets, Higher MCC means better prediction.

10-fold cross-validation, 10 repeats. LOC-06 data set.

The basic and extended model showed little differences in the overall prediction perfor-

mance for first and third order models and a slightly higher MCC for the extended second

order model. Higher order models in general however, achieved significantly (p < 0.05) higher

MCCs than first order models, with second order models slightly better than third order

models. The better performance of higher order models may be explained by the fact that

many targeting signals are short motifs, composed of two or more consecutive amino acids

(see Section 2.3 on page 18).

The highest overall MCC of 0.47 was accomplished by the extended second order model,

which is slightly better than an MCC of 0.45 achieved by the best SVM model (see Ta-

ble 6.7 on page 141). A more detailed comparison of the SVM and the HMM based models

can be found in Section 6.4.3.

With respect to the different subcellular localizations, the lowest MCCs were shown for

the lysosomal class - most likely due to the small class size. The results for the also small en-

dosomal class are considerably better, because of the over-representation of (similar) cadherin

proteins. Surprising is however that the higher order models perform considerably better on

the lysosomal class than the first order models. Due to the small class size one would expect

that higher order amino acid compositions are more difficult to estimate reliably, but this

seems not to be the case here.
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To study the differences in the predictions of models of different orders, confusion matrices

were calculated. Figure 6.21 displays the confusion matrices for the extended localization

models.

Figure 6.21: Confusion matrices for extended localization models of first, second and third

order. Confusion values are given in percent. Rows represent observed locations and columns

represent predicted locations.

The confusion matrices reveal a clear trend for models to become more and more specific

with increasing order, while the sensitivity decreases at the same time. For instance, apart

from the plasma membrane class, there is almost no confusion between locations for the third

order model, but the percentage of false positives for the plasma membrane class is much

higher than for first or second order models.

The plasma membrane class is the majority class and assumed to serve as a default location

in the cell for proteins with no specific targeting signals. The increase in the number of false

positives specifically for this class is therefore not surprising. The increased specificity of

higher order models can be explained by the fact that higher order amino acid compositions

are more specific, due to the longer k-mers, than lower order compositions. The pronounced

differences between the confusion matrices of first, second and third order models suggest

that improved prediction accuracies are possible by combining the more sensitive lower order

models with the more specific higher order models.

Based on the extended second order HMM, a prediction service for the subcellular localiza-

tion of transmembrane proteins was implemented. The predictor with the name TMPHMM-

Loc is accessible as a web application under http://pprowler.itee.uq.edu.au/TMPHMMLoc.

The application accepts protein sequences in FASTA format and predicts five subcellular loca-

tions along the secretory pathway (endoplasmic reticulum, Golgi complex, plasma membrane,

endosome and lysosome). Note that the predictor is trained on transmembrane proteins from
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the LOC-06 data set and will generate poor predictions for soluble or prokayotic sequences.

6.2.5 Model analysis

In comparison to SVMs, graphical models such as HMMs and CRFs are more transparent and

an analysis can reveal valuable insights into their function. In this section the second order

extend localization model (SCLextended), which was identified as the best performing HMM

for localization prediction in Section 6.2.4, is analyzed. Probably the two most interesting

questions to ask about the model are, which features does the model exploit to predict protein

localization, and are these features in agreement with the features identified in the data

analysis in Chapter 5?

To answer these questions the most ”important” di-peptides for each state of the model

were identified. How the importance of a di-peptide is calculated will be explained in the

following. First note that, since the model is of second order, each state has attached a di-

peptide composition as emission probability distribution. Furthermore is the model composed

of five sub-models in parallel branches, one for each subcellular location (see Figure 6.18).

These sub-models have an identical architecture with corresponding states. For instance,

there is a T1 state, which describes the start of the transmembrane domain, in all five sub-

models.

The location of a protein sequence is determined by the most probable state path through

the model (Viterbi path). Important di-peptides are therefore those with substantially dif-

ferent probabilities for corresponding states in the sub-models, because they influence the

Viterbi path most. For instance, the T1-state within the Golgi sub-model may show a higher

probability for the di-peptide LL (since Golgi transmembrane domains are typically more

hydrophobic than those of other proteins) than the corresponding T1 states in the other four

sub-models (see Figure 6.20). Consequently the Viterbi algorithm would chose a state path

through the Golgi sub-model, provided that there are no other differences and that the query

sequence contains a LL di-peptide at the appropriate position.

In the following a di-peptide will be said to be ”important” if it has considerably different

probabilities assigned in corresponding states of the sub-models. The most important di-

peptides are those, which show the largest differences in probability for corresponding states

and consequently have the largest impact on the predictions of the model. To identify these

di-peptides, sets of corresponding states were generated, e.g. a T1-set that contained all T1

states of the five sub-models. For each state set the most important di-peptide was determined

by comparing the probabilities of all di-peptides for the states in the set and selecting the

di-peptide that showed the largest variability in probability between states.

The variability in di-peptide probability for a specific di-peptide was computed as follows.
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First, for each pair of states Si, Sj within a state set, the difference di,j between the di-

peptide probabilities for the two states was calculated (Figure 6.22 gives an example of the

resulting distance graph, assuming a state set with states S0, . . . , S3). Then for each state the

minimum distance to all other states was searched and the largest of these minimum distances

determined the variability of the di-peptide probability. This leads to the following definition

of variability:

v = max
i

{min
j 6=i

{di,j}}, (6.12)

where v is the variability. For instance, in Figure 6.22, state S0 is the state with the largest,

minimum distance d0,1 to all other states of the set, and the variability is d0,1.

Note that the variability is zero for a di-peptide that has equal probability in a set of

states. The variability is one, if the di-peptide has a probability of one for one state and zero

for all other states within a set. The variability of a di-peptide is therefore a direct measure

of its importance.

Figure 6.22: Example of a distance graph for variability in di-peptide probability between the

states S0, . . . , S3 of a state set. The differences in the di-peptide probabilities between states

are represented by the lengths di,j of the arcs.

The described definition of variability was chosen, because it not only determines the

importance of a di-peptide but also allow to identify the most important state in a state set.

The most important state is the state that shows the largest of the minimum distances to

the other states within the set (State S0 in Figure 6.22). It has the greatest impact on the

Viterby path since it has a di-peptide probability assigned, considerably different from all

other states.

Note that other obvious definitions of di-peptide importances such as the maximum di-

peptide probability or the variance in di-peptide probability in a state set are less favorable.

The maximum di-peptide probability says little about the importance of a di-peptide since all
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states in the set may have similarly high di-peptide probabilities. The variance in di-peptide

probability on the other hand, does not allow to determine the most important state in a set.

Utilizing the analysis method introduced above, a selection of the most important di-

peptides and states of the localization model were identified and are shown in the tables

below. The nomenclature for the states follows that used in Figures 6.15 and 6.20 to describe

the architecture of the localization model. The state column of the tables denotes the state

set, the sub-model column identifies the sub-model, which the most important state of the set

belongs to, the di-peptide column identifies the most important di-peptide, and the variability

column displays the variability of the most important di-peptide.

Table 6.14 shows the most important states and di-peptides within the terminal regions

(NTERM, CTERM, see Figure 6.20) of the localization model. Note that both terminal

regions were composed of a fixed number of ten states.

N-terminal region C-terminal region

State Sub-model Di-peptide Variability State Sub-model Di-peptide Variability

NT
1 GO RR 1.1e-2 CT

1 ER AK 0.6e-2

NT
2 ER IQ 1.0e-2 CT

2 ER LP 1.0e-2

NT
3 GO SR 1.1e-2 CT

3 PM LS 0.8e-2

NT
4 ER ER 1.4e-2 CT

4 ER RK 0.8e-2

NT
5 ER AA 1.0e-2 CT

5 ER NG 0.6e-2

NT
6 PM TE 0.7e-2 CT

6 PM TP 0.8e-2

NT
7 ER KG 1.0e-2 CT

7 GO DF 0.8e-2

NT
8 ER IS 1.0e-2 CT

8 PM ES 1.3e-2

NT
9 PM DL 0.8e-2 CT

9 ER KA 1.5e-2

NT
10 ER GG 0.9e-2 CT

10 ER AE 1.2e-2

Table 6.14: Most important di-peptides and states in the terminal regions of the extended

localization model (SCLextended). ER = Endoplasmic Reticulum, GO = Golgi Complex,

PM = Plasma Membrane, EN = Endosome, LY = Lysosome.

An analysis of the results in Table 6.14 reveals interesting correlations between the di-

peptides and states, identified as important and the Logos and di-peptide bubble plots of the

terminal regions in Chapter 5. Table 6.14 names the di-peptide RR for state NT
1 as most

important for the Golgi (GO) sub-model, and the bubble plot for the N-terminal regions of

Golgi proteins (see Figure 5.11) displays the same di-peptide at a corresponding position.

Note that the state number reflects a specific position within the protein sequence and

can be linked to a corresponding position within the Logos and bubble plots in Chapter 5.

So can the important di-peptides ER, AA, GG for the states NT
4 , NT

5 and NT
10 be linked to

corresponding di-peptides and positions within the N-terminal Logos and bubble plots (see
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Figure 5.11) for proteins targeted to the endoplasmic reticulum (ER).

For the C-terminal region the following di-peptides and states in Table 6.14 correspond

well with the results of the data analysis (see Figure 5.12): Di-peptide DF for state CT
7 of the

Golgi (GO) sub-model, the di-peptides LS and ES for the states CT
3 and CT

8 for the Plasma

membrane (PM) sub-model, and the di-peptides LP, RK, KA, AE for the states CT
2 , CT

4 , CT
9 ,

CT
10 of the ER sub-model.

Table 6.15 lists the most important states and di-peptides within the cap regions (ICAP,

OCAP, see Figure 6.20) of the localization model. The data analysis in Section 5.4 failed to

identify strong targeting signals in the cap regions of transmembrane proteins but revealed a

clear preference for positively charged residues within the inside cap region (see Figure 5.9)

and a significant difference in charge between inside and outside cap region. The results in

Table 6.15 show a very similar picture. The most important di-peptides for states within the

inside cap region (IT
1 − IT

10) are almost exclusively composed of positively charged residues

(K, R). In contrast, many of the most important di-peptides for states within the outside cap

region (OT
1 −OT

10) contain negatively charges residues (D, E) and positively charged residues

are rare. The observed difference in charge between the inside and the outside cap region is

in perfect agreement with the positive-inside rule (see Section 2.1).

Inside cap region Outside cap region

State Sub-model Di-peptide Variability State Sub-model Di-peptide Variability

IT
1 PM DR 1.1e-2 OT

1 PM GL 0.7e-2

IT
2 PM RY 1.0e-2 OT

2 ER DL 0.7e-2

IT
3 PM RK 1.5e-2 OT

3 LY LY 0.7e-2

IT
4 PM RR 1.8e-2 OT

4 ER VD 0.7e-2

IT
5 PM KR 1.3e-2 OT

5 ER GP 0.9e-2

IT
6 PM RK 1.3e-2 OT

6 GO PS 1.0e-2

IT
7 PM KK 1.0e-2 OT

7 ER EE 0.9e-2

IT
8 PM KR 0.9e-2 OT

8 PM ER 0.6e-2

IT
9 PM RR 1.1e-2 OT

9 EN NI 0.9e-2

IT
10 PM RK 1.0e-2 OT

10 PM CK 0.7e-2

Table 6.15: Most important di-peptides and states in the cap regions of the extended lo-

calization model (SCLextended). ER = Endoplasmic Reticulum, GO = Golgi Complex,

PM = Plasma Membrane, EN = Endosome, LY = Lysosome.

Table 6.16 displays the most important states and di-peptides within the cleavage region

of the signal peptide sub-model (see Figure 6.15), and a selection of other region states of the

localization model. The states C1 − C10 in Table 6.16 are the states that model the cleavage

region within the signal peptide sub-model of the HMM (see Figure 6.15). The states C1−C3

168



CHAPTER 6. MODEL EVALUATION 6.2. HIDDEN MARKOV MODELS

are close to the cleavage site and the preference for A, S and L residues within the important

di-peptides for these states reflect the amino acid distribution for the corresponding section of

the signal peptide (see Figure 6.14). The states C7−C10 are overlapping with the hydrophobic

core of the signal peptide (see Figure 6.14), and the important di-peptides for these states

are therefore mostly composed of hydrophobic amino acids (L, S). The same is valid for the

states H1 −Hn that model the hydrophobic core. Note that these states shared a common

di-peptide composition (tied states, see Figure 6.15) and therefore appear as one entry in

Table 6.16.

Cleavage region Miscellaneous

State Sub-model Di-peptide Variability State Sub-model Di-peptide Variability

C1 PM QS 1.1e-2 H1 −Hn PM LL 9.4e-2

C2 PM AQ 2.8e-2 NR PM LL 1.1e-2

C3 PM LA 3.5e-2 IR ER KK 0.4e-2

C4 PM VT 1.6e-2 OR EN VL 0.3e-2

C5 PM LS 1.6e-2 T1 − T20, TR EN FL 0.6e-2

C6 PM GS 1.1e-2 - - - -

C7 PM LQ 1.7e-2 - - - -

C8 PM LL 4.6e-2 - - - -

C9 PM SL 1.7e-2 - - - -

C10 PM SL 2.0e-2 - - - -

Table 6.16: Most important di-peptides and states in the cleavage region and other regions of

the extended localization model (SCLextended). ER = Endoplasmic Reticulum, GO = Golgi

Complex, PM = Plasma Membrane, EN = Endosome, LY = Lysosome.

The most important states within the signal peptide region (NR, H1−Hn, C1−C10) were

all related to the plasma membrane (PM) sub-model and hydrophobic di-peptides, which

indicates that the HMM recognizes the hydrophobicity of the signal peptide region of plasma

membrane proteins as substantially different from proteins targeted to other locations. This

result is in agreement with the results for signal peptides in Table 5.7 of the data analysis

(Section 5.2), which found the hydrophobicity of the signal peptide to be a good discriminator

between plasma membrane proteins and Golgi or endosomal proteins.

The states T1−T20, TR model the membrane spanning regions of transmembrane domains.

These states were tied (see Figure 6.15) and the most important di-peptide shared was the hy-

drophobic di-peptide FL for the endosomal (EN) sub-model. This result partially agrees with

Table 5.13 of the data analysis in Section 5.3 that showed the highest discriminative power

for the hydrophobic di-peptide LV in the transmembrane domains of endosomal proteins.

The inside and outside loop regions (without cap regions) of transmembrane proteins are
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modeled by the states IR and OR (see Figure 6.15). For the inside loop state IR, the positively

charged di-peptide KK was identified as the most important one, while the most important

di-peptide for the outside loop state OR was uncharged. This difference in charge agrees with

the positive-inside rule (see Section 2.1).

To summarize: The analysis of the localization model revealed considerable agreement

between the di-peptides exploited by the HMM and the features identified as important for

protein localization within the data analysis in Chapter 5.

It is worth noting that the analysis technique presented in this section is generally appli-

cable to HMMs that are composed of identical sub-models in parallel branches, and is not

limited to a specific type of emissions (such as di-peptides). Architectures of this type are

common for HMMs that are used for classification purposes, where the sub-models describe

the properties of the objects of the different classes.

The presented analysis technique was also applied to identify the most important tran-

sitions of a state (instead of di-peptides). The analysis of transitions however did not lead

to further insights into the function of the model. Only the transition probability of the

self-transition of the TR state within the Golgi sub-model was found to be substantially

higher than that of the corresponding states in the other sub-models. The higher transition

probability indicates a preference for longer transmembrane domains in proteins targeted to

the Golgi complex, which is in agreement with the known properties of Golgi proteins (see

Section 2.3.2).

6.2.6 Discussion

This section summarizes and discusses the results, presented in the previous sections. The

best HMM based localization model achieved an MCC of 0.47, which is slightly better than

the best result (MCC=0.45) of the SVM based models (see Section 6.1). It can therefore

be concluded that HMMs are an equally suitable technique for localization prediction of

transmembrane proteins.

In Section 6.2.5 a novel method was developed to identify important di-peptides and states

within the localization model. The results of the analysis showed that the HMM exploited

similar features for localization prediction as identified by the data analysis in Chapter 5.

The developed analysis method provides a new means to study the function of a broad class

of HMMs.

The SVM based predictor, was a hybrid system that utilized external signal peptide and

transmembrane domain predictors. The HMM based predictor on the other hand, integrated

sub-models for signal peptide and transmembrane prediction into a single model. While

topology prediction and localization prediction are not necessarily compatible objectives, the
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similarly high prediction accuracies of the SVM and the HMM models indicate that the HMM

was able to unite these two objectives.

A comparison of HMMs of different order revealed that first order model are clearly inferior

to second and third order models. The highest prediction accuracies were achieved by a second

order model, which is in agreement with the high predictive power of di-peptide compositions,

demonstrated in Section 6.1.2 of the SVM evaluation. The better performance of higher order

models for localization prediction is an interesting difference to HMMs for signal peptide or

transmembrane domain prediction, which are all first order models exclusively. Differences

in the predictions of the models (see Figure 6.21) suggest that a combination of models of

different orders may lead to higher prediction accuracies.

The localization model was composed of sub-models for signal peptide and transmembrane

domain prediction. These sub-models were separately developed and evaluated. Despite the

fact that the sub-models had less states and were trained by directly estimating emission and

transition probabilities from amino acid and transition frequencies, their prediction perfor-

mances were comparable to those of considerably more complex models for signal peptide and

transmembrane domain prediction, known in the literature.

More specifically, the signal peptide model achieved slightly better prediction accuracies

than SignalP-HMM [286] on the SignalP data sets, and was slightly inferior to SignalP-

NN [21]. The architecture of the signal peptide model was similar but slightly simpler than

SignalP-HMM. The parameters of the signal peptide model were directly estimated from

labeled sequences, while SignalP-HMM utilizes a constrained version of the Baum-Welch

algorithm for training.

For the transmembrane domain models two different architectures were studied. The ba-

sic model did not distinguish between inside and outside sections of the sequence, while the

extended model followed the usual architecture of topology predictors, and differentiated be-

tween cytosolic and non-cytosolic sections of the protein. Surprisingly, the prediction accuracy

of the basic model was significantly higher than that of the extended model. In a comparison

with top-ranking topology predictors evaluated by Chen et. al [56] on Möller’s [259] data set,

the basic model achieved state-of-the-art performance and showed the highest per-segment

accuracy of all predictors.

The major differences between the architecture of the basic transmembrane domain model

presented in this thesis and other topology predictors were untied states for the membrane

spanning region and the cap region, a simple, one-state loop model and the direct estimation

of emission and transition probabilities from labeled sequences. As a consequence, the basic

model is considerably faster to train and has less states than other transmembrane protein

models described in the literature, but achieved comparable prediction accuracies.
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The dominant factor for the good performance of the basic model, despite the simpler

architecture, is that the emission probabilities of the states for the membrane spanning region

and the cap regions were untied. Experiments by Hessa et. al [146] have shown significant,

position specific, differences in the amino acid distribution of transmembrane domains, which

are not captured by a tied transmembrane domain model. The results suggest that the

classical view of the transmembrane domain as a homogeneous stretch of hydrophobic residues

is not adequate.

6.3 Conditional Random Fields

In this section CRFs as a technique to model transmembrane proteins for subcellular local-

ization prediction are evaluated. CRFs are a recently developed technique that have not yet

been applied in this domain. A further objective is therefore to identify architectures and

feature functions suitable for this task.

Following predominantly the papers of Lafferty et. al [212], Gupta [135], and Sutton et

al. [379], a CRF was implemented in Java. Training of CRFs involves the optimization of a

non-linear objective function. To this purpose the LBFGS method [229], in a public domain

implementation by Robert Dodier, was utilized10.

The CRF implementation was largely a direct translation of the CRF formulas with three

extensions. First, caching was implemented to reduce the number of feature evaluations and

to accelerate the training. Second, for the same purpose feature functions were attached to

the nodes of the CRF, instead of being node independent. And finally the Viterbi algorithm

and the data structure of the CRF were modified to support directed transitions.

While CRFs are undirected graphs, multiple transitions between nodes are permitted.

This allows augmented transitions with directional information, which can then be exploited

within the Viterbi algorithm to find the most probable path that obeys the directional con-

straints imposed. The architectures of the CRF models presented in the following show

therefore directed state transitions.

The σ parameter (see Section 4.1.3) of the CRF was roughly optimized in preliminary

cross-validation runs and good performances were achieved for σ = 5.0. The precision param-

eter ǫ and the maximum number of iterations for the BFGS algorithm were set to ǫ = 0.01

and maxiter = 300, respectively.

Analogously to the HMM based models (see Section 6.2), the CRF based model for lo-

10The Java code can be found at http://riso.sourceforge.net/LBFGS-20020202.java.jar. The origi-

nal code (http://www.netlib.org/opt/lbfgs_um.shar) is in FORTRAN by Jorge Nocedal and is described

in [227]
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calization prediction was constructed in three steps. In the first step a signal peptide model

was built. In the second step a model for transmembrane domain prediction was developed.

And in the third step, both models were integrated into the localization model. The signal

peptide and the transmembrane domain sub-models were separately tested on additional,

problem-specific data sets to ensure state-of-the-art performance of these sub-models.

The remainder of the text is structured as follows. Section 6.3.1 describes the construction

of the signal peptide model. In Section 6.3.2 the transmembrane domain model is presented

and in Section 6.3.3 the localization model is described. Section 6.3.4 contains an analysis of

the localization model and Section 6.3.5 summarizes and discusses the results.

6.3.1 Signal peptide model

In this section the architecture of two CRFs for cleavage site prediction in signal peptides

sequences are described. Accurate cleavage site prediction is essential to identify the true

N-terminal of a protein sequence, and as the data analysis in Chapter 5 has shown, the

N-terminal region has high predictive power for subcellular localization.

Since CRFs are computationally very demanding (see Section 6.4), the aim was to de-

velop models with a small numbers of states and feature functions. In the following a very

small basic model is introduced first, before a slightly extended model with better prediction

performance is presented. The prediction accuracy of the models was evaluated on data sets

utilized by the SignalP predictor [21], and replicates of these data sets.

Figure 6.23 displays the architecture of the basic signal peptide model for cleavage site

prediction. Transitions are depicted as arcs, states as circles, and attached feature functions

as rounded boxes. The model has five states, six transitions (= transition functions), one

state function, and therefore only seven free parameters (λ-values) to optimize – apart from

the parameters of the state function.

Figure 6.23: Architecture of the CRF based basic signal peptide model.

The model describes a signal peptide sequence, as an N-terminal signal peptide part of ar-

bitrary length (represented by the S-state with self-transition), a cleavage site (represented by

the C-state) and the mature part for the remainder of the protein (represented by the M -state
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with self-transition). The C-state marks the last residue in the signal peptide part (position -1

relative to the cleavage site), and is the only state with a state function (PWM15,11) attached.

When applied to an input sequence, the model generates a label for each of the sequence

residues, and the C-label marks the cleavage site. In the training phase, the model parameters

are estimated from labeled sequences. Here an example of a labeled sequence:

sequence: MASKATLLLAFTLLFATCIARHQQRQQQQNQCQLQNIEALEPIEVIQAEA

labeling: SSSSSSSSSSSSSSSSSSSSCMMMMMMMMMMMMMMMMMMMMMMMMMMMMM

The arcs of the model in Figure 6.23 represent transition functions of the form f(y, y′,x, t) =

1, with y and y′ are the labels of the connected states, x is the input sequence and t is a

position within the sequence (see Section 4.1.3 for details concerning transition functions).

The only state function of the basic model is a Position Weight Matrix (PWM) [353] that

is attached to the C-state and extends 15 residues upstream and 11 residues downstream from

the reference column of the PWM. Figure 6.24 depicts the PWM and its alignment with the

C-label of a labeled training sequence.

Figure 6.24: PWM state function with in the CRF based signal peptide model. The shaded

reference column of the PWM has index 0 and is aligned with the C-label (cleavage sites) of

the training sequence.

The PWM covers the cleavage region, the hydrophobic core and the beginning of the ma-

ture protein of a typical signal peptide sequence (see Figure 5.2 on page 88). The dimensions

of the PWM were optimized in cross-validation experiments on the EUK-99 data set. The

PWM weights wα,i were calculated in the usual way11:

wα,i = log2

(
fα,i

fα

)

, (6.13)

11Naturally, all parameter estimations of the PWM and the training of the CRF were performed on the

training folds only.
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where fα,i is the frequency of amino acid α at sequence position i relative to the cleavage

site. fα is the background frequency of amino acid α, which was derived from the training

sequences. The log-likelihood score of the PWM for a sequence x at sequence position t was

computed as

PWMu,d(x, t) =
−u∑

i=−1

wxt+i,i +
d∑

j=0

wxt+j ,j , (6.14)

where u is the number of upstream columns and d is the number of downstream columns.

The state function (PWM15,11) for the C-state was defined as

f(yt = C,x, t) = scale(PWM15,11(x, t)), (6.15)

where yt is the label of the t-th residue of the input sequence and x is the input sequence. The

scale(·) function is a linear scaling function that normalizes the PWM score to the interval

[0,1].

The extended signal peptide model extends the basic model by adding five PWMs of

varying width to each state of the model. Figure 6.25 depicts the architecture of the extended

model.

Figure 6.25: Architecture of the CRF based extended signal peptide model.

Note that the added PWMs are symmetric (same number of upstream and downstream

columns), and of increasing width (PWM0,0 has one column, PWM1,1 has three columns, and

so on). The PWM weights were calculated as described for the basic model, with the only

difference being that the reference columns of the PWMs were aligned with every S-label

or M -label of the training sequences, and the PWM weights being averaged over all these

alignments.
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Figure 6.26: PWM scores for PWM0,0 and PWM4,4 for the C-state over positions of an input

sequence. The cleavage site is marked (gray bar).

The reason for using an array of PWMs of increasing widths, is that small PWMs are more

specific but less robust, while wider PWMs are more robust but less specific concerning the

identification of sequence features. A set of PWMs of varying sizes provides a multi-resolution

view on the sequence that combines the advantages of both. Figure 6.26 shows the differences

in the PWM scores of two PWMs (PWM0,0, PWM4,4) attached to the C-state. The wider

PWM has a smoothing effect that makes the identification of the cleavage site more robust,

but the peak in the score for the smaller PWM around the cleavage site is more pronounced.

In addition to PWM based feature functions, other features and combinations of features

were evaluated as well, but showed inferior prediction accuracies. For instance, different

physicochemical scales (hydrophobicity, charge,...), amino acid compositions, higher order k-

mer compositions, k-mer compositions with mismatches, amino acid sub-alphabets and the

(-3,-1) rule were tested in various combinations, but could not achieve the same performance

as the extended model. All tests and optimizations were performed on the eukaryotic SignalP

data set from 1999 only (EUK-99) in comparison with the prediction performances of the

corresponding SignalP predictors., leaving the other data sets untouched.

Table 6.17 shows the prediction accuracies of the basic and extended signal peptide models

on SignalP data sets and replications of these data sets (see Section 4.2.1) in comparison with

the prediction performances of the corresponding SignalP predictors. Prediction accuracy is

hereby defined as the percentage of correctly predicted cleavage sites within the data set.

Since the CRF was designed and optimized on the EUK-99 data set, the reported accuracy

for this data set is likely to be optimistic.
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Model Year EUK GRAM+ GRAM-

SignalP 1.0 NN 97 70.2 67.9 79.3

CRFbasic 97 64.7 53.9 74.8

CRFextended 97 70.8 66.7 78.2

SignalP 2.0 NN 99 72.4 67.4 83.4

SignalP 2.0 HMM 99 69.5 64.5 81.4

CRFbasic 99 66.5 57.8 80.1

CRFextended 99 71.6 65.3 82.0

SignalP 3.0 NN 04 79.0 85.0 92.5

SignalP 3.0 HMM 04 75.7 81.6 90.2

CRFbasic 04R30 74.1 72.8 88.7

CRFextended 04R30 79.3 78.2 89.9

CRFbasic 04R70 75.3 71.4 87.0

CRFextended 04R70 79.0 78.2 88.0

Table 6.17: Prediction accuracies for cleavage site prediction. 5-fold cross-validation, one

repeat. The replicates of the 2004 SignalP data set are labeled ”04R30” and ”04R70”. SignalP

prediction accuracies were taken from [21].

For the eukaryotic (EUK) data sets the extended model achieved prediction accuracies

very similar to those of the SignalP-NN predictor. For the bacterial (GRAM) data sets from

1997 and 1999 the extended model was slightly inferior to SignalP-NN but slightly superior

to SignalP-HMM. The performance of the extended model was however considerably lower

on the bacterial (GRAM) replicate data sets 04R30 and 04R70. The inferior performance in

this case, is likely due to remaining differences between the replicates and the original data

sets.

Generally, the prediction accuracies of the extended model on all bacterial data sets were

lower than those of SignalP-NN. There are two probable reasons for the inferior performance.

First, the architecture of the extended model was optimized on eukaryotic data (EUK-99)

but not on bacterial data. Bacterial signal peptides however are slightly different from eu-

karyotic signal peptides (e.g. the hydrophobic core of GRAM-positive bacteria is slightly

longer). Second, the bacterial data sets are smaller, which makes a reliable estimation of

model parameters more difficult.

An optimization of model parameters, such as dimensions and number of the PWMs

would most likely improve the prediction accuracies on the bacterial data sets. High predic-

tion accuracies for bacterial data however, were not an objective, since the final subcellular

localization predictor was known to operate on eukaryotic data only.

In comparison to SignalP-NN and the extended model, the basic model achieved substan-

tially lower (on average 7% lower) but still reasonable prediction accuracies, but its training

was 16 times faster than that of the extended model. Consequently, the basic model was
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chosen as a component for the subcellular localization predictor.

The results for the replicate data sets showed little differences between the 04R30 and the

04R70 data sets. It can therefore be concluded that a truncation of the sequence after 30

residues of the mature protein, or after 70 residues in general had no significant influence on

the prediction performance, and the results reported on the SignalP data sets from 1997 and

1999 are valid (see Section 4.2.1 for details concerning this issue).

To summarize. In this section two CRF based models for cleavage site prediction in

signal peptide sequences were introduced. Both models consisted of three states – apart from

start and end states. The S-state represented the signal peptide part, the C-state the last

residue of the signal peptide and the M -state the mature part of the protein. The cleavage

region was modeled by an asymmetric PWM attached to the C-state that extended 11 residues

downstream and 15 residues upstream relative to the cleavage site. The basic model contained

no further state functions, while the extended model utilized arrays of five symmetric PWMs

of growing size, attached to all three states of the model.

The prediction accuracies of the basic and the extend model were measured on data sets

utilized by the SignalP predictor and replicates of it. The extended model achieved state-of-

the-art prediction accuracies, close to those of SignalP on the eukaryotic data sets and slightly

lower accuracies on the bacterial data sets. The prediction accuracies of the basic model were

considerably lower but the model was 16 times faster to train.

Due to the time intensive training of CRFs the focus was on small models with good

performance rather than highly accurate models. More detailed models, with additional

states that model the positive charged N-terminal, the hydrophobic core and the cleavage

region of signal peptides, might achieve significantly higher prediction accuracies.

6.3.2 Transmembrane domain model

In this section CRF models for the prediction of transmembrane domains are presented. As

the data analysis in Chapter 5 has shown, many important sorting signals are localized within

the transmembrane domain and its cap regions. Consequently, the recognition of membrane

spanning regions is essential for subcellular localization prediction of transmembrane proteins.

Since CRFs are time intensive to train (see Section 6.4), the aim was to develop small

models with good prediction accuracies. The prediction performances of the models were

evaluated on the MOELLER-00 and the PDB-03 data sets, described in Section 4.2.2. Sim-

ilarly to the CRF models for signal peptides, first a basic model is introduced, before an

extended model is presented.

Figure 6.27 depicts the architecture of the basic model. The model has only four states

(circles), six transition functions (arcs), and one state function.
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Figure 6.27: Architecture of the CRF based basic transmembrane domain model.

The T -state represents residues within the transmembrane domain region and the M -state

the remaining residues of the protein12. The following example shows a typical sequence

labeling generated by the model:

sequence: MNQGKIWTVVNPAIGIPALLGSVTVIAILVHLAILSHTTWFPAYWQGGVKKAA

labeling: MMMMMMMMMMMMMMTTTTTTTTTTTTTTTTTTTTTMMMMMMMMMMMMMMMMMM

Note that the model does not differentiate between inside and outside regions. The data

analysis in Chapter 5 has shown that inside and outside regions are only weak predictors for

subcellular localization, and that upstream and downstream cap regions are more powerful

than their orientation-specific counterparts. Consequently, inside and outside regions are not

distinguished13, to keep the number of states as small as possible.

The model has six constant transition functions f(y, y′,x, t) = 1 and a single feature

function attached to the T -state, which exploits the recently developed ∆Gaa
app hydrophobicity

scale by Hessa and colleagues [146]. This state function is defined as

f(yt = T,x, t) = scale(∆Gaa
app(xt)), (6.16)

where yt is a residue or state label, x the input sequence, t a position within the sequence

and ∆Gaa
app(·) returns the hydrophobicity of a residue. The function scale(·) normalizes the

∆Gaa
app scale to the interval [0,1].

Hessa’s ∆Gaa
app scale was constructed by measuring the apparent free energies (∆Gaa

app)

of designed α-helices with specific amino acids (aa) in their centers, when inserted into the

12The M -state of the transmembrane predictor will be merged with the M -state of the signal peptide

predictor within the final subcellular localization predictor. Consequently, the letter ’M’ was chosen to label

the non-membrane spanning residues.
13Ignoring orientation information however, is likely to have a negative impact on the prediction accuracy

for the membrane spanning regions, but this was not verified.
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translocon channel [146, 423]. Since the experimental setup was much closer to the phys-

iological system than previous experiments [116], the ∆Gaa
app scale can be assumed to be

the currently most accurate description of the properties required for membrane insertion of

transmembrane segments.

To further validate the choice of the ∆Gaa
app scale as a feature function, the performance of

the basic model for different, alternative scales was measured. Table 6.18 shows the prediction

accuracies of the basic model on the PDB-03 data set for a selection of 11 hydrophobicity or

α-helix propensity scales.

Scale QTMD Q%obs
TMD Q%pred

TMD Q%pred
2N Q%obs

2N Q%pred
2T Q%obs

2T Q2 MCC

Pilpel 02 04 100 76 96 60 15 70 0.20

Cid 03 10 99 79 93 62 28 72 0.30

Wimley&White 02 11 98 80 92 63 35 73 0.34

Park 09 17 99 81 92 65 40 75 0.39

Wolfenden 07 17 98 82 91 65 43 75 0.40

Cornette 13 22 98 83 91 68 47 76 0.44

Prabhakaran 11 26 99 84 91 70 51 78 0.48

Zhao 22 31 99 86 91 72 57 80 0.53

Kyte&Doolittle 22 33 99 86 91 72 59 80 0.54

Eisenberg 19 33 99 86 91 72 59 80 0.54

Juretic 20 33 99 86 91 72 59 80 0.54

Hessa 22 35 98 87 91 73 62 81 0.57

Table 6.18: Prediction accuracies of the basic model for different scales on the PDB-03 data

set. Sorted according to MCC. 10-fold cross-validation.

The set of scales evaluated, contained classical scales such as the hydration potential

scale by Wolfenden [429], Kyte and Doolittle’s hydrophobicity index [210] and Eisenberg’s

normalized consensus hydrophobicity scale [96]. The selection furthermore contained more

recent scales such as the PFRIT scale by Cornette et. al [77], Prabhakaran’s [321] scale for

signal peptides, Cid’s hydrophobicity scale of α-proteins [72], Wimley-White’s hydrophobicity

scale [427], the kProt propensity scale for residue orientation by Pilpel et. al [315], Juretic’s

modified Kyte-Doolittle scale [182], the TM tendency scale by Zhao et. al [447] and finally

the MO propensity scale by Park [305].

The best performance was achieved by Hessa’s ∆Gaa
app hydrophobicity scale. The MCC of

the ∆Gaa
app scale was significantly higher (p = 1.5e-2) than the second ranking scale, which was

Juretic’s modified Kyte-Doolittle scale, and also the per-residue accuracy Q2 and per-segment

accuracy QTMD were higher.

There was no significant difference in MCC or Q2 performance between the four top

ranking scales by Juretic [182], Eisenberg [96], Kyte and Doolittle [210], and Zhao [447].
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However, with respect to per-segment accuracy QTMD, Kyte and Doolittle’s hydrophobicity

index and Zhao’s TM tendency scale were superior and equal to Hessa’s scale. The remaining

scales achieved substantially lower MCCs and per-residue and per-segment accuracies.

The TM tendency scale is computationally derived from soluble and transmembrane pro-

teins of known structure and has been claimed to approach the theoretical limit of accuracy

for the prediction of transmembrane helices [447]. Zhao et. al utilized a sliding window

method and found the TM tendency scale to perform better than Hessa’s scale. This is in

contrast to the results in Table 6.18, which show a significantly (p = 4.5e-3) higher MCC for

Hessa’s scale, when utilized as feature function within a CRF based transmembrane domain

predictor.

Another scale derived from sequence data is the kProt scale by Pilpel et. al [315]. While

this scale achieved the lowest accuracies, it is to be noted that the kProt scale is a propensity

scale for residue orientation in transmembrane segments, and was developed to predict the

angular helical orientation of transmembrane residues. Utilizing the kProt scale for trans-

membrane domain prediction is not completely adequate but was thought to be of potential

interest.

Generally, no dominance of more recent scales with respect to prediction performance

could be observed. For instance, the classical Kyte and Doolittle scale from 1982, and the

Eisenberg scale from 1984, were high-ranking scales. The ∆Gaa
app scale was the best performing

scale, and was consequently chosen as feature function. The results on the MOELLER-00

data set and for the extended model were similar, with Hessa’s scale as the best performing

scale in each case, and are therefore not reported.

The basic model ignores the positional preferences for specific amino acid within the

transmembrane domain (see Figure 5.6 on page 96) and also neglects the cap regions, which

are known to be important to find the boundaries of the membrane spanning region. The

extended model eliminates these deficits of the basic model by replacing the constant transi-

tion functions between the M -state and T -state with PWM based transition functions. The

architecture of the extended model is depicted in Figure 6.28.

The transition functions f(yt−1, yt,x, t), depicted as PWM30,10 and PWM10,30, attached

to the transitions between the M -state and T -state were defined as

f(yt−1 = T, yt = M,x, t) = scale(PWM30,10(x, t)), (6.17)

f(yt−1 = M,yt = T,x, t) = scale(PWM10,30(x, t)), (6.18)

where yt−1 and yt are labels of residues at the positions t − 1 and t of the input sequence

x. The scale(·) function is a normalizing function to the interval [0,1] and the PWMu,d(·)
functions are calculated as defined in Equation 6.14 on page 175. The weights of the PWMs
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Figure 6.28: Architecture of the CRF based extended transmembrane domain model.

were computed in the same way as described for the PWMs of the signal peptide model in

the previous section.

Since the PWM functions are attached to the transitions between the M -state and T -

state, they are automatically aligned with the boundaries of the membrane spanning region.

The dimensions of the PWMs were chosen, so that they cover the upstream cap region of

10 residues, the transmembrane domain of 21 residues and the downstream cap region of 10

residues. Figure 6.29 visualizes the arrangement of PWMs, states and the transmembrane

domain. Note that the model is depicted as being unwrapped in time and therefore shows

two M -states.

Figure 6.29: PWM transition functions of the CRF based transmembrane domain model.

The PWMs are aligned with the boundaries of the transmembrane domain and cover the

domain and its cap regions. The reference columns of the PWMs are shaded in gray.

The extended model exploits the specific advantage of CRFs over HMMs that enables the

evaluation of non-local sequence features. Due to the PWM transition functions no additional

states were required to model the cap regions, and the PWMs also capture the length and

the amino acid distribution of the transmembrane domain. The resulting architecture of the

model is much simpler than that of HMM based topology predictors. The usual method
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applied in HMMs, to model the length of a region by a series of states with tied emission

probabilities is generally infeasible for CRFs, due to the resulting computational load.

The only other CRF based transmembrane domain predictor by Lukov et. al [236], has

an architecture similar to the basic model but utilizes a different set of feature functions. All

state functions in Lukov’s model are local, binary state functions, and all transition functions

are constant. To allow a stringent comparison of Lukov’s model and the models developed in

this thesis, a replicate of Lukov’s model was constructed. The architecture of the replicate is

depicted in Figure 6.30.

Figure 6.30: Architecture of the replicate of Lukov’s [236] CRF model for transmembrane

domain prediction.

The state functions fA. . . fV in Lukov’s model and the replicate are single amino acid

indicator functions of the form

fα(yt,x, t) =







1 if xt = α,

0 otherwise,
(6.19)

where α is one of the 20 amino acids. Furthermore, a classification scheme of nine amino

acid groups by Sternberg [376]14 is used, to identify amino acids with similar physicochemical

properties. The following example shows the feature function for the aromatic group:

faromatic(yt,x, t) =







1 if xt ∈ {F,W, Y,H},

0 otherwise.
(6.20)

Each state in Lukov’s model therefore has 20 amino acid feature functions fα(yt,x, t) and

nine feature functions fgroup(yt,x, t) attached to recognize specific groups of amino acids.

14Aromatic (F,W,Y,H), Hydrophobic (M,I,L,V,A,G,F,W,Y,H,K,C), Positive (H,K,R), Polar

(W,Y,C,H,K,R,E,D,S,Q,N,T), Charged (H,K,R,E,D), Negative (E,D), Aliphatic (I,L,V), Small

(V,A,G,C,P,S,D,T,N), Tiny (A,G,S)
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Lukov et. al employed start and end features to capture the probability for a sequence to

start or end with a specific label (transmembrane or non-transmembrane domain). These

start and end features were not incorporated into the replicate, because very few sequences

within the utilized data set start or end with a transmembrane domain, and the effect of these

feature functions was therefore assumed to be negligible.

Note that the replicate of Lukov’s model has 58 non-constant feature functions in contrast

to three in the extended model. Furthermore, all feature functions of the Lukov’s model are

binary and local (f(yt,x, t) depends only on xt), while the extend model utilizes continuous

state functions and non-local transition functions.

Table 6.19 compares the prediction performances of Lukov’s original model (Lukovorg),

the replicate (Lukovrep), the basic model (CRFbasic) and the extended model (CRFextended).

The performance measures are described in Table 6.1 on page 122.

Model QTMD Q%obs
TMD Q%pred

TMD Q%pred
2N Q%obs

2N Q%pred
2T Q%obs

2T Q2 MCC

Lukovorg 28 43 99 88 92 74 67 83 -

Lukovrep 29 50 98 86 90 76 69 84 0.607

CRFbasic 26 45 99 85 90 76 67 83 0.585

CRFextended 42 63 99 89 90 79 77 86 0.677

Table 6.19: Prediction accuracies of the CRF models on the MOELLER-00 data set. Data

for Lukovorg are taken from [236]. 10-fold cross-validation.

Note that the prediction performance of Lukov’s original model was measured on a slightly

different data set to the one, the other models in Table 6.19 were evaluated on. Lukov et.

al [236] filtered Möller’s data set [259] for proteins with trust levels A to C and performed pair-

wise clustering for redundancy reduction. The resulting data set consisted of 148 sequences.

The replicate, the basic and the extended model were evaluated on the MOELLER-00 data

set, which is also derived from Möller’s data set, but BlastClust was used for redundancy

reduction and the resulting data set contained 152 sequences.

Lukov et. al furthermore utilized the publicly available15 CRF code by Sunita Sarawagi,

while the results in this thesis were generated with an independent, new CRF implementa-

tion that supports directed state transitions. Consequently, Lukov’s original model utilized

undirected transitions, while the transitions within the replicate were directed.

The results in Table 6.19 however, show a very similar performance of Lukov’s original

model and its replicate. It can therefore be assumed that the replicate closely resembles the

original predictor, and that the differences in the data sets, the implementation, and the lack

of start and end feature functions within the replicate are not significant.

15http://crf.sourceforge.net/
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While the prediction accuracies of the basic model were slightly lower than those of Lukov’s

model and its replicate, the extended model achieved a significantly (p = 5.3e-4) higher MCC

and also the per-segment accuracies QTMD and per-residues accuracies Q2 were considerably

higher. Furthermore, due to the smaller number of feature functions the extended model

was 78 times faster to train (2.2 sec/sample in contrast to 173.6 sec/sample), than the more

complex replicate model.

The significantly better performance of the extend model can be explained by the fact

that Lukov’s model utilized only local features and did not exploit the specific advantage of

CRFs to evaluate non-local, complex features. Local features can only insufficiently model the

lengths of the membrane spanning regions, which is clearly reflected by the low per-segment

accuracies QTMD of the original, the replicate and the basic model, which also rely on local

features only. Note however that the extremely simple basic model, that utilized only Hessa’s

hydrophobicity scale as feature function, already achieved prediction accuracies very close to

those of Lukov’s, which had 58 feature functions.

Lukov et. al [236] reported what appears to be the highest Q2 score for the CRF model in

a comparison with 28 other methods, evaluated by Chen et. al [56] on a data set of 36 high-

resolution proteins from PDB (Table 2 in [56]). However, since Lukov’s model was trained

on Möller’s data set, a more appropriate comparison would have been with Table 3 in [56],

which provides the results of the evaluated predictors on Möller’s data set.

Method QTMD Q%obs
TMD Q%pred

TMD Q%pred
2N Q%obs

2N Q%pred
2T Q%obs

2T Q2

HMMTOP2 66 94 93 91 91 83 85 90

TMHMM1 72 91 92 92 91 80 83 90

PRED-TMR 58 92 93 89 94 86 78 90

PHDpsiHtm08 67 95 94 96 92 77 87 89

TopPred2 48 84 79 89 93 71 74 88

SOSUI 49 88 86 90 88 72 79 88

PHDhtm08 57 86 86 94 90 75 83 87

PHDhtm07 56 85 86 94 90 75 83 87

DAS 39 93 81 84 97 85 65 86

Table 6.20: Prediction accuracies of topology predictors on Möller’s [259] data set taken

from Table 3 of Chen et. al [56]. Peak values are underlined. Note that the results are

not cross-validated. The accuracies of the more recent predictors are therefore likely to be

optimistic [56]

.

An excerpt of Table 3, which contains the top-ranking topology predictors of Chen’s evalu-

ation16, is given in Table 6.20. In comparison to these results, Lukov’s model shows the lowest

16The results for topology predictors based on hydrophobicity and propensity scales were left out due to the
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per-residue accuracy Q2 and per-segment accuracy QTMD of all methods (Table 6.19). The

performance of the extended CRF model is significantly better but still poor in comparison.

It is to be noted however that the results in Table 6.20 are neither cross-validated nor based

on a redundancy reduced data set, and are consequently likely to be optimistic – especially for

more recent predictors that probably included Möller’s data set in their training set [56]. In

contrast, the prediction performances for the basic and extended models on the MOELLER-

00 data set in Table 6.19 are cross-validated, and the MOELLER-00 data set is redundancy

reduced (see Section 4.2.2).

Furthermore, the basic and the extended model were developed and optimized on the

PDB-03 data set, not on Möller’s data set17, and the results for the MOELLER-00 data set

reported in Table 6.19 are therefore likely to be less biased than those of the other predictors

given in Table 6.20. Table 6.21 shows the results for the replicate of Lukov’s model and the

basic and extended model on the PDB-03 data set.

Model QTMD Q%obs
TMD Q%pred

TMD Q%pred
2N Q%obs

2N Q%pred
2T Q%obs

2T Q2 MCC

Lukovrep 23 39 99 88 92 74 64 82 0.584

CRFbasic 22 36 99 87 91 73 63 81 0.572

CRFextended 36 55 99 91 91 77 75 85 0.668

Table 6.21: Prediction accuracies of CRF transmembrane domain models on PDB-03 data

set. 10-fold cross-validated.

While the achieved accuracies on the PDB-03 data set are slightly lower than on the

MOELLER-00 data set, the extended model maintained its superior performance and showed

a significantly higher MCC than the replicate of Lukov’s model (p = 1.4e-6) or the basic

model (p = 4.7e-6). Lukov’s replicate performed slightly better than the basic model, but the

differences in the MCCs were not statistically significant (p = 1.6e-1).

The basic and extended model utilized considerably less feature functions than Lukov’s

replicate and were consequently much faster to train and to query. Table 6.22 lists the number

of state features, the training times and the query times of the three models for cross-validation

runs on the PDB-03 data set.

Model Features Train Query

Lukovrep 58 192.847 0.059

CRFbasic 1 2.504 0.014

CRFextended 3 4.336 0.022

Table 6.22: Number of state feature functions, training and query times of CRF models on

PDB-03 data set. Times are in seconds per sample. 10-fold cross-validated.

inferior performance of those methods.
17The PDB-03 data set has a certain overlap with Möller’s data set, however.
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To summarize: In this section two novel models for transmembrane domain prediction

with CRFs were introduced. Both models were designed for small size and contained only

two states (apart from start and end states). The T -state represented the transmembrane

regions of a protein sequence and the M -state the remaining residues.

To capture the hydrophobic character of transmembrane domains, the T -state exploited

the recently developed ∆Gaa
app hydrophobicity scale by Hessa et al. [146] as feature function.

In comparison with ten alternative hydrophobicity and α-helix propensity scales, usage of the

∆Gaa
app scale resulted in significantly higher prediction accuracies.

The basic model possessed no further non-constant state or transition functions. To

model the amino acid distribution within transmembrane domains and their cap regions, the

transitions functions of the extended model utilized asymmetric PWMs, aligned with the

boundaries of the of the transmembrane domain.

The prediction accuracies of the basic and extended model were evaluated on the PDB-

03 and the MOELLER-00 data set. The accuracies of the basic model were considerably

lower than those of the extended model, which demonstrated the importance of the additional

transition functions of the extended model. Apart from capturing the amino acid composition

of cap and transmembrane regions, the PWM transition functions of the extended model are a

method to model the length of transmembrane domains. The usual method applied in HMMs

for this purpose is to model the region length by a chain of multiple states. This approach is

not practicable in CRFs due to the resulting high computational load.

The only CRF based predictor for transmembrane domains by Lukov et. al [236], utilized

merely local and binary feature functions, and did not take advantage of the specific capability

of CRFs to exploit non-local sequence features. In comparison to the extended model, a

replicate of Lukov’s model achieved significantly lower prediction accuracies, despite the larger

number of feature functions, and was considerably more time consuming to train and to query.

Compared to a set of top-ranking topology predictors, evaluated by Chen et. al [56], the

extended model showed reasonable but poor performance (second lowest per-segment and

per-residue accuracy). Chen commented however that the reported prediction accuracies are

not cross-validated and therefore likely to be optimistic for the more recent predictors [56].

Taking into account that results for the extended model are cross-validated, it can be assumed

that the performance of the extended model is likely to be comparable to the top-ranking

predictors of Chen’s evaluation.

The extended model was designed for small size but achieved prediction accuracies poten-

tially comparable to those of highly optimized topology predictors. It can be expected that a

more advanced CRF model that takes into account signal peptides and differentiates between

inside and outside regions of the sequence, will show an increased prediction performance.

187



6.3. CONDITIONAL RANDOM FIELDS CHAPTER 6. MODEL EVALUATION

6.3.3 Localization model

In this section a CRF model for the localization prediction of transmembrane proteins is

presented and its prediction performance evaluated. The model is composed of the basic signal

peptide model and the extended transmembrane domain model introduced in the previous

two sections.

Since CRF are computationally demanding to train, the prediction performance of the

model was measured on a subset of the LOC-06 data set that contained only proteins target

to the Golgi complex (GO) or the endoplasmic reticulum (ER). These two locations were

chosen, since the corresponding classes are of similar size and small enough (see Table 4.3) to

allow an evaluation of CRF models within a reasonable time frame.

Figure 6.31 depicts the architecture of the model for two locations (ER, GO) to dis-

criminate. Obviously, the model can be generalized for an arbitrary number of subcellular

localizations.

Figure 6.31: Architecture of the CRF based localization model.

The model is composed of a shared signal peptide sub-model (S- and C-states), a trans-

membrane domain sub-model for proteins targeted to the endoplasmic reticulum (TER- and

MER-states), and a transmembrane domain sub-model for Golgi proteins (TGO- and MGO-
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states).

The signal peptide sub-model was trained as described in Section 6.3.1 on page 173, but

for all training sequences, independent of the annotated subcellular localization. This was

achieved by labeling the residues of the signal peptide regions in the training sequences without

distinguishing between locations (namely the labels S and C were used). Consequently, the

signal peptide model is shared by sequences targeted to different locations.

The transmembrane domains sub-models, were separately trained for each of the two

subcellular localizations. To this purpose residues within membrane spanning regions were

labeled TER for proteins targeted to the endoplasmic reticulum, and TGO for Golgi proteins.

Similarly the remaining, non-membrane residues were labeled MER and MGO, respectively.

The training itself followed the procedure described for the extended transmembrane domain

model in Section 6.3.2.

The T - and M -states of the transmembrane domain sub-models had additional feature

functions (1-mer, 2-mer, 3-mer distributions) attached, not used by the transmembrane do-

main models described in the previous section. These additional feature functions enabled

the model for localization prediction. Note however that the models accommodates different

objectives such as topology prediction and localization prediction at the same time.

The 1-mer feature function f1mer(yt,x, t) exploited the mono amino acid composition and

was defined as

f1mer(yt,x, t) = p(xt|yt), (6.21)

where yt is a residue or state label, x the input sequence, t a position within the sequence,

and p(xt|yt) is the probability of amino acid xt under the condition that it is labeled yt. The

amino acid probability distribution P (X|Y ) was thereby estimated from all sequence residues

labeled in accordance with the label of the state that the feature function were attached

to. For instance, P (X|Y = TGO) was derived from all residues labeled as belonging to the

transmembrane domains of Golgi targeted proteins.

Analogously to the 1-mer feature functions, 2-mer and 3-mer feature functions were de-

fined over di-peptide and tri-mer compositions, respectively. The 2-mer feature function

f2mer(yt,x, t) was calculated as

f2mer(yt,x, t) = p(xt, xt+1|yt), (6.22)

where p(xt, xt+1|yt) is the probability of a di-peptide (xt, xt+1) under the conditional label yt

and the 3-mer feature function f3mer(yt,x, t) was computed as

f3mer(yt,x, t) = p(xt−1, xt, xt+1|yt), (6.23)

where p(xt−1, xt, xt+1|yt) is the probability of a tri-mer (xt−1, xt, xt+1) under the conditional

label yt.
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The combination of 1-mer, 2-mer and 3-mer features functions was identified to be optimal

in cross-validation experiments. Interestingly, this finding is in agreement with the results

reported for first to third order HMM models (see Figure 6.21 on page 164), which indicated

that a combination of HMMs of varying order could lead to increased prediction accuracies.

While the construction of an HMM with emission probability distributions of varying order

is not a straight-forward task, the combination of k-mer feature functions of varying order is

trivial within a CRF.

Other features and feature combinations were explored, such as 4-mers, k-mers with mis-

matches, physicochemical scales, PWMs, single amino acid features, selections of di-peptides

and gapped di-peptides, but were found to be inferior. It is however to note that the archi-

tecture of the localization model is not as well optimized as those of the signal peptide or

transmembrane domain sub-model due to the time intensive training of the CRF18.

The training of the model was divided in two phases. In the first phase the feature

functions were trained by estimating the required PWM weights and k-mer probability dis-

tributions from labeled sequences. In the second phase, the λ values for the feature functions

were determined by optimizing the log likelihood of the training sequences under the model,

utilizing the BFGS algorithm (see Section 4.1.3).

The prediction performance of the model was evaluated on the LOC-06 data set, filtered

for proteins targeted to the endoplasmic reticulum or the Golgi complex. Table 6.23 compares

the performance of the CRF model with the corresponding, best performing HMM and SVM

models for localization prediction. More specifically, the CRF model was compared against the

second order extended HMM (see Table 6.13) and the ASNUTDC SVM model (see Table 6.7).

Model MCC (± δ95)

SVM 0.437 (± 0.048)

HMM 0.361 (± 0.172)

CRF 0.359 (± 0.070)

Table 6.23: Prediction performance (MCC) of the CRF based localization model in contrast

to the HMM and SVM based models. MCC = mean MCC and 95% confidence interval in

brackets, Higher MCC means better prediction. Results on LOC-06 data set filtered for ER

and Golgi proteins. 5-fold cross-validation.

Note that the results in Table 6.23 are only 5-fold cross-validated because of the time

demanding training of the CRF. The highest prediction accuracy (MCC) was achieved by the

SVM model. The HMM and the CRF model showed almost identical but considerably lower

18An entire student lab with 28 PCs was occupied for eight weeks to evaluate the various CRF models.
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prediction accuracies. The difference to the SVM model was not statistically significant on

the 0.05 level, due to the small number of cross-validation runs.

Interestingly was the confidence interval (δ95) for the HMM based model substantially

larger than those of the CRF and the SVM based models. It can be speculated that the small

number of folds and the resulting small size of training folds resulted in less reliable estimates

of transition and emission probabilities, which caused significant variations in the predictions

of the HMM based model. This hypotheses has not been verified however.

It is worth noting that the CRF model did not evaluate terminal or cap regions. It is likely

that a more advanced model will accomplish higher prediction accuracies. Despite the lower

prediction performance of the CRF based model in comparison to the SVM model, it there-

fore seems to be reasonable to conclude that CRFs are a suitable technique for localization

prediction of transmembrane proteins.

6.3.4 Model analysis

In this section the CRF based localization model, introduced in Section 6.3.3 is analyzed.

Similarly to the analysis performed for the HMM in Section 6.2.5, the objective of this section

is to study the features the CRF exploits to generate its predictions and to relate these features

to known properties of transmembrane proteins.

A first step in the analysis of a CRF is the comparison of the λ-values for the different

state and transition functions of the model. To this purpose, the localization model was

trained on the LOC-06 data set (filtered for ER and Golgi proteins) and the λ-values were

extracted. Figure 6.32 shows the architecture and the λ-values of the resulting model. The

upper branch of the model contains the ER sub-model (composed of the states TER and

MER) and describes proteins targeted to the endoplasmic reticulum (ER). The lower branch

of the model contains the Golgi sub-model (composed of the states TGO and MGO) and

describes Golgi (GO) proteins. Signal peptide regions are described by a shared signal peptide

model (SP), composed of the C- and the S-state.

Note that λ-values act as weights for feature functions and influence the probability of

a sequence labeling (see Equations 4.34 and 4.35). Provided that the output of the feature

functions is normalized — which is the case here —, λ-values can be compared to assess the

relative ”importance” of feature functions for the predictions of the model.

A comparison of the λ-values for the transitions within the upper and the lower branches

reveals very little differences between the branches with two exception. First, the λ-value

for the transition from the C-state of the signal peptide model to the MER-state of the ER

sub-model is considerably higher than that of the corresponding transition to the MGO-state

of the Golgi sub-model (see Figure 6.32). The most likely explanation for this difference is
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Figure 6.32: Architecture and λ-values of the CRF based localization model.

that ER proteins have a higher probability to carry a signal peptide than Golgi proteins (see

Table 4.3).

The second difference in λ-values can be found for the transitions from the M -states to

the end-state, with a lower λ-value for the MER → end transition. The lower λ-value for

this transition might be related to the fact that the ER proteins of the LOC-06 data set have

approximately twice as many transmembrane domains as the Golgi proteins. Since all other

λ-values for transitions are symmetric between the ER and the Golgi sub-models, the lower

λ-value for the MER → end transition (which is the only exit of the ER sub-model) might

favor more cycles (MER ⇋ TER) within the ER sub-model.

With respect to the state features of the model, the highest (absolute) λ-values appear

for the PWM based features and the ∆Gaa
app-feature. The λ-values for the ∆Gaa

app-features are

negative, since the feature functions evaluate the ∆Gaa
app scale of apparent free energy [146],

which assigns low values to hydrophobic amino acids, but the ∆Gaa
app-features are attached

to the T -states that model highly hydrophobic transmembrane domains. Consequently, the

λ-values are negative to invert the outputs of the ∆Gaa
app-feature functions.

The relationship between the λ-values for the k-mer functions attached to the M - and
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T -states are difficult to interpret since the model utilizes a linear combination of multiple

function outputs for its predictions. To gain a better understanding of the contributions of

the k-mer feature functions, the underlying k-mer compositions were compared by identifying

the k-mers with the largest differences in probability. More precisely, the differences ∆p =

pER(k-mer) − pGO(k-mer) in k-mer probability between the k-mer compositions attached to

corresponding states (e.g. TER and TGO) in the ER and the Golgi sub-model were compared.

Table 6.24 shows the ten k-mers with the largest (absolute) differences in probability for the

k-mer compositions attached to the T -states of the ER and the Golgi sub-models.

The T -states model transmembrane domains and the largest (absolute) differences in k-

mer probability in Table 6.24 are found for k-mers composed of hydrophobic residues (V, L,

I). The differences for these hydrophobic k-mers are predominantly negative, which indicates

that the transmembrane domains of Golgi proteins are more hydrophobic than those of ER

proteins. This result is in agreement with the results of the data analysis in Section 5.3 and

the known properties of Golgi proteins [444].

1-mer ∆p 2-mer ∆p 3-mer ∆p

V -1.4e-2 LV -6.7e-3 LVA -3.1e-3
L -1.3e-2 VL -6.5e-3 VLA -2.9e-3
P 1.0e-2 VV -4.5e-3 LLV -2.3e-3
W 0.7e-2 FI -3.3e-3 IVL -2.1e-3
Y 0.7e-2 IL -3.3e-3 ILL -2.1e-3
A -0.6e-2 TI 3.2e-3 LLG 2.0e-3
H 0.5e-2 LC -3.0e-3 FIL -1.9e-3
N 0.3e-2 VI -3.0e-3 IFL -1.9e-3
T -0.3e-2 VT -2.8e-3 GVV -1.8e-3
M 0.3e-2 PL 2.7e-3 SLL -1.7e-3

Table 6.24: Differences in the k-mer distributions attached to the T -states of the localization

model. ∆p = Difference in k-mer probability (pER(k-mer) − pGO(k-mer). k-mers are sorted

according to absolute difference in probability.

Table 6.25 lists the ten k-mers with the largest differences in probability for the k-mer

compositions attached to the M -states of the localization model. The M -states model the

non-transmembrane domain regions of transmembrane proteins. The results in Table 6.25

show large differences in probability for k-mers composed of lysine (K), glutamic acid (E) and

serine (S).

The di-peptide KK and related motifs are well known sorting signals for transmembrane

proteins targeted to the endoplasmic reticulum (ER) (see Section 2.3.1). Pairs of glutamic

acid (E) and serine (S) appear frequently in acidic clusters which also can function as sorting

signals. The data analysis in Section 5.5.2 showed a preference for acidic clusters in the C-

terminal region of Golgi proteins (see Figure 5.12) but this result is in contrast to Table 6.25,
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which indicates a higher probability (positive sign) of these clusters in ER proteins. The

k-mer distribution in Table 6.25 is however derived from all non-transmembrane sections of

the protein and acidic clusters are also frequently found in non Golgi-proteins, which might

explain this discrepancy.

1-mer ∆p 2-mer ∆p 3-mer ∆p

E 0.8e-2 KK 2.0e-3 EEE 9.7e-4
S 0.6e-2 KA 1.5e-3 LLR 8.3e-4
K 0.5e-2 AK 1.5e-3 SLL 8.3e-4
V -0.4e-2 KE 1.4e-3 TTT 8.0e-4
R -0.4e-2 EE 1.4e-3 AAA 8.0e-4
C -0.4e-2 EG 1.3e-3 ALL 7.8e-4
N -0.3e-2 SS 1.2e-3 LSL 7.6e-4
H -0.3e-2 SP 1.2e-3 EEL 7.3e-4
G 0.3e-2 ED 1.1e-3 SLS 7.3e-4
Y -0.3e-2 GE 1.0e-3 SSS 7.2e-4

Table 6.25: Differences in the k-mer distributions attached to the M -states of the localization

model. ∆p = Difference in k-mer probability (pER(k-mer) − pGO(k-mer). k-mers are sorted

according to absolute difference in probability.

Similarly to the analysis performed above, the differences between the PWM based feature

functions (PWM10,30, PWM30,10), which are assigned to the transitions between the M - and

T -states of the localization model (see Figure 6.32), can be examined. Figure 6.33 depicts

gray scale images of the PWM weights (upper four), and images of the absolute differences

between these PWMs (lower two). In the left column of the figure the PWMs for transitions

from M - to T -states are displayed, and the right column shows the PWMs for the reversed

direction of transitions (T →M).

As described in Section 6.3.1, the reference columns of the PWMs were aligned with the

boundaries between the transmembrane domains and the cap regions of the protein sequences

(see Figure 6.29). These boundaries are clearly to identify in Figure 6.33. Due to the variable

length of transmembrane domains, the boundary a PWM is aligned with appears as sharp line,

while the corresponding, second boundary appears blurred. Note that the PWMs displayed

in the left column of Figure 6.33 are similar but not mirror images of the PWMs displayed

in the right column.

The weights of the PWMs are in agreement with the characteristic properties of trans-

membrane domains such as high content on hydrophobic residues (I, V, L), small amount of

charged residues (K, R, D, E, H), and a typical length of 20 residues. Note, that the rows

of the PWMs in Figure 6.33 are sorted according to Kyte-Doolittle hydrophobicity with the

most hydrophobic amino acids at the top and charged amino acids close to the bottom.

The lower two images in Figure 6.33 show the absolute differences between the transition-
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PWMs above. These differences are of interest, since they affect the predictions of the CRF.

According to the difference-PWMs, the largest differences (dark colors) are predominately

found for residues of low hydrophobicity, located within the transmembrane domains. The

localization of these differences is in agreement with the results of the data analysis in Chap-

ter 5 that found k-mers with higher predictive power in the transmembrane domains (see

Section 5.3) than in the cap regions (see Section 5.4).

Figure 6.33: Transition- and difference-PWMs of the CRF based localization model. The

upper four images show transition-PWMs and the lower two images (DIFF) the corresponding

difference-PWMs (absolute differences). Dark colors indicate small weights but large weight

differences.

Table 6.26 list the ten amino acids with the largest absolute differences for each of the two

difference-PWMs. The most frequent amino acids in Table 6.26 are bulky amino acids such

as tryptophan (W) and tyrosine (Y), and charged amino acids of low hydrophobicity (K, R,
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E, D). This result is in agreement with the analysis of transmembrane domains in Section 5.3,

which found that molecular weight and hydrophobicity are the best discriminating features

of transmembrane domain residues for localization prediction.

DIFF10,30 DIFF30,10

Amino Acid Column Diff. Amino Acid Column Diff.

Tyrosine (Y) 17 3.24 Tryptophan (W) 4 3.19

Lysine (K) 20 3.19 Tryptophan (W) 31 2.91

Lysine (K) 18 2.61 Cysteine (C) 40 2.63

Arginine (R) 23 2.47 Aspartic acid (D) 22 2.61

Tryptophan (W) 15 2.34 Lysine (K) 26 2.61

Arginine (R) 12 2.19 Histidine (H) 26 2.55

Glutamic acid (E) 15 2.19 Asparagine (N) 15 2.38

Lysine (K) 15 2.19 Lysine (K) 27 2.29

Proline (P) 25 2.08 Arginine (R) 29 2.02

Glutamic acid (E) 18 2.02 Glutamine (Q) 29 2.02

Table 6.26: Amino acids with the largest absolute differences (Diff.) within the difference-

PWMs (DIFF10,30, DIFF30,10) of Figure 6.33. Column = Location (column) of the amino

acids within the PWM.

The signal peptide sub-model within the localization model is shared by the ER and

Golgi sub-models (see Figure 6.32), and consequently does not discriminate between proteins

targeted to different locations. Its function can be best explained by analyzing the PWM

based feature function (PWM15,11) attached to the C-state. This PWM describes the vicinity

of the cleavage sites in signal peptide sequences and a gray scale image of the PWM weights

is provided in Figure 6.34.

A comparison of the gray scale image (Figure 6.34) with the signal peptide spectrogram

in Figure 5.2-C of the data analysis in Chapter 5 shows good agreement between both fig-

ures. The characteristic features of signal peptides such as the cleavage motif AXA and the

hydrophobic core can easily be identified. The comparison also reveals some differences (see

arrows) such as a preference for cysteine (C) and threonine (T) within the cleavage region

of the PWM, not apparent in the spectrogram in Figure 5.2-C. These differences agree with

the fact that signal peptides have shown predictive power beyond pure ER targeting (see

Sections 5.2 and 6.1.5).

To summarize: The upper and the lower branches of the localization model (see Fig-

ure 6.32) showed symmetric λ-values between the ER and the Golgi sub-models. The predic-

tions of the model are therefore controlled by the differences between the outputs of the state

feature functions, attached to corresponding states within the ER and the Golgi sub-models.

The analysis of these differences showed that the model exploits features, which are in good
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Figure 6.34: Signal peptide PWM of the CRF based localization model. The reference column

(16) of the PWM that is aligned with the C-state of the model is marked with C. Dark colors

indicate large weights.

agreement with the features found to be predictive for protein localization within the data

analysis in Chapter 5.

In comparison to the analysis of the HMM in Section 6.2.5, the analysis of the CRF model

performed in this section utilized a similar but less general technique to study the function

of the model. In both cases the differences in sub-models of identical architecture, located in

parallel branches of the model were evaluated to identify the features exploited by the model

for localization prediction. While this technique is applicable to all graph based prediction

models of a compatible architecture, the actual comparison of the sub-models depends on the

features evaluated within these sub-models. In the case of HMMs, these features are always

probability distributions, which can be compared in a general way. CRFs on the other hand,

can utilize various different types of features, and their comparison is type specific.

6.3.5 Discussion

This section summarizes and discusses the CRF based models, introduced in the previous

sections. Analogously, to the HMM based localization model the CRF based model was

composed of signal peptide and a transmembrane domain sub-models.

The prediction performances of the signal peptides model were evaluated on data sets

utilized to train the SignalP predictor [21] and the best performing model achieved prediction

accuracies slightly better than SignalP-HMM and close to those of SignalP-NN. To accelerate
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the training process, the architecture of the model was limited to a small number of states. It

can be assumed that a more complex, refined model will achieve higher prediction accuracies.

The developed transmembrane domain predictor was considerably simpler and faster to

train than the only other CRF based transmembrane domain predictor known in the literature

by Lukov et. al [236], but achieved significantly higher prediction accuracies. The most

important difference between the two models was that Lukov et. al utilized exclusively local

and binary features, while the CRF model in this thesis employed non-local and real valued

features of greater complexity.

In comparison to top-ranking topology prediction algorithms, evaluated by Chen et.

al [56], the transmembrane domain model performed poorly however, and showed the second

lowest per-segment accuracy. But the results in Chen’s evaluation are known to be opti-

mistic [56] and the CRF model did not contain a signal peptide sub-model, which most likely

would have increased its prediction accuracy.

The localization model was based on the signal peptide and the transmembrane domain

models but utilized k-mer feature functions in addition. The evaluation of k-mers ranging

from 1-mers to 3-mers was found to perform best. This result is in agreement with the results

for first to third order HMMs, which indicated that a combination of first to third order

models would be beneficial (see Section 6.2.4).

The CRF based localization model achieved prediction accuracies similar to those of the

HMM model, but was inferior to the SVM model. It is however to note that the SVM model

is a hybrid system that relies on external components such as SignalP and five topology

predictors, while the CRF and the HMM based localization models utilize fully integrated

sub-models for signal peptide and transmembrane domain prediction.

The rich feature set and the time intensive training of CRFs allow and require solutions

different from those utilized in HMMs. For instance, the usual method in HMMs to model

the length of the transmembrane domain by constructing a chain of states with tied emission

probabilities is not feasible in CRFs, and the transmembrane domain model in this thesis

employed PWMs instead.

Apart from the time consuming training, CRFs showed several advantages over HMMs.

CRFs can efficiently incorporate complex, almost arbitrary feature functions, while maintain-

ing a probabilistic model. Features are trainable, have access to the entire input sequence

and can exploit positional information, e.g. start and end features. The most significant

disadvantage of CRFs is the computationally demanding training that strongly confines the

number of states and feature functions for practical purposes.
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6.4 Model comparison

The objective of this section is to compare the signal peptide, transmembrane domain and

localization models based on SVMs, HMMs and CRFs, with respect to prediction accuracy,

training and query time, and differences in the predictions.

Prediction accuracies were determined in cross-validation experiments. The signal peptide

models were evaluated on the SignalP data set from 1999 and the replicate of the 2004 data

set. The transmembrane domain models were evaluated on the MOELLER-00 and PDB-03

data sets. The localizations models were trained on the LOC-06 data set and tested on the

independent SWISS-06 data set. The data sets are described in detail in Section 4.2.

Training and query time were measured in seconds per sample, with a resolution of one

millisecond, based on machine time. Since no other applications were executed during the

cross-validation runs, machine time was assumed to be sufficiently stable. All experiments

were performed on a hyper-threaded Pentium 4 processor, with 3GHz clock speed and 1GB

RAM, under Windows XP and Java JRE 1.5.0-b64.

To detect statistically significant differences in the predictions of the models, McNemar

tests (see Equation 6.3 on page 120) were performed. Differences in the prediction accuracies

were assessed with t-tests (see Equation 6.4 on page 120), whenever applicable.

The remainder of the text is divided into four sections. Section 6.4.1 compares the signal

peptide models and Section 6.4.2 compares the transmembrane domain models. The local-

ization models are compared in Section 6.4.3. Section 6.4.4 summarizes and discusses the

results.

6.4.1 Signal peptide model

In this section, the HMM and CRF based signal peptide models, described in Sections 6.2.2

and 6.3.1 are compared. Note that the comparison of signal peptide models is confined to

HMM and CRF based models, since the SVM model did not contain a signal peptide sub-

model but relied on the signal peptide annotation within the data sets that was generated by

SignalP [21].

Table 6.27 shows the prediction accuracies, training and query times of the CRF based

signal peptide model (Figure 6.25 on page 175) and the HMM based signal peptide model

(Figure 6.15 on page 153) in comparison to the SignalP predictor. Prediction accuracy was

measured as the percentage of correctly predicted cleavage sites on the SignalP data sets from

1999 (see Section 4.2.1). Training and query times, as well as confidence intervals, were not

available for the SignalP predictor.
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Model Data set ACC (± δ95) Train Query

SignalP 2.0 NN EUK-99 72.4 - -

SignalP 2.0 HMM EUK-99 69.5 - -

CRFextended EUK-99 71.3 (± 0.022) 3.524 0.004

HMM EUK-99 71.1 (± 0.030) 0.000 0.002

SignalP 2.0 NN GRAM+99 67.4 - -

SignalP 2.0 HMM GRAM+99 64.5 - -

CRFextended GRAM+99 65.7 (± 0.067) 2.750 0.005

HMM GRAM+99 67.7 (± 0.065) 0.000 0.002

SignalP 2.0 NN GRAM-99 83.4 - -

SignalP 2.0 HMM GRAM-99 81.4 - -

CRFextended GRAM-99 81.7 (± 0.041) 1.842 0.004

HMM GRAM-99 84.0 (± 0.035) 0.000 0.002

Table 6.27: Prediction accuracies, training and query time for cleavage site prediction of the

CRF and HMM based signal peptide models on SigalP data sets from 1999. ACC = prediction

accuracy in percent and 95% confidence interval in brackets. Training (Train) and query

(Query) times are in seconds per sample. 5-fold cross-validation, 5-times repeated. SignalP

prediction accuracies were taken from [21].

For the bacterial data (GRAM), the HMM achieved higher prediction accuracies than

the CRF, but the differences were only statistically significant for the GRAM-99 data set

(p = 1.2e-3). For the eukaryotic data set (EUK-99) the CRF and the HMM performed equally

well, and the achieved accuracies were between those of SignalP-HMM and SignalP-NN. The

prediction accuracies of the HMM model were generally higher than those of SignalP-HMM

and comparable to those of SignalP-NN. The CRF model performed slightly better than

SignalP-HMM but was clearly inferior to SignalP-NN. Note however that the CRF model

was not designed for peak performance but for small size.

With respect to query time, the CRF was about two times slower than the HMM. Both

methods require one run of the forward-backward algorithm to calculate the forward and

backward probabilities, and one run of the Viterbi algorithm to find the best labeling for the

input sequence. While the HMM evaluates emission and transition probabilities, the CRF

must compute the scores of several PWMs, which is slightly more time consuming.

With respect to training time however, the CRF was at least 2000 times slower to

train than the HMM. The training of the HMM only involves the estimation of emission

and transition probabilities by counting amino acid and transition frequencies (see Sec-

tion 6.2.1 on page 149). This procedure is extremely fast, especially since the sequences

were truncated, and the resulting training times per sample were below the resolution of one

millisecond. For the training of the CRF though, a non-linear optimization problem must be
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solved (see Section 4.1.3), which is computationally much more demanding.

Since the CRF and the HMM signal peptide models were constructed and evaluated on

the EUK-99 data set, the results for this data set are likely to be optimistic. To exclude

this possibility and to compare the predictors on a more recent data set, the models were

evaluated on the replicate of the SignalP data set from 2004. Table 6.28 contains the results

of this comparison.

Model Data set ACC (± δ95) Train Query

SignalP 3.0 NN EUK-04 79.0 - -

SignalP 3.0 HMM EUK-04 75.7 - -

CRFextended EUK-04R30 79.7 (± 0.025) 2.246 0.004

HMM EUK-04R30 78.8 (± 0.024) 0.000 0.002

SignalP 3.0 NN GRAM+04 85.0 - -

SignalP 3.0 HMM GRAM+04 81.6 - -

CRFextended GRAM+04R30 77.6 (± 0.075) 1.415 0.005

HMM GRAM+04R30 80.1 (± 0.072) 0.000 0.002

SignalP 3.0 NN GRAM-04 92.5 - -

SignalP 3.0 HMM GRAM-04 90.2 - -

CRFextended GRAM-04R30 89.5 (± 0.033) 1.256 0.004

HMM GRAM-04R30 90.8 (± 0.035) 0.000 0.002

Table 6.28: Prediction accuracies, training and query time for cleavage site prediction of the

CRF and HMM based signal peptide models on replicates of the SignalP data sets from 2004.

ACC = prediction accuracy in percent and 95% confidence interval in brackets. Training

(Train) and query (Query) times are in seconds per sample. 5-fold cross-validation, 5-times

repeated. SignalP prediction accuracies were taken from [21].

While the prediction accuracies in Table 6.28 in general are considerably higher than those

in Table 6.27, both tables show similar relations between the accuracies for the different data

sets. It can therefore be concluded that the bias introduced by utilizing the EUK-99 data set

to construct the models, is not significant.

The HMM achieved higher accuracies than the CRF on the bacterial data sets (GRAM)

but was slightly inferior for the eukaryotic data set (EUK). The prediction performance of

the CRF and the HMM was generally lower than SignalP-NN on the bacterial data sets, but

very similar for the eukaryotic data set.

Interestingly, the training times for the CRF on the 04R30 data set were 60% lower than

on the data set from 1999, while at the same time the prediction accuracies were 13% higher.

One could speculate that the faster training is due to the more carefully curated 04R30 data

set that leads to a simpler optimization problem with a smaller number of contradictionary

samples, but this assumption has not been verified.
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6.4.2 Transmembrane domain model

In this section, the HMM and CRF based transmembrane models described in Sections 6.2.3

and 6.3.2 are compared. Note that the comparison is restricted to HMM and CRF based

models, since the SVM model did not contain a transmembrane domain sub-model.

Table 6.27 contains the prediction accuracies, training and query times of the CRF based

transmembrane domain model (Figure 6.28 on page 182) and the HMM based transmembrane

domain model (Figure 6.16 on page 155) for the MOELLER-00 and the PDB-03 data sets.

For the comparison the HMMbasic and the CRFextended models were chosen, since these models

achieved the highest accuracies for transmembrane domain prediction.

Model Data set QTMD Q2 MCC (± δ95) Train Query

CRFextended MOELLER-00 41.7 86.0 0.697 (± 0.013) 1.424 0.019

HMMbasic MOELLER-00 73.2 86.3 0.695 (± 0.013) 0.001 0.040

CRFextended PDB-03 36.6 84.9 0.669 (± 0.012) 2.877 0.022

HMMbasic PDB-03 63.4 85.0 0.671 (± 0.012) 0.001 0.046

Table 6.29: Prediction accuracies, training and query time for transmembrane domain pre-

diction with CRF and HMM models. QTMD = per-segment accuracy and Q2 = per-residue

accuracy. MCC = Matthews Correlation Coefficient and 95% confidence interval in brackets

Training (Train) and query (Query) times are in seconds per sample. 10-fold cross-validation,

5-times repeated.

The results show generally higher prediction accuracies for the smaller MOELLER-00

data set than for the larger PDB-03 data set. For the same data set there is no significant

(p > 0.05) difference between the MCCs of the CRF and HMM models and also the per-residue

accuracies Q2 are very similar. With respect to per-segment accuracy QTMD however, the

HMM performs considerably better than the CRF. The lower per-segment accuracy QTMD

of the CRF model can be explained by the lack of a signal peptide sub-model, which was

integrated into the HMM model but not into the CRF. The performance of a CRF with

signal peptide sub-model was not evaluated due to the time intensive training of CRFs, but

an improvement in per-segment accuracy is to be expected, if such a model were integrated.

A further reason for the lower per-segment accuracy of the CRF might be that the CRF

model utilizes PWMs to model the length of the transmembrane domains. This approach is

only effective for minor variations in the domain length. The transmembrane domain model

of the HMM allows a greater flexibility in the length of the membrane spanning region.

On the other hand, the architecture of the CRF model is much simpler than that of the

HMM. The CRF model consists of only four states, six transitions and one state function

(Figure 6.28), while the HMM model (Figure 6.16) is composed of approximately 30 states
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and transitions19 – excluding the signal peptide sub-model. Despite the fact that the CRF

was designed for small size, it can nevertheless be concluded that the more powerful features

available in CRFs, result in a considerably simpler model architecture.

The simpler architecture of the CRF model is also reflected by the query times, which are

about two times smaller than those of the HMM model. Note that both methods utilize the

forward-backward procedure and the Viterbi algorithm to infer the labeling for a sequence.

The only difference is that the CRF evaluates feature functions, while the HMM evaluates

emission and transitions probability distributions. While the CRF was faster to query, its

training was at least three magnitudes slower than that of the HMM. Training of CRFs

is a non-linear optimization problem (see Section 4.1.3), while the emission and transitions

probabilities of HMMs can be estimated in closed form (see Section 6.2.1).

In comparison to other topology predictors (see Table 6.12 on page 158), the HMM and

CRF models achieve reasonable per-residue accuracies. The per-segment accuracy of the

HMM model is excellent, while the CRF model is clearly inferior, due to the lack of a signal

peptide sub-model.

6.4.3 Localization model

In this section the SVM, CRF and HMM models for localization prediction are compared. The

prediction accuracy, query and training time of the models were measured in cross-validation

experiments on the LOC-06 data set. For an independent test, the models were furthermore

trained on the complete LOC-06 data set and evaluated on the SWISS-06 data set. Note that

the SWISS-06 data set is redundancy reduced against the LOC-06 data set and was not used

for the design or the evaluation of the models (see Section 4.2.3).

The three models evaluated are, the second order extended HMM (Figure 6.20) described

in Section 6.2.4, the ASNUTDC SVM model (Table 6.6) described in Section 6.1.6, and the

CRF model (Figure 6.31) described in Section 6.3.3.

Due to the time consuming training of the CRF, in a first comparison only the SVM

and the HMM models are evaluated on the complete LOC-06 and SWISS-06 data sets. A

comparison of all three models on subsets of the LOC-06 and SWISS-06 data sets is performed

further below.

Table 6.30 shows the performances of the SVM and HMM models on the .complete LOC-

06 and SWISS-06 data sets. The upper half of the table (first two rows) contains the cross-

validation results for the models trained and tested on the LOC-06 data set (10-fold cross-

validation, 10-times repeated). The lower half of the table contains the results for the models

19The exact number states and transitions depends on the data set the architecture of the HMM is derived

from.
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trained on the entire LOC-06 data set and tested on the SWISS-06 data set.

Method Test set ER GO PM EN LY Overall Train Query

SVM LOC-06 0.438 0.455 0.449 0.490 0.398 0.446 0.178 0.060

HMM LOC-06 0.473 0.480 0.502 0.462 0.438 0.471 0.002 0.568

SVM SWISS-06 0.350 0.333 0.378 0.280 0.292 0.327 0.133 0.048

HMM SWISS-06 0.330 0.310 0.331 0.246 0.168 0.277 0.003 0.591

Table 6.30: Prediction performance (MCC) of the SVM and HMM based localization models

on the LOC-06 and SWISS-06 data set. Upper half of the table contains 10-fold cross-

validated, 10-times repeated results on LOC-06 data set. Lower half contains results for

models trained on LOC-06 and tested on SWISS-06 data set. ER = Endoplasmic Reticulum,

GO = Golgi Complex, PM = Plasma Membrane, EN = Endosome, LY = Lysosome, Over-

all = overall mean MCC. Training (Train) and query (Query) times in seconds per sample.

For the cross-validation experiments on the LOC-06 data set (first two rows), the HMM

model achieved a slightly higher, but statistically significant (p = 1.2e-2), overall MCC. Apart

from the endosomal class (EN) the performance is better for all subcellular localizations. The

endosomal class is the smallest class and this might explain the inferior performance of the

HMM in this case, but this assumption has not been validated.

The McNemar test resulted in a p-value of 1.1e-8, which indicates significant differences in

the predictions of the HMM and the SVM model. A combination of both models is therefore

likely to achieve higher prediction accuracies than the individual models.

The comparison of training and query times shows that the HMM model is fast to train

but time consuming to query, while the situation for the SVM is reversed. The comparatively

high query time of the HMM is due to the large number of states of the model. The training is

extremely fast, since emission and transition probabilities are directly estimated from labeled

sequences. No Baum-Welch training was utilized.

While the prediction accuracy of the HMM is superior in cross-validation runs on the

LOC-06 data set, the results on the independent SWISS-06 test set are different (last two

rows of Table 6.30). The HMM displays substantially lower MCCs for all subcellular locations

than the SVM model. The inferior performance on the test set suggests that the HMM is

over-fitting on the LOC-06 data set. This is supported by the poor performance of the HMM

specifically for the small classes (EN, LY). Since HMMs are not regularized and the design

and optimization of the comparatively complex architecture was performed on the LOC-06

data set, this result is not surprising but emphasizes the risks involved with unregularized

methods.

Generally, the prediction accuracies on the SWISS-06 test set are considerably lower than
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those achieved with cross-validation experiments on the LOC-06 data set. There are two

likely reasons for this difference. First, the localization annotation of the SWISS-06 data set

is not as carefully curated as that of the LOC-06 data set. Second, the SWISS-06 data set

is composed of a diversity of organisms (see Table 4.5), while the LOC-06 data set contains

only mouse proteins.

To gain a better understanding of which subcellular localizations are most frequently

predicted incorrectly, and what the differences are in prediction between the SVM and HMM

models, confusion matrices were calculated. Figure 6.35 displays the confusion matrices of

the two models for the SWISS-06 data set.

Both models tend to wrongly classify proteins as targeted to the plasma membrane (PM),

which is to be expected since the plasma membrane class is the majority class, and assumed

to serve as a default location within the cell for proteins without specific targeting signals [39].

The most dominant difference between the two models is that the SVM model tends to

mislabel endosomal or lysosomal proteins as ER proteins, while the HMM model mislabels

them as plasma membrane proteins (see left lower corner of the confusion matrices). The

number of endosomal and lysosomal proteins within the SWISS-06 data set is very small

though (see Table 4.4), and it is unknown how reliable this result is. However, in comparison

to the SVM model, the HMM model also more frequently classifies ER and Golgi proteins as

endosomal or lysosomal proteins, which supports that there are differences between the two

models in the prediction of these protein classes. While the reasons for the differences in the

prediction of the two models are unknown, they clearly suggest that a combination of the two

models might be beneficial.

Figure 6.35: Graphical representation of the confusion matrices for the SVM and the HMM

models on the SWISS-06 data set. Confusion values are given in percent. Rows represent

observed locations and columns represent predicted locations.
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An evaluation of the CRF based localization model on the full LOC-06 and SWISS-06

data sets was not feasible, due to the very time intensive training of CRFs. Therefore, subsets

of the LOC-06 and SWISS-06 data sets were utilized that contained only proteins targeted to

the endoplasmic reticulum (ER) or the Golgi complex (GO). The prediction performance of

the SVM, HMM and CRF models on these subsets (LOC-06ER,GO, SWISS-06ER,GO) is shown

in Table 6.31. The upper half of the table (first two rows) contains the cross-validation results

for the models trained and tested on the LOC-06ER,GO data set (5-fold cross-validation)20.

The lower half of the table contains the results for the models trained on the LOC-06ER,GO

data set and tested on the SWISS-06ER,GO data set.

For the cross-validation runs on the LOC-06ER,GO data set (upper half of Table 6.31)

the SVM achieved the highest prediction accuracy, with the HMM and the CRF having very

similar but lower accuracies. The differences in prediction accuracy were not statistically

significant on the 0.05 level however, due to the small number of cross-validation runs. On

the independent SWISS-06ER,GO test, the prediction accuracies of the SVM and the HMM

model were almost identical, while the accuracy of the CRF was substantially lower.

Method Test set MCC Train Query

SVM LOC-06ER,GO 0.437 0.066 0.052

HMM LOC-06ER,GO 0.361 0.002 0.145

CRF LOC-06ER,GO 0.359 107.481 0.165

SVM SWISS-06ER,GO 0.285 0.065 0.049

HMM SWISS-06ER,GO 0.289 0.003 0.145

CRF SWISS-06ER,GO 0.235 104.340 0.174

Table 6.31: Prediction performance (MCC) of the SVM, HMM and CRF based localization

models on the LOC-06ER,GO and SWISS-06ER,GO data sets. Upper half of the table contains

5-fold cross-validation results on LOC-06ER,GO data set. Lower half contains results for

models trained on LOC-06ER,GO and tested on SWISS-06ER,GO data set. MCC = Matthews

Correlation Coefficient. Training (Train) and query (Query) times in seconds per sample.

The inferior performance of the CRF model on the test set was surprising, since the model

performed as well as the HMM model in the cross-validation runs, had a simpler architecture

and was regularized. However the CRF was seemingly over-fitting on the LOC-06ER,GO

data set, which is possible since the architecture of the model was optimized on this data

set. Subsequent tests of CRFs with slightly different sets of feature functions showed better

performances on the SWISS-06ER,GO data set and lower performance on the LOC-06ER,GO

data set, which support this interpretation. These later tests however are not comparable to

20Note that the reported prediction accuracies are identical to the results shown in Section 6.3.3 (see Ta-

ble 6.23 on page 190).
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the SVM or HMM results anymore, since they invalidated the independence of the SWISS-

06ER,GO test set, and are therefore not reported.

With respect to query time, the CRF model and the HMM model performed very similar.

The training of the HMM is very fast however, while the training of the CRF model is

several magnitudes more time consuming. Note that the query times for the HMM models

in Table 6.31) are considerably lower than those reported in Table 6.30 due to the smaller

number of locations within the reduced data sets, which results in an HMM model with

fewer states. The query time of the SVM is less affected by the differences in the number

of locations to predict. The training and query times for the SVM model do not include

the external prediction algorithms utilized to annotated signal peptide and transmembrane

domains and are therefore optimistic. Since the SVM model utilizes the outputs of SignalP

and five topology prediction methods, the true query time of the SVM model is likely to be

slightly higher than those of the CRF and the HMM models.

6.4.4 Discussion

This section summarizes and discusses the results of the model comparison. The primary

objective of the comparison was to decide, which machine learning algorithms are suitable for

localization prediction of transmembrane proteins.

To this purpose the prediction performance of protein models based on Support Vector

Machines (SVM), Hidden Markov Models (HMM) and Conditional Random Fields (CRF) was

evaluated on the data sets described in Section 4.2. Since the HMM and CRF based models

were composed of signal peptide and transmembrane domain sub-models, the performances for

three different prediction tasks were measured such as cleavage site prediction, transmembrane

domain prediction and localization prediction.

The comparison of the HMM and CRF based signal peptide models showed a slightly

higher prediction accuracy for the CRF model on the eukaryotic data sets but a substantially

lower accuracy on the bacterial data sets. In comparison to SignalP, the HMM and the CRF

model achieved prediction accuracies between those of SignalP-HMM and SignalP-NN.

For transmembrane domain prediction, the per-segment accuracy of the HMM model was

considerably higher than that of the corresponding CRF model, and excellent in comparison

to a selection of top-ranking topology predictors evaluated by Chen et. al [56]. Note that the

CRF model for transmembrane domain prediction did not contain a signal peptide sub-model,

which might explain the inferior performance of the CRF in this case.

The performance of the SVM and the HMM models for localization prediction was mea-

sured on a cross-validation data set (LOC-06) and on an independent test data set (SWISS-

06). While the HMM model achieved the highest prediction accuracy on the cross-validation
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data set, it showed the lowest accuracy for the test data set, which indicates that the HMM

model was over-fitting. An evaluation of the CRF for these data sets was not possible, due

to the time intensive training of the CRF. Consequently, subsets of the cross-validation and

the independent test sets were created that contained only ER and Golgi proteins.

On the reduced cross-validation data set the SVM model achieved the highest prediction

accuracy. The HMM and the CRF model showed very similar but lower prediction accuracies.

For the test set the SVM and HMM models were almost identical in prediction performance,

while the prediction accuracy of the CRF was considerably lower, indicating that the CRF

model was over-fitting in this case. The prediction accuracies on the test sets were generally

lower than those on the cross-validation data sets, which is explained by the less reliable

localization annotation and the different composition of organisms within the test sets.

The training time of the CRF model was several magnitudes higher than that of the SVM

or the HMM models. The HMM model was by far the fastest model to train, while the

reported training and query times of the SVM are optimistic since they do not incorporate

the times required to train and query the external modules utilized by the model. The query

time of the HMM was considerably higher for the five-class problem than those of the SVM

and the HMM models, due to the large number of states. For the two-class problem the query

times of the CRF and the HMM model were very similar. The query time for the SVM model

was lower but optimistic.

The SVM model was based on a comparatively complex hybrid architecture, that used

external components for signal peptide and transmembrane domain prediction. The HMM

and the CRF models on the other hand, utilized fully integrated sub-models for signal pep-

tide and transmembrane domain prediction. HMMs are strongly limited with respect to the

sequence features that can be exploited. As a consequence, the HMM models showed complex

architectures with large numbers of states and transitions. The much richer feature set of

CRFs allowed the construction of considerably simpler models with comparable prediction

accuracies. However, the training of the CRF model was much more time intensive than the

training of the HMM models. All three techniques achieved reasonable prediction accura-

cies and it can be concluded that the techniques are suitable for localization prediction of

transmembrane proteins.
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Chapter 7

Conclusions

Careful. We don’t want to learn from this.

Bill Watterson, ”Calvin and Hobbes”

This chapter summarizes and discusses the work of this thesis. The chapter is divided into

the following sections: Section 7.1 contains a review of the thesis. Section 7.2 presents the

implications of the work conducted in this thesis and Section 7.3 points out its limitations.

Further promising directions of research are outlined in Section 7.4.

7.1 Thesis review

The focus of this thesis was on the construction and evaluation of topological models of

transmembrane proteins for localization prediction, utilizing three different machine learning

techniques such as Support Vector Machines (SVMs), Hidden Markov Models (HMMs) and

Conditional Random Fields (CRFs).

Transmembrane proteins show a characteristic topological structure, with transmembrane

domains, cap regions and inside and outside loops. The literature review in Chapter 3 of the

thesis revealed however that present prediction algorithms for subcellular localization ignore

these topological properties. It was therefore speculated that higher prediction accuracies

can be accomplished by taking the topological properties of transmembrane proteins into

account and the following main hypothesis of the thesis was formulated: Topological models

of transmembrane proteins achieve higher accuracies for subcellular localization prediction

than non-topological models.

To test this hypothesis a region model and a SVM based prediction system were developed

that allowed the construction and evaluation of topological and non-topological models (see

Section 6.1). The design of the system was primarily guided by the known biological prop-
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erties of transmembrane proteins, reviewed Chapter 2 and by the data analysis performed in

Chapter 5. The evaluation of the different transmembrane proteins models in Section 6.1.6

of the thesis showed significantly higher prediction accuracies for topological models than for

non-topological models, and consequently the main hypothesis was accepted. The models

were trained and tested on a compilation of data sets with highly reliable annotation that are

described in Section 4.2.

The main hypothesis raised three questions that were addressed in this thesis. The first

question was: How to model topological regions of transmembrane proteins? To answer

this question, in Chapter 5 a data analysis was performed that measured the predictive

power of different features, extracted from the topological regions of transmembrane proteins.

The region features evaluated included the region length, the content of amino acids, amino

acid pairs, tri-mers of amino acids, tri-mers with mismatches, and overall physicochemical

properties. The results of the data analysis showed that amino acid pairs (di-peptides) are

the most suitable feature for localization prediction and topological regions were subsequently

modeled by their di-peptide composition.

The second question raised by the main hypothesis was: What is the relationship between

topological regions and subcellular localization? To address this questions, the predictive

power of individual topological regions for specific subcellular locations was measured in

Section 6.1.4 of the thesis. The strongest correlations were found between the transmembrane

domain and the endoplasmic reticulum or the plasma membrane, between the upstream cap

region and the Golgi complex, and between the N-terminal region and the endosome or the

lysosome (see Figure 6.11). The N-terminal region and the transmembrane domain were the

regions with the highest predictive power in general.

The data analysis in Chapter 5 provided a more detailed analysis of the relationship

between region content and protein localization by identifying specific signals within and

properties of topological regions that are correlated with specific subcellular locations (see

Table 5.22). The most interesting result of this analysis was that the hydrophobicity of the

signal peptide is a comparatively good discriminator, particularly between endosomal proteins

and proteins targeted to the endoplasmic reticulum or the plasma membrane.

The third question associated with the main hypotheses was: Which machine learning al-

gorithms are suitable for localization prediction? To answer this question topological protein

models were constructed, utilizing SVMs, HMMs and CRFs, and the prediction performance

of the models was measured (see Chapter 6). SVMs were chosen since they are the most

frequently utilized method for localization prediction. HMMs on the other hand, are the pre-

dominant technique for topology modeling of transmembrane proteins. CRFs were selected,

since they combine certain features of SVMs and HMMs and have been successfully applied
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to prediction problems related to those studied in this thesis. The comparisons of these tech-

niques identified significant differences in the training and query times of the models but little

differences in the prediction accuracies (see Section 6.4). It was therefore concluded that all

three techniques are suitable for localization prediction.

The functionality of graphical models such as HMMs and CRFs is more easily interpreted

in the context of the application than that of SVMs. This advantage was exploited to per-

form a detailed analysis of the HMM and CRF based localization models (see Sections 6.2.5

and 6.3.4). The results showed that both models evaluated sequence features for their pre-

dictions that were in good agreement with the features of high predictive power, identified by

the data analysis in Chapter 5. The analysis technique utilized has general applicability for

graphical models composed of multiple sub-models of identical architecture.

The most significant contributions of this thesis were, (1) the demonstration that topologi-

cal models achieve higher accuracies for the localization prediction of transmembrane proteins

than non-topological models, (2) the identification of novel sorting signals for protein localiza-

tion, (3) the correlation of the contents of specific topological regions with specific subcellular

locations, (3) the novel application of CRFs to protein modeling and localization prediction,

and (5) the provision of a web application (TMPHMMLoc) for the localization prediction of

transmembrane proteins.

7.2 Implications

This section discusses the implications of the work in this thesis. Current prediction algo-

rithms for subcellular localization ignore the topology of transmembrane proteins. However

the topological models developed in this thesis achieved significantly higher prediction accu-

racies than non-topological models, and represent a novel approach and a step forward for

the localization prediction of transmembrane proteins. The next generation of localization

predictors can build on the techniques demonstrated in this thesis.

The thesis evaluated the prediction performance of various model architectures, utilizing

SVMs, HMMs and CRFs. Regardless of the specific machine learning technique, all models

achieved comparable prediction accuracies, and prediction accuracy is therefore not a criteria

that can be used to distinguish between the techniques. For applications where the model is

frequently updated with new data, the HMM based model is to prefer, due to its fast training.

However, if short query times are required, the SVM is the better choice. To explore new

features, the SVM and the CRF based models provide a more flexible framework than the

HMM model. On the other hand, HMMs and CRFs allow a more application centric view on

the internal parameters of the model, which is useful to explain the prediction of the model.
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In comparison to localization predictors for soluble proteins, which achieve MCCs of 0.7-

0.9, the prediction accuracies of the transmembrane protein models were considerably lower

(MCCs of around 0.5). This strongly indicates that the developed models are not sophisticated

enough to describe the sorting machinery within the cell with sufficient accuracy. Presumably

important effects that have been neglected in the models include multi-localized or shuttling

proteins, interactions between different sorting signals, helix-packing and protein-protein in-

teractions. Furthermore, topological regions were described by their di-peptide composition,

which is in agreement with the fact that many targeting signals are very short motifs, but

is also known to be a simplification. More detailed and realistic descriptions of topological

regions and interactions need to be found.

The developed localization models fill nevertheless an important gap in the availability of

predictors and have useful applications. Current predictors predominantly focus on soluble

proteins, while the localization predictors in this thesis were specifically designed to predict

the subcellular localization of transmembrane proteins. Despite their moderate prediction

accuracies, the novel predictors allow more accurate estimates of the localization distribution

of transmembrane proteins within eukaryotic cells than is currently available. Furthermore

the new predictors can accelerate the identification of promising targets for in vitro studies,

which is of great importance for drug development.

The number of transmembrane proteins with identified tertiary structure and function are

likely to remain considerably smaller than the number of soluble proteins for the foreseeable

future. Consequently, computational approaches for subcellular localization prediction of

transmembrane proteins will remain to be of interest.

7.3 Limitations

This section describes the limitations of this thesis. The most crucial elements of this work

were the data sets utilized for model evaluation. While every attempt was made to ensure

the quality of the data, the LOC-06 data set was limited in four ways. Firstly, the data set

was heavily unbalanced, with the plasma membrane class 28 times bigger than the endosomal

class. Secondly, the number of lysosomal and endosomal proteins were very small, rendering

the results for these classes less robust. Thirdly, the subcellular locations taken into account

were restricted to major locations along the secretory pathway. Finally, multi-localized or

shuttling proteins were ignored. Similar restrictions applied to the SWISS-06 data set with

the additional difficulty that the localization annotation for this data set was less reliable

than the annotation of the LOC-06 data set.

While the SWISS-06 data set served as an independent test set for the localization models,
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no entirely independent test sets were available to assess the performance of the models for

signal peptide and transmembrane domain prediction. All SignalP data sets had a consider-

able overlap and likewise the PDB-03 and the MOELLER-00 data set. Also, the prediction

accuracies of the signal peptide and transmembrane domain models were evaluated for the

individual components, but not in the context of sub-models within the localization predictor.

The prediction performance of the signal peptide models was only measured for cleavage

site prediction but not for the prediction of signal peptides or the discrimination between

signal anchors and signal peptides. The CRF based transmembrane domain predictor was

limited in the sense that it lacked a signal peptide sub-model, which most likely would have

improved its prediction accuracy.

All three machine learning techniques were basic implementations. Dirichlet priors, dis-

criminative training or constrained Baum-Welch training are potential improvements of HMMs

that were not covered. The SVM based prediction system utilized a linear kernel and no

attempt was made to developed specific kernels that take the topology of transmembrane

proteins into account. The CRF implementation did not take advantage of faster training

algorithms developed recently. The time consuming training of CRFs limited the exploration

of possible features and required the evaluation of the method on data sets with reduced

numbers of classes and samples.

The last limitation to mention is that the localization predictors for transmembrane pro-

teins that were developed in this thesis, were not compared with other publicly available

predictors. The reason is that such a comparison is very difficult to perform. Some predictors

explicitly exclude transmembrane proteins as inputs. In most cases the data sets the pre-

dictors are trained on are unknown, which renders a rigorous cross-validation test infeasible.

Very few predictors predict locations along the secretory pathway. Most methods predict dif-

ferent or only partially overlapping sets of locations, which impedes a stringent comparison of

prediction accuracies. Finally, many prediction methods utilize databases to take advantage

of homologous sequences or exploit additional sequence features, which effectively prevents a

meaningful comparison. Any comparison that does not compensate for the differences men-

tioned above is of little use, but a sufficient compensation of these differences is difficult to

achieve.

7.4 Further research

This section points out potential extensions of the thesis and outlines promising avenues of

further research. An obvious extension would be the prediction of a wider range of subcellular

localizations, either by incorporating additional locations outside the secretory pathway such
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as the mitochondria, the peroxisomes and the nucleus, or by further differentiating locations

that are part of the secretory pathway such as the early and late endosomes, the trans-,

medial-, and cis-Golgi network, the apical and basolateral plasma membrane and the ERGIC.

The LOCATE database already contains proteins targeted to these locations but the amount

of data is currently insufficient to train a predictor.

Another possible extension of the thesis would be an analysis of the interaction between

features of a region. Since the prediction of protein localization based on di-peptide compo-

sition results in higher prediction accuracies than that based on the amino acid composition,

such interactions must exist and are of obvious interest.

The high prediction accuracies shown by sequence kernels (see Section 6.1.6) and the high

predictive power of tri-mers with mismatches revealed in the data analysis in Chapter 5, sug-

gest that k-mers with mismatches may be a more suitable feature to describe the contents

of topological regions. While the current architecture of the SVM based prediction system

does not allow utilization of the full set of higher order k-mers (k > 3) without rendering the

system computationally infeasible, usage of a subset of the most frequent or most discrim-

inative k-mers would be feasible. Alternatively, the modification of sequence kernels, such

as the Spectrum [220], the Wildcard [221] or the Mismatch kernel [222], to take topological

information into account when calculating the dot product of k-mer frequencies, appears to

be a promising approach to improve prediction accuracies.

The lower predictive power of the inside cap region in comparison to the upstream or

downstream cap region within the SVM based prediction system (see Section 6.1.4) indicates

that the orientation annotation of the transmembrane domains within the LOC-06 data set

is insufficiently accurate. In a comparison of topology predictors, Chen et al. [56] found

accuracies of around 65% for the correct orientation of transmembrane domains. While

prediction algorithms for signal peptides and transmembrane domains achieve high accuracies,

there is a clear deficit in the correct prediction of transmembrane domain orientation.

For HMMs a plethora of modifications and improvements has been devised. The Phobius

predictor [184] provides a good example of possible refinements also applicable to the models

in this thesis. Further potential improvements include Dirichlet priors for the emission prob-

abilities and discriminative HMM training [179, 204]. The transmembrane protein models in

this thesis could benefit from a refined loop model. Alternatively, Hidden Semi-Markov mod-

els [122, 11] or Duration-HMMs [324, 257] could be utilized to model the length of topological

regions.

The prediction accuracies of recent topology predictors have been improved significantly by

incorporating prior topology information [12], taking evolutionary information in the form of

sequence profiles into account [400, 49, 176], directly considering homologous sequences [185]
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or exploiting functional domains [24].

The differences between the confusion matrices (see Figure 6.21 on page 164) of HMM

models of different order suggest that improved prediction accuracies are possible by combin-

ing the more sensitive lower order models with the more specific higher order models. In the

simplest case this can be achieved by constructing an ensemble of models of different orders.

Furthermore a consensus predictor, composed of the best performing SVM, HMM and CRF

models, appears as a promising approach to achieve higher prediction accuracies than the

individual models.

Despite the fact that the CRF based models presented in this thesis did not achieve supe-

rior prediction accuracies to the SVMs or HMMs based models, CRFs are nevertheless a very

promising technique. CRFs allow the evaluation of features that are difficult to incorporate

in HMMs, while maintaining a probabilistic model not provided by SVMs. Due to the time

intensive training the CRF based models were not optimized to the same degree as the corre-

sponding SVM or HMM models. It is therefore likely that better features and architectures

can be found. For instance, multiple alignments have been shown to be beneficial for trans-

membrane domain prediction [178, 312] and are therefore promising features to be exploited

by CRFs.

An advanced CRF based signal peptide model could contain additional states to differen-

tiate between the positively charged N-terminal region, the hydrophobic core and the cleavage

region. The transmembrane domain model could easily be improved by the integration of a

signal peptide sub-model, as demonstrated for the HMM based transmembrane protein mod-

els. A more refined model would include states to differentiate between inside and outside

loops, and states to explicitly model the cap regions of transmembrane domains. Furthermore,

multi-spanning transmembrane proteins are know to build aggregates of packed helices [34, 1]

and an advanced transmembrane domain model would strive to take the helix-helix interac-

tions [362, 124] into account.

A difficulty for CRF based models is the modeling of region lengths. This problem does

not occur in Semi-Markov Conditional Random Fields [348], which enable states to persist

for a defined length of time and that allow to exploit non-Markovian features within a time

segment. Another interesting variation of CRFs are Skip-CRFs [379] that allow to model

long range dependencies between states. This method could provide an elegant way to model

helix-helix interactions [362, 124] in transmembrane proteins.

The most urgently required improvement however, are methods to accelerate the training

process of CRFs. Recent progress and promising results have been achieved with gradient tree

boosting [90], stochastic gradients [402] and the sparse forward-backward procedure [300].
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Appendix A

After all is said and done, a lot more will be said than done.

Unknown

This chapter provides supplementary information and data not shown in the main text.

Section 7.5 contains the Document Type Definition (DTD) of the XML file format utilized

to store the biological data analyzed in this thesis, and Section 7.6 gives an example of the

file format. Section 7.7 contains an excerpt of the AAIndex database [189, 188] that lists

the physicochemical amino acid scales utilized for the analysis of the predictive power of

topological regions in Chapter 5. Section 7.8 provides a table of amino acid names and codes,

and Taylor’s Venn diagram of amino acid classes [388].
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7.5 BioSeqML DTD

<!-- ********************************************************* -->

<!-- BioSeqML (Biological Sequence Markup Language) -->

<!-- Document Type Definition (DTD) -->

<!-- -->

<!-- Version: 1.0 -->

<!-- Date: 30.05.2005 -->

<!-- Author: Stefan Maetschke -->

<!-- Institute: University of Queensland -->

<!-- ********************************************************* -->

<!ENTITY % char "CDATA" >

<!ENTITY % int "CDATA" >

<!ENTITY % real "CDATA" >

<!ENTITY % string "CDATA" >

<!ENTITY % topology "(LINEAR|CIRCULAR)" >

<!ENTITY % strand "(1|-1)" >

<!ENTITY % alphabet "(DNA|RNA|AA)" >

<!ENTITY % type "(STRING|INT|DOUBLE)" >

<!ELEMENT BioSeqML (SequenceList) >

<!ELEMENT SequenceList (AnnotationList? | Sequence+) >

<!ELEMENT Sequence (AnnotationList? | FeatureList* | Data) >

<!ATTLIST Sequence

alphabet %alphabet; #REQUIRED

topology %topology; #REQUIRED

>

<!ELEMENT AnnotationList (Annotation+) >

<!ELEMENT Annotation EMPTY>

<!ATTLIST Annotation

name %string; #REQUIRED

value %string; #REQUIRED

type %type; "STRING"

>

<!ELEMENT FeatureList (AnnotationList? | Feature*) >

<!ELEMENT Feature (AnnotationList? | FeatureList*) >

<!ATTLIST Feature

start %int; #REQUIRED

end %int; #REQUIRED

strand %strand; "1"

>

<!-- ********************************************************* -->
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7.6 BioSeqML example

<?xml version="1.0" encoding="UTF-8"?>

<?format DECIMAL="."?>

<!DOCTYPE BioSeqML SYSTEM "BioSeqML.DTD" >

<BioSeqML>

<SequenceList>

<Sequence alphabet="AA" topology="LINEAR">

<AnnotationList>

<Annotation name="ID" value="225255" />

<Annotation name="Name" value="225255" />

<Annotation name="Organism" value="Mouse" />

<Annotation name="Function" value="hepatocyte growth factor activator inhibitor" />

<Annotation name="Location" value="Plasma Membrane" />

<Annotation name="Evidence" value="" />

<Annotation name="Source" value="Entrez Protein" />

<Annotation name="Annotation" value="literature" />

<Annotation name="ACCN" value="AAD22174" />

<Annotation name="N-terminal" value="Inside" />

<Annotation name="Type" value="Type I" />

</AnnotationList>

<FeatureList>

<AnnotationList>

<Annotation name="Name" value="SIGNAL" />

</AnnotationList>

<Feature start="1" end="30">

<AnnotationList>

<Annotation name="Name" value="SIGNAL" />

</AnnotationList>

</Feature>

</FeatureList>

<FeatureList>

<AnnotationList>

<Annotation name="Name" value="TRANSMEM" />

</AnnotationList>

<Feature start="56" end="64">

<AnnotationList>

<Annotation name="Name" value="TRANSMEM" />

</AnnotationList>

</Feature>

</FeatureList>

<Data>

MAQLCELRRGRALLALVASLLLSGAQVASRELDVHENTTDDMARNRNGADSSVLSVCFVELSVAALFLFYA

</Data>

</Sequence>

</SequenceList>

</BioSeqML>
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7.7 Physicochemial scales

H PRAM900101

D Hydrophobicity signal peptides (Prabhakaran, 1990)

R LIT:1614053b PMID:2390062

A Prabhakaran, M.

T The distribution of physical, chemical and conformational properties in

signal and nascent peptides

J Biochem. J. 269, 691-696 (1990) Original references: Engelman, D.M., Steitz,

T.A. and Terwilliger, T.C. Annu. Rev. Biophys. Chem. 15, 321-353 (1986)

C ENGD860101 1.000 ROSM880101 0.917 VHEG790101 0.909

KUHL950101 0.908 OOBM770101 0.907 JANJ780101 0.901

ROSM880102 0.892 PUNT030101 0.889 JANJ780103 0.884

HOPT810101 0.881 GUYH850104 0.881 LEVM760101 0.881

WOEC730101 0.871 PUNT030102 0.869 GUYH850105 0.867

KIDA850101 0.866 GRAR740102 0.855 ZIMJ680103 0.854

CHOC760102 0.826 MONM990101 0.820 GUYH850101 0.820

FAUJ880109 0.815 RADA880104 -0.803 OLSK800101 -0.806

CHOC760103 -0.814 NADH010103 -0.815 WARP780101 -0.827

EISD860103 -0.831 NADH010101 -0.843 KYTJ820101 -0.850

FAUJ830101 -0.853 JANJ780102 -0.860 EISD860101 -0.862

JURD980101 -0.862 BLAS910101 -0.864 RADA880107 -0.865

NADH010102 -0.870 WOLR790101 -0.877 WOLR810101 -0.887

JANJ790102 -0.890 DESM900102 -0.890 ROSM880105 -0.912

RADA880101 -0.932 EISD840101 -0.936 JACR890101 -0.948

I A/L R/K N/M D/F C/P Q/S E/T G/W H/Y I/V

-6.70 51.50 20.10 38.50 -8.40 17.20 34.30 -4.20 12.60 -13.

-11.70 36.80 -14.20 -15.50 0.80 -2.50 -5. -7.90 2.90 -10.90

//

H KYTJ820101

D Hydropathy index (Kyte-Doolittle, 1982)

R LIT:0807099 PMID:7108955

A Kyte, J. and Doolittle, R.F.

T A simple method for displaying the hydropathic character of a protein

J J. Mol. Biol. 157, 105-132 (1982)

C JURD980101 0.996 CHOC760103 0.964 OLSK800101 0.942

JANJ780102 0.922 NADH010102 0.920 NADH010101 0.918

DESM900102 0.898 EISD860103 0.897 CHOC760104 0.889

NADH010103 0.885 WOLR810101 0.885 RADA880101 0.884

MANP780101 0.881 EISD840101 0.878 PONP800103 0.870

WOLR790101 0.869 NAKH920108 0.868 JANJ790101 0.867

JANJ790102 0.866 BASU050103 0.863 PONP800102 0.861

MEIH800103 0.856 NADH010104 0.856 PONP800101 0.851

PONP800108 0.850 CORJ870101 0.848 WARP780101 0.845

COWR900101 0.845 PONP930101 0.844 RADA880108 0.842

ROSG850102 0.841 DESM900101 0.837 BLAS910101 0.836

BIOV880101 0.829 RADA880107 0.828 BASU050101 0.826

KANM800104 0.824 LIFS790102 0.824 CIDH920104 0.824

MIYS850101 0.821 RADA880104 0.819 NAKH900111 0.817

CORJ870104 0.812 NISK800101 0.812 FAUJ830101 0.811

ROSM880105 0.806 ARGP820103 0.806 CORJ870103 0.806

NADH010105 0.804 NAKH920105 0.803 ARGP820102 0.803

CORJ870107 0.801 MIYS990104 -0.800 CORJ870108 -0.802
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KRIW790101 -0.805 MIYS990105 -0.818 MIYS990103 -0.833

CHOC760102 -0.838 MIYS990101 -0.840 MIYS990102 -0.840

MONM990101 -0.842 GUYH850101 -0.843 FASG890101 -0.844

RACS770102 -0.844 ROSM880101 -0.845 JANJ780103 -0.845

ENGD860101 -0.850 PRAM900101 -0.850 JANJ780101 -0.852

GRAR740102 -0.859 PUNT030102 -0.862 GUYH850104 -0.869

MEIH800102 -0.871 PUNT030101 -0.872 ROSM880102 -0.878

KUHL950101 -0.883 GUYH850105 -0.883 OOBM770101 -0.899

I A/L R/K N/M D/F C/P Q/S E/T G/W H/Y I/V

1.8 -4.5 -3.5 -3.5 2.5 -3.5 -3.5 -0.4 -3.2 4.5

3.8 -3.9 1.9 2.8 -1.6 -0.8 -0.7 -0.9 -1.3 4.2

//

H ZIMJ680103

D Polarity (Zimmerman et al., 1968)

R LIT:2004109b PMID:5700434

A Zimmerman, J.M., Eliezer, N. and Simha, R.

T The characterization of amino acid sequences in proteins by statistical

methods

J J. Theor. Biol. 21, 170-201 (1968)

C PRAM900101 0.854 ENGD860101 0.854 HOPA770101 0.815

JACR890101 -0.835

I A/L R/K N/M D/F C/P Q/S E/T G/W H/Y I/V

0.00 52.00 3.38 49.70 1.48 3.53 49.90 0.00 51.60 0.13

0.13 49.50 1.43 0.35 1.58 1.67 1.66 2.10 1.61 0.13

//

H ZIMJ680104

D Isoelectric point (Zimmerman et al., 1968)

R LIT:2004109b PMID:5700434

A Zimmerman, J.M., Eliezer, N. and Simha, R.

T The characterization of amino acid sequences in proteins by statistical

methods

J J. Theor. Biol. 21, 170-201 (1968)

C KLEP840101 0.941 FAUJ880111 0.813 FINA910103 0.805

I A/L R/K N/M D/F C/P Q/S E/T G/W H/Y I/V

6.00 10.76 5.41 2.77 5.05 5.65 3.22 5.97 7.59 6.02

5.98 9.74 5.74 5.48 6.30 5.68 5.66 5.89 5.66 5.96

//

H GRAR740103

D Volume (Grantham, 1974)

R LIT:2004143b PMID:4843792

A Grantham, R.

T Amino acid difference formula to help explain protein evolution

J Science 185, 862-864 (1974)

C KRIW790103 0.989 BIGC670101 0.984 GOLD730102 0.984

TSAJ990101 0.979 TSAJ990102 0.978 CHOC750101 0.973

FAUJ880103 0.959 CHAM820101 0.951 HARY940101 0.946

CHOC760101 0.945 PONJ960101 0.937 ROSG850101 0.922

RADA880106 0.920 FASG760101 0.908 LEVM760105 0.900

CHAM830106 0.890 LEVM760102 0.885 ZHOH040102 0.872

DAWD720101 0.853 LEVM760106 0.846 LEVM760107 0.841

FAUJ880106 0.819 MCMT640101 0.817 RADA880103 -0.881

I A/L R/K N/M D/F C/P Q/S E/T G/W H/Y I/V

31. 124. 56. 54. 55. 85. 83. 3. 96. 111.
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111. 119. 105. 132. 32.5 32. 61. 170. 136. 84.

//

H FASG760101

D Molecular weight (Fasman, 1976)

R

A Fasman, G.D., ed.

T

J "Handbook of Biochemistry and Molecular Biology", 3rd ed., Proteins - Volume

1, CRC Press, Cleveland (1976)

C FAUJ880103 0.979 CHOC760101 0.978 LEVM760102 0.966

CHAM820101 0.962 CHOC750101 0.956 LEVM760105 0.951

PONJ960101 0.945 CHAM830106 0.943 TSAJ990102 0.940

TSAJ990101 0.935 BIGC670101 0.919 GOLD730102 0.918

KRIW790103 0.910 HARY940101 0.910 GRAR740103 0.908

FAUJ880106 0.899 RADA880106 0.870 WOLS870102 0.866

MCMT640101 0.845 CHAM830105 0.839 ROSG850101 0.838

DAWD720101 0.833 FAUJ880104 0.825 OOBM770102 0.821

LEVM760107 0.815 RADA880103 -0.954

I A/L R/K N/M D/F C/P Q/S E/T G/W H/Y I/V

89.09 174.20 132.12 133.10 121.15 146.15 147.13 75.07 155.16 131.17

131.17 146.19 149.21 165.19 115.13 105.09 119.12 204.24 181.19 117.15

//

H FAUJ880111

D Positive charge (Fauchere et al., 1988)

R LIT:1414114 PMID:3209351

A Fauchere, J.L., Charton, M., Kier, L.B., Verloop, A. and Pliska, V.

T Amino acid side chain parameters for correlation studies in biology and

pharmacology

J Int. J. Peptide Protein Res. 32, 269-278 (1988)

C ZIMJ680104 0.813

I A/L R/K N/M D/F C/P Q/S E/T G/W H/Y I/V

0. 1. 0. 0. 0. 0. 0. 0. 1. 0.

0. 1. 0. 0. 0. 0. 0. 0. 0. 0.

//

H FAUJ880112

D Negative charge (Fauchere et al., 1988)

R LIT:1414114 PMID:3209351

A Fauchere, J.L., Charton, M., Kier, L.B., Verloop, A. and Pliska, V.

T Amino acid side chain parameters for correlation studies in biology and

pharmacology

J Int. J. Peptide Protein Res. 32, 269-278 (1988)

C RICJ880106 0.849

I A/L R/K N/M D/F C/P Q/S E/T G/W H/Y I/V

0. 0. 0. 1. 0. 0. 1. 0. 0. 0.

0. 0. 0. 0. 0. 0. 0. 0. 0. 0.

//

H KLEP840101

D Net charge (Klein et al., 1984)

R LIT:1008055 PMID:6547351

A Klein, P., Kanehisa, M. and DeLisi, C.

T Prediction of protein function from sequence properties: Discriminant

analysis of a data base

J Biochim. Biophys. Acta 787, 221-226 (1984)
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C ZIMJ680104 0.941

I A/L R/K N/M D/F C/P Q/S E/T G/W H/Y I/V

0. 1. 0. -1. 0. 0. -1. 0. 0. 0.

0. 1. 0. 0. 0. 0. 0. 0. 0. 0.

//

H CEDJ970103

D Amino acids in membrane proteins (Cedano et al., 1997)

R PMID:9067612

A Cedano, J., Aloy, P., Perez-Pons, J.A. and Querol, E.

T Relation between amino acid composition and cellular location of proteins

J J. Mol. Biol. 266, 594-600 (1997)

C NAKH900109 0.970 FUKS010106 0.919 CEDJ970102 0.912

JOND920101 0.911 NAKH900101 0.908 FUKS010105 0.901

FUKS010108 0.897 CEDJ970101 0.889 NAKH900111 0.865

FUKS010107 0.860 CEDJ970104 0.854 FUKS010112 0.850

FUKS010110 0.848 NAKH920105 0.836 JUKT750101 0.835

NAKH900107 0.820 NAKH900103 0.815 KUMS000102 0.812

NAKH920108 0.811 DAYM780101 0.807 JUNJ780101 0.806

I A/L R/K N/M D/F C/P Q/S E/T G/W H/Y I/V

8.1 4.6 3.7 3.8 2.0 3.1 4.6 7.0 2.0 6.7

11.0 4.4 2.8 5.6 4.7 7.3 5.6 1.8 3.3 7.7

//
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7.8 Amino acid table

Symbol Code Name Symbol Code Name

A ALA Alanine L LEU Leucine

R ARG Arginine K LYS Lysine

N ASN Asparagine M MET Methionine

D ASP Aspartic acid F PHE Phenylalanine

C CYS Cysteine P PRO Proline

Q GLN Glutamine S SER Serine

E GLU Glutamic acid T THR Threonine

G GLY Glycine W TRP Tryptophan

H HIS Histidine Y TYR Tyrosine

I ILE Isoleucine V VAL Valine

Table 7.1: Table of amino acids.

Figure 7.1: Taylor’s Venn diagram of amino acid classes [388].
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